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Voorwoord
Hier ligt het dan: mijn proefschrift. Aan het begin van mijn promotie had ik
niet kunnen (be)denken wat er nu in dit proefschrift geschreven staat. Dit is een
van de aspecten van probleemoplossen die mij het meest aanspreekt: het openstaan voor nieuwe wegen, nieuwe ideeën en nieuwe mogelijkheden om zodoende
bij een verrassend eindpunt uit te komen. Ik wil graag verschillende mensen bedanken die elk op hun eigen manier hebben bijgedragen aan mijn promotie en de
totstandkoming van dit proefschrift.
Job van Amerongen en Theo de Vries wil ik bedanken voor het mogelijk maken
van de aanstelling tot onderzoeker bij de Leerstoel Regeltechniek van de Faculteit
Elektrotechniek aan de Universiteit Twente. Ook wil ik hen bedanken voor alle
suggesties en discussies die ik met hen gehad heb.
Ik heb voor een groot deel van mijn promotie met twee collega’s op één kamer
gezeten. Dit waren Gerald Hilderink en Jan Holterman. Gerald, jou wil ik speciaal
bedanken voor de vele discussies — de een weer wat langer dan de andere —
die wij hebben gevoerd. Deze discussies hebben mijn onderzoek zeker positief
beı̈nvloed. Ook jou, Jan, wil ik bedanken. Met diep filosofische uitspraken als
“Geouwehoer hou je altijd!” en “Waarom moet iets altijd ergens toe leiden?” wist
jij een goede stemming op de kamer te brengen.
In het bijzonder wil ik Leo Veelenturf bedanken. Leo, mijn oud-afstudeer begeleider, stond vele malen klaar om over ideeën te discussieren en te filosoferen. Ik
bewonder erg de manier waarop hij mensen, inclusief mij, weet te motiveren. Dit
weet hij te doen, door enkel en alleen een spiegel voor te houden, waarin het
mooie en belangrijke van iemands werk te zien is. Dankjewel Leo.
Ook Maaike de Jong verdient een bijzonder “dankjewel”. Maaike wist altijd precies onder woorden te brengen hoe ik mij zo nu en dan eens voelde. En natuurlijk,
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Maaike had ook altijd Wijze Raad voor mij. Dankjewel lieverd!
Zo’n twee jaar geleden werd ik verrast door een lief, Stuiterend Maatje, oftewel
Joost Niederer. Naast het aanleren van effectieve, huishoudelijke poetswerkzaamheden, heb je mij vaak gesteund en aangemoedigd om bepaalde keuzes te maken.
En toen ik het in de laatste fase van mijn promotie wat drukker kreeg, kon ik altijd
rekenen op een lekker maaltje als ik thuis kwam. Nu jij begint aan jouw promotie,
hoop ik hetzelfde voor jou te kunnen doen.
Tenslotte wil ik iedereen bedanken die mij geholpen heeft de afgelopen vier jaar,
maar die ik nog niet expliciet genoemd heb. Hieronder bevinden zich mijn collega’s, studenten die ik mocht begeleiden, vrienden en familie.

Albert J.N. van Breemen
Enschede, februari 2001

Summary
Practical control systems generally are systems that consist of multiple control
algorithms; so called multi-controllers. Each control algorithm is designed to
fulfill a particular task. Designing such systems requires engineering skills not
discussed by control theory. These skills are structuring the control problem and
organizing the individual solutions. This thesis deals with design aspects related
to these two skills and presents theory and tools to support them.
In order to investigate the relevant aspects of structuring control problems and
organizing individual solutions, a model of complex control problems has been
formulated. This model describes complex control problems in terms of partial
control problems and their interdependencies. It will appear that structuring control problems requires the identification of a “part-of” hierarchy of partial control
problems, as well as the identification of the type of coupling between the partial
control problems. The particular type of coupling between partial control problems determines how to integrate the obtained individual solutions.
To integrate multiple control algorithms, insight from the field of control engineering is needed. The Multiple Model Approach (Johansen and Murray-Smith,
1997) is a general design method for multi-controllers that consists of local controllers; i.e. control algorithms that are operational only in some limited part of
the overall operating regime of the plant. While designing a multi-controller, the
designer has to deal with particular integration aspects, such as deciding when to
(in)activate a local controller, initializing and finalizing state variables of the local
controller and combining control actions of several local controllers. The Multiple
Model Approach relies on a supervisor to integrate the local controllers and deals
with the integration aspects in a central way. In contrast with this, in this thesis a
decentralized integration method is developed, based on the concepts of an agent
and a multi-agent system. The result is an open design environment for multi-
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controller systems, such that individual local controllers can be added, modified
or removed from the overall multi-controller without redesigning the remaining
system.
Combining the concepts of a local controller and an agent has resulted in a so
called controller-agent. A controller-agent is a local controller that is responsible
for the initialization and finalization of its state variables, has knowledge about
its operating regime and has an interface to coordinate its behavior with other
controller-agents. Controller-agents can be combined into groups by using coordination objects, which solves dependencies between controller-agents. As a
result, the multi-controller system is structured as a “part-of” hierarchy, which in
general reflects the decomposition of the complex control problem.
An implementation framework has been developed to realize an agent-based
multi-controller. This framework is called the Multi-Agent Controller Implementation Framework (MACIF). This framework contains six functionally different
software components, which can be connected to each other. These components
can be specified by using the specification language MACSL (Multi-Agent Controller Specification Language), which was developed during this research.
Two real-world control problems are described to illustrate the proposed agentbased design framework. These problems are: 1) the design of an “intelligent”
room thermostat, 2) the design and implementation of a controller for the placement module of the Philips Fast Component Mounter (FCM), an industrial pickand-place machine. These applications demonstrate the utility of the framework
and the power of the design method.

Samenvatting
Praktische regelsystemen zijn systemen die in het algemeen bestaan uit verschillende regelalgoritmen; zogenaamde multi-regelaars. Elk regelalgoritme is ontworpen om een bepaalde taak uit te voeren. Het ontwerpen van dergelijke regelsystemen vereist vaardigheden die geen onderwerp van discussie zijn binnen de
regeltheorie. Deze vaardigheden zijn het structureren van regelproblemen en het
organiseren van individuele oplossingen in een totaal oplossing. Dit proefschrift
gaat in op ontwerpaspecten die gerelateerd zijn aan deze twee vaardigheden, en
beschrijft theorie en hulpmiddelen.
Om de relevante aspecten van het structureren van regelproblemen en het organiseren van individuele oplossingen te onderzoeken, is er een model van complexe
regelproblemen opgesteld. Dit model beschrijft complexe regelproblemen in termen van deelproblemen en hun onderlinge afhankelijkheden. Het zal duidelijk
worden dat het structureren van regelproblemen het opstellen van een “part-of”
hiërarchie van deelproblemen vereist, alsmede het aangeven van het type afhankelijkheid tussen de deelproblemen. Het type afhankelijkheid bepaald de manier
waarop de verkregen individuele oplossingen geı̈ntegreerd kunnen worden in een
totaal oplossing.
Er is regeltechnische kennis nodig om verschillende regelalgoritmen te integreren.
De “Multiple Model Approach” (Johansen en Murray-Smith, 1997) is een ontwerpmethode voor multi-regelaars die opgebouwd zijn uit lokale regelaars; d.w.z
regelalgoritmen die alleen operationeel zijn in een lokaal werkgebied van de te
regelen plant. Bij het ontwikkelen van dergelijke multi-regelaars krijgt de ontwerper te maken met integratie-aspecten, zoals het beslissen van het (de)activeren
van lokale regelaars, het initialiseren en finaliseren van toestandvariabelen en het
mixen van individuele stuursignalen. De Multiple Model Approach gebruikt een
supervisor om de lokale regelaars te integreren en lost hier alle integratie aspecten
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centraal op. In tegenstelling tot deze benadering, is er in dit proefschrift een decentrale integratiemethode ontwikkeld, die is gebaseerd op de concepten van een
agent en een multi-agent systeem. Het resultaat is een open ontwerpomgeving
voor multi-controller systemen, zodat lokale regelaars toegevoegd, gemodificeerd
of verwijderd kunnen worden zonder dat hiermee de werking van het overige systeem wordt aangetast.
Het samengaan van het concept van een lokale regelaar met dat van een agent
heeft geresulteerd in een zogenaamde controller-agent. Een controller-agent is
een lokaal opererende regelaar, die verantwoordelijk is voor de initialisatie en finalisatie van zijn toestandsvariabelen, die kennis over zijn lokale werkgebied heeft
en een interface biedt voor de integratie met andere controller-agents. Het samenvoegen van controller-agents geschiedt met behulp van een coordinatie object,
die mogelijke afhankelijkheden tussen controller-agents oplost. Tevens wordt de
multi-regelaar gestructureerd als een “part-of” hiërarchie, dat de decompositie van
het complex probleem in het algemeen weergeeft.
Voor de daadwerkelijke realisatie van een dergelijke agent-gebaseerde multi-regelaar is een special hulpmiddel ontwikkeld. Dit is het Multi-Agent Controller Implementation Framework (MACIF). Het bestaat uit zes functioneel verschillende
software componenten die aan elkaar kunnen worden gekoppeld om zodoende een
multi-regelaar te realiseren. Elk van deze componenten kan door een ontwerper
worden gespecificeerd door middel van de in dit onderzoek ontwikkelde specificatie taal MACSL (Multi-Agent Controller Specification Language).
Om de beschreven ontwerpmethode te illustreren is zij toegepast op twee specifieke praktijk problemen: 1) het ontwerpen van een “intelligente” kamerthermostaat, en 2) het ontwerpen en implementeren van een regelsysteem voor de
plaatsingsmodule van de Philips Fast Component Mounter (FCM). Deze twee
praktijk problemen demonstreren het nut en de kracht van de beschreven ontwerpmethode.

Chapter 1

Introduction
In order to think about something, you must have a way — one way
among many possible ways — of thinking about it.
Daniel C. Dennett, Kinds of Minds

1.1 How to solve complex control problems?
This thesis is concerned with the question of how to solve complex control problems. This immediately raises the problem of defining “complexity”. Everyone
has probably its own perception of what a complex control problem is, and is not.
Some person would call the design of a controller that regulates the water level
in a vessel a complex control problem, while an other person would restrict this
notion to e.g. the design of a control system for a complete industrial oil refinery.
When asking these persons to mention properties that characterizes a complex
control problem, the following answers may be given:
It is not immediately clear how to solve the control problem.
Initially, it is difficult to obtain a clear overall overview of all relevant aspects of the problem.
A complex control problem is more comprehensive than a simple control
problem.

14

Chapter 1. Introduction

One of the aims of this thesis is to describe a theory that provides the designer
a better understanding of the relevant design aspects of solving complex control
problems. The mentioned subjective properties, however, are not a proper basis
for a theoretical framework. Therefore, a better model of complex control problems is needed.
In this respect, an interesting issue is raised by Åström & Wittenmark (1990).
They state that a major difficulty in control system design is to reconcile the
large-scale, fuzzy, real problems (i.e., complex control problems) with the simple, well-defined problems that control theory can handle. One way to deal with
this difficulty is to think about a complex control problem as being composed of
a set of partial, well-defined control problems. Solving complex control problems
then requires to identify the partial control problems, solve them by using control
theory, and combine the obtained partial solutions. It will appear that the characterization of a complex control problem as being composed of a set of partial
control problems provides a basis for developing a design framework for solving
complex control problems.
The strategy of solving complex control problems by decomposing it into partial control problems is called the divide-and-conquer approach (Johansen and
Murray-Smith, 1997). This approach basically consists of three steps:
1. Decomposing the overall control problem into a complete set of welldefined partial control problems.
2. Solving the partial control problems.
3. Integrating the partial solutions into an overall solution.
Although this strategy is commonly used to solve complex control problems, few
theory and tools have been developed that support this strategy. It has the status
of a heuristic method, rather than a structured design method. Traditional control
theory is concerned with the analysis of the dynamical behavior of controlled systems, often in terms of differential equations. Therefore, it is well applicable for
solving well-defined partial control problems. The divide-and-conquer approach,
however, is concerned with the synthesis of solutions for complex problems. An
important design issue related to this approach is how to deal with the dependencies between the partial control problems when decomposing the overall problem
and integrating the obtained partial solutions. The design framework developed
in this thesis supports the divide-and-conquer approach by providing tools for the
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structuring of complex control problems in terms of partial control problems and
their interdependencies, and by providing tools for integrating partial solutions
into an overall solution.

1.2 Scope of subject
1.2.1 Local controller approach
A major part of control theory is concerned with the design of single-loop controllers for linearized processes, which should fit all objectives of the control problem. It can be applied successfully to well-defined control problems, which are
described by a single mathematical model of the plant and a quantitative specification of the control objectives. However, many plants can be described conveniently by a multiple model, consisting of (simple) submodels that describe the
plant’s behavior in particular local regimes of the plant’s overall operating regime
(Johansen and Murray-Smith, 1997). For instance, multiple-input multiple-output
and/or nonlinear processes can often be approximated by a set of supposedly independent, linear single-input single-output models. Designing controllers based on
a multiple model approach requires additional effort in comparison with controller
designs based on a single model approach. This effort consists of decomposing
the control problem into a complete set of well-defined local control problems,
and integrating the obtained set of partial controllers that solve the local control
problems into an overall control system.
An illustrative example of a control problem to which the multiple model approach can be well applied is the design of a controller for a pendulum. Figure 1.1
shows a pendulum that is mounted to a ceiling. The dynamics of the pendulum
can be described by a nonlinear second-order differential equation in terms of the
angle θ. The control objective is to position the pendulum, by calculating control signals for the motor. Instead of designing a single nonlinear controller for
the whole operating regime of the pendulum, a set of linear controllers for local
parts of the overall operating regime can be used. In this example, the operating
regime is spanned by the angle θ and angular velocity θ̇ of the pendulum. In order
to apply the multiple model approach, each variable is divided into local regimes,
which are characterized by fuzzy sets. Figure 1.1 shows that the range of the angle
is divided into three local regimes, and the range of the angular velocity is divided
into four local regimes. This results into 3 4 12 overlapping local operating
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Figure 1.1 Some control problems are conveniently solved by using a set of locally operating controllers. A pendulum can be controlled by a set of linear controllers. Each
controller is designed to operate in some local part of the pendulum’s overall operating regime. The controller designs based on a linearized model of the pendulum in the
corresponding local operating regime.

regimes in which the behavior of the pendulum can be approximated by different
linear dynamic models. Therefore, for each local operating regime a linear controller can be designed. The resulting set of controllers is subsequently integrated
by combining the outputs of the individual controllers. Figure 1.2 shows a possible implementation of the overall controller. It consists of a set of local controllers
and a mechanism to integrate the local controllers.
Although the pendulum example may seem rather hypothetical, it represents just
the way in which many practical problems are solved. Many practical control systems consist of a set of controllers (control algorithms), each designed to control
the plant under particular operating conditions. For instance, many practical control systems have start-up, shutdown and safe-guarding control routines that can
be considered as individual controllers, each controlling the plant under certain
operating conditions. Hilhorst (1992, 1994) uses multiple controllers to control
a plant whose behavior can be described by a limited set of so-called modes. A
similar approach is used by Narendra and Balakrishnan (1997) who exploit multiple controllers to handle plant faults, such as sensor or actuator fall-outs. A fuzzy
logic control system (Lin and Lee, 1996) uses a set of rules of the form
IF (some condition is true) THEN (do some control action).

1.2 Scope of subject
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Figure 1.2 Constructing a multi-controller requires the design of a mechanism to integrate a set of local controllers. Because this is a non-trivial problem, it becomes a
separate design issue of solving complex control problems. Much attention is given to the
integration problem of local controllers in this thesis.

Each rule describes which control action has to be performed when the plant is operating under particular conditions. Other techniques that use multiple controllers
are Gain-Scheduling Controllers ( Åström and Wittenmark, 1995), Tagaki-Sugeno
Fuzzy Models (Takagi and Sugeno, 1985) and Switching Controllers (Morse,
1995). Also the field of behavior-based robotics is concerned with the design
of control systems based on a system of independent control modules, so called
behaviors (Brooks, 1986; Arkin, 1998).
Johansen and Murray-Smith (1997) describe a design framework, called the Multiple Model Approach, which comprises several multiple model techniques for
modeling and control. They entitle a controller that is operational in some limited
part of the plants’ operating regime as a local controller. From a practical perspective, using local controllers may be a good approach to solve complex control
problems. Operators of industrial plants, for instance, often know which control
action to perform under particular operating conditions of the plant. This qualitative knowledge could be used “as a good start” to solve parts of the control
problem; especially when the cost to model the plant by means of a single math-
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ematical model is too high. However, beforehand there are no guarantees about
this approach resulting in an optimal solution.
As mentioned above, a variety of multiple model techniques exist. Although they
share common tasks, such as decomposing the overall control problem and integrating individual solutions (controllers), they all deal with these aspects in their
own unique way. There is no general abstract framework for discussing the relevant issues related to the design of complex control systems that are composed
of local controllers. Such an abstract framework would enhance the divide-andconquer strategy, as it would allow the use of heterogeneous multiple model techniques while using a uniform design method. By considering the design of a
multi-controller as a general distributed problem, the abstract framework provided
by the field of Distributed Artificial Intelligence can be used. Applying concepts
and techniques from this field to the multiple model approach of designing control
systems may be advantageous and is further investigated in this thesis.

1.2.2 Distributed problem solving
Distributed problem solving is a subfield of Distributed Artificial Intelligence
(Durfee, 1999) and is aimed at developing techniques for solving problems that
require collective effort. The distributed view on problem solving has had a considerable influence on the field of computer programming. For instance, with the
introduction of object oriented programming languages, programs are becoming
more and more groups of interacting entities. Each of these entities has been defined in a local manner and none has a detailed overall perception of all the actions
in the system. A shift is noticable from a program (or algorithm) towards that of
an organization of locally operational entities. Each entity itself might be a simple
program or a composition of other entities.
Solving control problems in a distributed manner is rather practice than being
some new way of solving control problems. This becomes apparent when investigating the motivations to use distributed techniques from several perspectives
(adapted from Ferber, 1999):

1.2 Scope of subject
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Problem perspective — Some control problems are distributed in nature.
For example, industrial plants are often physically distributed. Also vehicle
traffic management or the control of the temperature in several rooms in a
house are problems which are distributed in nature.
Designer perspective — Some control problems can only be solved by a
team of specialists. For example, the design of a control system that requires expertise in the fields of system identification, computer science,
mechatronics and intelligent control.
Solution method perspective — Some control problems are so complex that
they cannot be modeled by one model that fits all aspects of the problem. A
solution based on multiple modeling techniques might be suitable.
Design process perspective — Solving complex problems is often an iterative process. This means that parts of the solution are added, modified
or removed while solving the problem. This requires an open solution in
which parts can be added, modified or removed without disordering the operation of the remaining parts. When the solution is distributed, it already
assumes that parts operate locally and it provides an open solution.
Resource perspective — Resources are needed to design and implement a
control system. These resources can be distributed in nature. A network
of processors (e.g., Programmable Logic Controllers, Digital Signal Processors) is sometimes used to implement control systems. This enforces a
distributed view of the problem.
Software implementation perspective — In software engineering, a distributed approach of solving problems is already used. Object-oriented programming (OOP) is an example.
In an organization of locally operating entities several problems may arise. For
example, the local information of the entities may contradict and their actions may
conflict (Lesser, 1998). Therefore, an important design issue of such organizations
is how to form a coherent whole and how to resolve conflicts. By studying the
functioning of organizations in terms of interactions between its entities, one is
given the opportunity to deal with these problems explicitly. In particular, the
concepts of an agent and of a multi-agent system are suitable to represent and
reason about such organizations.
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1.2.3 Agents and multi-agent systems
A special role in the theory and tools for solving complex control problems is
attributed to the concept of an agent (Russel and Norvig, 1995; Ferber 1999;
Jennings and Wooldridge, 1998). This is a relatively new concept from the field
of Artificial Intelligence. An agent represents an abstract entity that is able to
solve a particular (partial) problem. Agents can be combined into a multi-agent
system, such that the overall multi-agent system is able to solve a more complex
problem. Conflicts between agents, which naturally arise in such systems due to
the dependencies between the partial problems the agents solve, are handled by
properly coordinating the agents’ activities.
Combining the concepts of an agent with that of a local controller provides an
abstract framework to construct controllers that consist of several local controllers.
As long as their interface is well defined, heterogeneous design techniques can be
applied to design these local controllers. Also, means are provided to deal with
dependencies between local controllers, when integrating them.

1.3 Aim
The aim of this thesis is to enhance the spectrum of design tools for solving complex control problems. Considering the discussion of the previous sections, this
aim is accomplished by realizing the following goals:
Formulate a definition of complex control problems. This definition should
define a complex control problem in terms of partial control problems and
their dependencies. Furthermore, it should provide a language to model
particular control problems in terms of partial control problems and their
interdependencies.
Formulate an agent-based framework to integrate partial solutions of a complex control problem (i.e. local controllers) into an overall solution, while
dealing with their interdependencies. The openness of the obtained overall
solution must be preserved. The designer must be able to add, change or
remove parts from the overall solution without affecting the functioning of
the remaining overall solution.

1.4 Overview of thesis
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Develop a tool to implement an overall agent-based multi-controller system.
Demonstrate the utility of the overall proposed design framework on realworld control problems.

1.4 Overview of thesis
The realization of the postulated aims is described in the following chapters (see
also Fig. 1.3):
Chapter 2 addresses the formulation of the theoretical basis that is needed to develop and motivate the structured agent-based design method. Unlike the
traditional control engineering approach, which is mainly focused on solving control problems my means of a mathematical model of the dynamical
behavior of the plant, a basis is established by considering the process of
solving control problems from a general problem solving perspective.
Chapter 3 gives a general overview of agents and multi-agent systems, which
is required to develop the agent-based design method that is described in
chapter 4.
Chapter 4 describes the main concepts of the agent-based design framework.
These concepts are constructed by combining the agent and multi-agent
system concepts with particular insight from the Multiple Model Approach
about the important design aspects of multi-controllers.
Chapter 5 presents an implementation tool for the realization of an actual agentbased multi-controller. Although the described conceptual framework of
chapter 4 can be implemented using any programming language, a custom
made tool is more efficient. The conceptual framework is mapped onto an
implementation framework of software components. This framework consists of six functionally different components, which can be “connected”
to each other to construct more complex systems. Each component is defined and the message flow between them is described by means of UML
sequence diagrams (see Appendix A for an explanation of the Unified Modeling Language).
Chapter 6 describes the application of the proposed design framework to the design and implementation of an ’intelligent’ room thermostat, as well as to
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the design and implementation of a controller for the placement module of
the Philips Fast Component Mounter.
Chapter 7 presents a review of the chapters, conclusions, suggestions for future
research and prospects.

Figure 1.3 Overview of thesis’ chapters.

Chapter 2

Modeling complex control
problems
Model building is the art of selecting those aspects of a process that
are relevant to the question being asked. As with any art, this selection
is guided by taste, elegance and metaphor; it is a matter of induction,
rather than deduction.
J. Holland, Hidden Order

2.1 Introduction
The main aim of this thesis is to develop a design framework for solving complex
control problems. In the introduction chapter, the term “complex control problem”
was not formally defined. Therefore, the term “complex” seems to radiate an
emotional value, rather than to indicate a formal property of a control problem.
In this chapter a model of complex control problems is presented, which provides
a solid and formal foundation to construct a structured design method to solve
them.
This chapter is organized as follows. Section 2.2 describes how control problems
are solved in theory and in practice. Three design aspects are identified that are of
importance when solving practical control problems. Currently, there is no general theory to deal with these aspects in a structured way. Therefore, in Section
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2.3 a model of complex control problems is formulated to investigate how to deal
with these aspects. It will appear that modeling control problems as complex control problems helps solving them. Section 2.4 therefore discusses the process of
modeling a particular control problem as a complex control problem. This process
is called structuring, and is illustrated by an example that consists of regulating
the water level within a vessel. Finally, in Section 2.5 concluding remarks are
stated.

2.2 Solving control problems
2.2.1 Control theory
The field of control engineering is concerned with solving control problems. A
general notion of a controlled system is that of a feedback controlled system,
which is illustrated by the block diagram in Fig. 2.1. A feedback controlled systems consists of several elements. The plant P is a process whose outputs need to
be controlled. These outputs are also called the controlled variables y. The plant
is controlled by steering its inputs. This is done by a control signal u that is calculated by the controller C. The controller uses a reference r and the output of the
plant to calculate this control signal. The controller contains a control algorithm
that specifies how to calculate the control signals (for a general introduction on
controlled systems see for instance D’Azzo & Houpis, 1995).

Figure 2.1 Block diagram of a feedback controlled system.

Deriving a control algorithm is the essence of most control problems. The general
theoretical design trajectory of a control algorithm consists of the following three
steps (D’Azzo & Houpis, 1995):
Derive a mathematical model of the plant.
Establish a set of performance specifications. These specify the desired
behavior of the controlled system.

2.2 Solving control problems
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Design a control algorithm, based on the model and some appropriate design procedure, that controls the plant such that the performance specifications are met.
Although this description of the design of a control algorithm is simplified, it
contains the most essential design steps. Additional design steps such as identification and model reduction can be taken; see for instance D’Azzo & Houpis
(1995), Friedland (1996) and Skogestad & Postlethwaite (1996) for a more detailed description of the design trajectory of control algorithms.

2.2.2 Control practice
An interesting issue of solving practical control problems is that they are generally
not solved by using one technique. Moore, Gazi, Passino et al. (1999) mention
that deriving an analytical model that describes the overall operation of a large
control system can be a difficult or even impossible task to do for a lot of practical
systems. Therefore, often multiple models, each describing a particular aspect of
the overall control problem, are used. Also, knowledge about the behavior of the
plant (and/or the control objectives and constraints) is sometimes available in a
non-mathematical representation form. Sometimes a lot of information about the
problem is qualitative an not precise (Li-Xin Wang, 1994). Friedland (1996) mentions that a lot of control problems can be solved by just using insight of the physical process and practical experience. So, in general, practical control problems
are solved by using multiple, heterogeneous models and multiple, heterogeneous
design techniques, while taking into account multiple control objectives.
Therefore, the solution of a practical control problem generally is a multi-controller: a controller that consists of a set of subcontrollers that are combined into an
overall controller, such that when this controller is executed the overall performance specification is met. The subcontrollers are designed by using the most
appropriate technique for that subcontroller. Alternatives are:
linear/nonlinear feed-forward controllers or state feed back controllers (e.g.
see D’Azzo & Houpis, 1995; Friedland, 1996),
PID controllers (e.g. see Åström & Wittenmark, 1990; D’Azzo & Houpis,
1995),
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neuro-controllers or fuzzy-logic controllers (e.g. see Lin and Lee, 1996;
Nauck, Klawonn and Kruse, 1997),
adaptive controllers, such as Model Reference Adaptive Controllers, SelfTuning Controllers, Gain-Scheduling Controllers (e.g. see Åström & Wittenmark, 1995),
“ad hoc” designed controllers,
Considering this discussion, three design aspects are postulated that are of particular importance in order to solve a practical control problem:
1. What subcontrollers are needed?
2. How to design (or calculate parameters of) these subcontrollers?
3. How to integrate the subcontrollers into an overall multi-controller?
In order to answer the first question, it must be recognized that a particular subcontroller realizes an operational subgoal of the overall multi-controller. Identifying
the subcontrollers that are required comes down to identifying the subgoals of the
overall control problem.
The second question has been addressed already. Because designing controllers
often involves consideration of the dynamical behavior of the plant, control theory
is best used to derive the control algorithms of the subcontrollers.
Finally, the third question — integrating the control algorithms – involves two
subquestions. First, because each subcontroller realizes an operational subgoal, it
must be decided
3a. When to make a subcontroller operational during operating time of the overall controller?
The second subquestion relates to the first one. If multiple subcontrollers become
operational, it must be decided
3b. How to resolve (possible) conflicts in case multiple subcontroller are operational at the same moment?

2.3 A definition of complex control problems
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Only when these three questions are properly answered, the practical control problem can be formulated as a well-defined problem, and consequently is can be
solved. In the next section a model of complex control problems is described that
is used to derive and motive a structured design method that deals with these three
design aspects.

2.3 A definition of complex control problems
2.3.1 Two types of control problems
The development of a definition of a complex control problem starts with the
observation that there are basically two kinds of control problems. The first kind
of control problems are those that can be solved as a whole. For instance, if a
control problem has been solved before (e.g. by using control theory), then any
new problem that is similar in nature to this problem can be solved by an identical
solution. Solving the control problem requires some tuning or re-calculation of
control system parameters; the structure of the control problem need not to be
determined. The second kind of control problems are those that need to be divided
into a set of (simpler) partial control problems in order to solve them. A partial
control problem can either be an elementary or a compound control problem.
Depending on the way a control problem is solved, two different classes of problems can be defined.
Definition 2.1 (Elementary control problem). An elementary control problem
is a control problem that is solved as a whole.
Definition 2.2 (Compound control problem). A compound control problem is
a control problem that is solved by dividing it into a set of two or more partial
control problems.
In Fig. 2.2 an UML class diagram is pictured (an explanation of UML class diagrams is given in appendix A), illustrating the relations between a (partial) control
problem, an elementary and a compound control problem.
Whether a particular control problem is classified as an elementary or compound
control problem not only depends on the nature of the problem, but also on the
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Figure 2.2 Class diagram of control problem classification.

knowledge of the designer. A particular problem might be classified as an elementary control problem by an expert, while a novice would divide the problem
into a set of partial problems and classify it as a compound problem.

2.3.2 Coupling relationships between control problems
The partial control problems that constitute a compound control problem can be
solved with some degree of independence, since each partial problem will affect
the others largely through its function, independent of the details of the mechanisms (or algorithms) that accomplish the function (Simon, 1998). However, partial control problems are inherently coupled because they share the same parent
problem. This has consequences for executing the solutions, i.e. control algorithms, of the partial problems. The type of coupling between the partial control
problems determines the particular way in which the control algorithms have to
be executed in order to have a well-behaved overall solution. Therefore, understanding how partial problems are coupled helps in making a decision about the
way to decompose a problem and how to deal with the coupling effects.
Definition 2.3 (Coupling relationship). A coupling relationship is a property
that holds between two partial control problems and which determines the restrictions with regard to executing the solutions, i.e. control algorithms, of the partial
control problems.
The following coupling relationships can be identified (see Fig. 2.3):
Independent (symbol: ) Two control problems do not interact with each other.
Their solutions can be executed completely independently.

2.3 A definition of complex control problems
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Figure 2.3 Coupling relationships between control problems and block diagrams illustrating the way in which the individual solutions are executed.
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Indirect dependency (symbol: ) Two control problems interact because the
subsystems of the plant they control are coupled. Although the solutions
of the partial control problems can be executed independently, control actions of one solution affects the performance of the other, and vice versa.
Sometimes this interaction can be disregarded, or modeled as a disturbance.
When the interaction is strong, a simultaneous design of both solutions is
better (e.g., see Skogestad & Postlethwaite, 1996).


Subordinal dependency (symbol:
) A subordinal coupling relationship between two control problems means that results generated by one solution
are needed by the other solution. For instance, some control problems can
be decomposed into the problem of generating reference signals and generating control signals by using these reference signals. Therefore, first the
solution that calculates the reference signals has to be executed, and subsequently the solution that uses these signals.


Hard conditional dependency (symbol: ) A hard conditional dependency is
present when the solutions of two partial control problems should not be executed simultaneously. This brings about the need of making a hard choice
about executing one of the two solutions at any moment while executing the
overall solution. In general, this choice depends on the operating conditions
of the control system. This dependency occurs for instance, when a choice
needs to be made between steady state regulation or control for large setpoint changes in process control (Eker & Malmborg, 1999). Also Brooks’
subsumption architecture (Brooks, 1986) for mobile robots is based on giving priority to different controllers under different circumstances. And in
the multiple model framework of Narendra, Balakrishnan & Ciliz (1995)
the overall control problem is divided into the design of a finite set of controllers and making decisions about which controller to apply at a particular
moment in time.
Two special types of hard conditional dependencies are the priority and
sequential dependency. In case of a priority dependency, executing one solution is given
priority above executing another one. This is denoted by
the


symbol ‘ ’ (or ’  ’ in case the priority is lower). For instance, A
B
means that executing the solution of problem A has a higher priority then
executing the solution of problem B.
In case of a sequential dependency,

which is denoted by the symbol ‘ ;’, the solutions of two partial control

problems should be executed in a sequential order. For instance, A ; B,
means that first the solution of problem A should be executed, and subsequently the solution of problem B. This situation occurs for example if

2.3 A definition of complex control problems

31

there is a start-up, normal operation and shutdown mode of control. A bakery oven, for example, needs to be heated first (start-up mode), then bread
can be baked (normal operation mode), and afterward it needs to be cleaned
automatically (shutdown mode).
Soft conditional dependency (symbol:
) A soft conditional dependency is
present when the actions produced by the solutions of two partial control
problems have to be combined. Depending on the operating conditions
of the control system, the actions produced by the solutions of the partial
problems have a “degree of importance” or “weight”. This weight is used
to make a “soft” combination of the actions into an overall action. In the
context of behavior-based robotics, Saffiotti (1997) describes a framework
in which the control problem is divided into the design of several behavior
modules (controllers) whose control actions are combined by using fuzzy
logic.
In Fig. 2.3 the coupling relationships and
the way in which the individual solutions
     
) are used to denote these relaare executed are illustrated. Symbols (
tionships. The coupling relationships need only to be considered between partial
control problems that belong to the same parent control problem.

2.3.3 A definition of complex control problems
The fact that a compound control problem may consist of elementary control problems forms the basis for a recursive definition of control problems. A recursive
definition of an object means that the object is defined in terms of the object itself. For instance, an integer number can recursively be defined as “an integer is
a digit, or an integer followed by a digit”. A similar definition can be used to define a control problem: “A control problem is an elementary control problem, or
a compound control problem consisting of several partial control problems”. This
definition leads to a box-in-a-box view of control problems, and is often the way
problems are conceptualized by a designer. Each “box” in this view represents a
particular aspect of the problem with its own level of detail.
By combining the dichotomy of control problems (Section 2.3.1) and the fact
that partial problems are coupled (Section 2.3.2) a definition of complex control
problems can be formulated that forms the basis for modeling them.
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Definition 2.4 (Complex control problems). A complex control problem is a
hierarchical organized structure of elementary and compound control problems.
The latter consists of a set of partial control problems and a set of coupling relationships that exists between these partial control problems.
The class diagram in Fig. 2.4 illustrates this definition. It is the same diagram
as Fig. 2.2, but has been extended with a class of “coupling relationships”. As
discussed in Section 2.3.2, coupling relationships exist between partial problems.
Therefore, the class of control problems has a relation with a class of coupling
relationships. But also, the class of compound control problems is related to the
class of coupling relationships, because it contains a set of particular coupling
relationships that exist between the partial control problems it is composed of.

Figure 2.4 Complete class diagram of control problem classification.

2.4 Structuring the control problem
2.4.1 Structuring
The structure of a complex control problem is determined by the hierarchical
organization of its elementary and compound control problems, as well as the
coupling relationships. The process of “discovering” the structure of a problem
is called structuring (Åström and Wittenmark, 1990). Structuring is a modeling
issue that is much related to the question of how to formulate the control problem.
Therefore, the structure of a control problem is affected by design choices of the
designer.
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The structuring problem has been given less attention than the design problem in
the field of control theory. It is an activity performed while solving large-scale
and fuzzy control problems in practice. Skogestad and Postlethwaite (1996) mention that one of the reasons for this lack of attention is that most control theories
assume that the structure of the control problem is given at the outset of a problem. For real-world control problems this is not often the case. Another reason is
that structuring is seen as a craft rather than a science ( Åström and Wittenmark,
1990). Structuring relies much on heuristics, guidelines, experience, ingenuity
and simple tools, and therefore it is hard to formalize.
By taking into account the definition of a complex control problem, structuring a
control problem consists of the following aspects:
Decomposing the overall problem The overall control problem is decomposed
into a hierarchical structure of elementary and compound control problems.
For each (elementary or compound) control problem a clear specification of
the control objective(s) in terms of the to-be-controlled variables is given.
Such a specification indicates, for example, how the controller should respond to disturbances and commands.
Defining well-defined control problems For each elementary control problem a
model of the plant should be derived that is used, together with the objective
specification, to design a control algorithm. Because the to-be-controlled
variables cannot not always be measured or directly controlled, candidate
measured and controlled variables should be chosen that have a close relationship to the to-be-controlled variables ( Åström & Wittenmark, 1990).
Specifying coupling relationships Coupling relationships between the partial
control problems are specified in order to take them into account when integrating the individual controllers.

Fundamental properties concerning problem decomposition
In practice, several fundamental properties of decomposable problems are known,
which may influence the choice of decomposition. A few of these are:
The quantity versus complexity dilemma When decomposing a control problem, there is a trade-off between the number of partial control problems and
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their complexity (e.g., see Johansen & Murray-Smith, 1997). The larger the
number of partial problems, the simpler the problems in itself will become.
However, with the number of partial problems, the number of coupling relationships will also increase.
Inconsistency Partial control problems may require different models of the plant,
which may result into contradictory control actions.
Incompleteness The set of partial control problems might not completely make
up the parent compound control problem.
Strongly coupled partial problems Coupling between partial control problems
can be that strong, that a simultaneous design is better.
The curse of dimensionality A uniform partitioning of a compound control
problem along several axes of decomposition leads to an exponential increase of the number of partial control problems (e.g., see Johansen &
Murray-Smith, 1997).
Local properties do not have to hold globally If all partial control problems
have been solved in an optimal way, the overall control system does not
have to be optimal (e.g., see Johansen & Murray-Smith, 1997).
Unexpected emergent behavior New behavior that was not directly built into
the partial solutions may arise due to the interaction between the individual
controllers and the plant (for instance live-lock and dead-lock).

2.4.2 Axes of decomposition
Problems can be studied from different perspectives; each perspective emphasizes
certain characteristics of the problem. Therefore, as mentioned by Simon (1998),
the decomposition of a problem is not unique and alternative decompositions are
possible. In the context of control problems, Johansen & Murray-Smith (1997)
mention several possible axes along which a control problem can be decomposed,
such as:
decomposition based on distinguishable physical components,
decomposition based on distinguishable control goals,
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decomposition based on distinguishable operating regimes,
decomposition based on distinguishable phenomena or processes.
These axes are discussed further hereafter.

Physical components
Large-scale plants that consist of several components or machine parts can be controlled by several locally operating controllers. Each controller controls a specific
component or part of the plant. This decentralized approach may be successful if
the components or parts are loosely coupled; if not, the performance of the overall control system may decrease due to the interactions between the individual
control-loops. Sometimes, the usage of a decoupling element may be beneficial
(Skogestad and Posthlethwaite, 1996). Examples of this approach are:
chemical plants that are controlled by SISO controllers for several units
(Skogestad and Posthlethwaite, 1996);
a multi-segmented robot manipulator that has separate controllers for each
arm segment (Connell, 1990; De Kruif, 1999);
the separation of a plant into a nonlinear actuator and a (linear) dynamic
plant model. First a controller is designed that linearizes the nonlinear actuator. Secondly, a control loop is designed for the linearized plant.

Control goals
Some control problems that contain multiple objectives can be solved by designing several functional modules, each realizing one or more of the objectives. The
design of such a module becomes a partial control problem. Examples are:
a control system that requires a separate start-up, normal operation and shutdown mode of operation;
a mobile robot with separate control modules to detect targets, to move to
targets, to avoid obstacles, etc. (Brooks, 1986; Connel, 1990);
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a control system with separate failure detection, data analysis, identification, reference generation and control modules (Wijbrans, 1993).
Decomposing a control problem into the problem of designing several functional
modules, each having its own objective, may be successful if the objectives do
not interact. In the situation of conflicting objectives, the design of an effective
mechanism to combine the individual modules becomes an important design issue
(Pirjanian & Christiansen, 1997).

Operating regime
A plant has an operating regime that is spanned by the set of variables that are relevant for modeling its behavior. Sometimes, the operating regime can be divided
into several local regimes, such that each regime can be modeled competently by a
separate (local) model. Designing a controller for a local operating regime is often
simpler than designing one controller that should operate in the whole operating
regime. Examples are (Hilhorst, 1992):
a plant in which some parameter (e.g. the payload of a manipulator) takes
on only a discrete number of values;
a nonlinear plant that is controlled by a set of linear controllers, each suitable to control the plant about a particular setpoint.

Phenomena or processes
The behavior of a plant can sometimes be decomposed into a set of relevant phenomena or processes. The behavior of each phenomena or process can be controlled by a separate controller. Again, the interactions between the phenomena
restrict the degree of independence in which the controllers can be designed. Examples are:
mechanical (robot) systems may behave in a particular way due to gravitation, Coriolis and friction forces. These effects can be compensated by
separate controllers (De Kruif, 1999);
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regulating the volume and temperature of a substance in a tank. An independent volume and temperature control-loop can be designed; coupling
between these control-loops exists because the amount of heat that is need
to increase the temperature depends on the volume;
processes which consists of subprocesses with different time-scales. These
can be controlled by controllers for each different time-scale. E.g., in cruise
aircraft applications the position changes on a time scale of minutes or
hours, the attitude on a time scale of seconds, and the time scale for the
dynamics of the actuators may be in milliseconds (Friedland, 1996).

2.4.3 Structuring approaches
Structuring a control problem can be done by using different strategies. Strategies
such as a top-down, a bottom-up or an inside-out-outside-in approach are generally known and are explained below.

Top-down
The top-down approach proceeds by decomposing general aspects of a control
problem into more detailed partial problems. The starting point of this process is
a complete problem definition. At each decomposition stage, partial problems are
defined that take a restricted set of more specific details about the problem into
account.
The top-down approach is objective-oriented and has been held as systematic.

Bottom-up
The starting point of a bottom-up approach is a set of available solutions. From
this set, solutions are sought which solve parts of the control problem. By combining solutions, more complex control problems can be solved.
The bottom-up approach is less objective-oriented and therefore it might require
a lot of time to find a solution. On the other hand, this approach uses the available
knowledge (in the form of existing solutions) and, after evaluating a solution,
might reveal new aspects of the problem.
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The bottom-up approach is common in the field of behavior-based robotics. Here,
the control problem consists of designing autonomous and intelligent mobile robots, that are capable of taking the right control actions under different environmental conditions. Because “intelligence” lacks a formal definition and all environmental situations in general are not a priori known, a top-down approach of
the overall control problem is hardly possible. The bottom-up approach is more
appropriate (e.g. see Brooks, 1986; Arkin, 1998; Pfeifer & Scheier, 1999).

Inside-out-outside-in
In practice, a combination of top-down and bottom-up approaches is used. This
is called the inside-out-outside-in approach ( Åström & Wittenmark, 1990). A
designer starts structuring the control problem somewhere “in the middle” of it.
Some parts of the control problem are analyzed and decomposed, and some parts
are solved by (combinations of) available solutions. Several iteration steps of
analysis and synthesis are usually needed to gain a proper understanding of the
overall problem, and to develop a good structure of the problem.

2.4.4 Iterative design
It is seldomly possible to lay out all the details of a control problem and solve it in
a single pass. Most control problems are ill-structured and knowledge about how
to solve the problem is discovered while solving the problem. Therefore, solving
a control problem is not a linear, but rather an iterative process.
Simon (1998) calls one cycle of this process a generator-test cycle. It consists
of two steps: a generator step and a test step (see Fig. 2.5). During the generator step an alternative solution is constructed. This is done by decomposing
the problem, solving the partial problems and combining the individual solutions
into an overall solution. Subsequently, the test step is performed, which consists
of testing the solution. During this test, consequences of the decomposition and
combination will be revealed. If the performance of the overall control system is
not satisfactory, the problem definition is reformulated by incorporation of these
consequences and a new generator step is started. These cycles continue until a
solution is constructed that passes the test.

2.4 Structuring the control problem

39

Figure 2.5 Iterative design process: a solution is usually found after several stages of
generating solutions and testing them.

2.4.5 Structure diagram
In general, the structure of a control problem is best explained in a graphical form.
Therefore, a special diagram is proposed to visualize the structure of a problem.
This diagram is called a structure diagram. in such a diagram, problems are pictured by a box. Compound control problems are pictured by using a one-sided
arrow. The arrow points from the parent control problem to the partial control
problem. In general, parent control problems are pictured above their partial control problems. Dashed lines between boxes are used to picture coupling relationships. The type of relationship is written in text near this line, or indicated by a
special symbol (see Fig. 2.3). In Fig. 2.6 the symbols that can be used to make a
structure diagram are illustrated.

Figure 2.6 Symbols to make a structure diagram of a control problem.
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2.4.6 Example: water vessel problem
Various control problems can be modeled as complex control problems. This
will be illustrated by the problem of regulating the water level in a water vessel.
Figure 2.7 shows a diagram of the vessel. The height of the vessel is limited to
max level. A corollary of this is, that an overflow of the water may occur.
There is a hole at the bottom of the vessel. If the vessel is filled with water, the
level y will drop naturally due to water leaking away through this hole. By using
a pump, water can be pumped into the vessel. The pump cannot pump water out
of the vessel and has an upper flow limit. A measurement of the water level h is
available for feedback. The control problem consists of designing a control system
that produces a control signal u that steers the pump, such that the water level is
equal to some given reference signal r. An overflow may not occur. Furthermore,
on a setpoint change, the water level should be adjusted as fast as possible, and
the stationary error (r h) should be zero.

Figure 2.7 Water vessel control problem.

The control problem is stated as “design a controller that keeps the water level at
some predefined level r and always prevents an overflow”. This problem is either
an elementary control problem, or a compound control problem. For this example,
the control problem is considered as being a compound control problem, which
consists of two partial control problems: “design a tracking controller that keeps
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the water level at the predefined level r” and “design a safeguard that prevents
overflows”. This decomposition is illustrated in Fig. 2.8. These two problems
are coupled: there exists a hard conditional dependency between them. At any
moment in time, a decision should be made whether to regulate the water level,
or to prevent an overflow. The latter problem
is given priority above the tracking

problem (denoted by the symbol ’  ’ in Fig. 2.8). The safeguard design control problem is seen as an elementary control problem because it can be solved
directly. A simple rule as
IF water level



max level THEN turn off pump

might be sufficient to solve it.

Figure 2.8 Structure diagram of water vessel control problem.

The tracking control problem is also seen as a compound control problem. It consists of the partial control problems: “design a transient controller for the situation
that there is a large difference between the water level y and the reference level r”
and “design a regulator for the situation that the water level y is near the reference
level r”. Such a decomposition is common in process control and may increase
the performance of the control system (Eker & Malmborg, 1999). These two control problems are considered as elementary control problems. Because it is not
clear when to switch between these two problems and because a smooth transi-
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tion between them is desirable, the problems are coupled by a soft conditional
dependency (denoted by the symbol ’ ’ in Fig. 2.8).
By dividing the control problem in this manner, a hierarchically structured model
of the overall control problem is obtained. This model provides the basis to develop a solution, as will be shown in the remainder of this thesis.

2.5 Concluding remarks
In this chapter a model of complex control problems has been described to understand their nature. Concepts that enable a designer to discuss his/her problem
solving thinking in a clear articulate way were identified and named. This model
characterizes control problems by the following properties:
Control problems cannot (generally) be solved in a single step.
Control problems are hierarchically organized structures of elementary and
compound control problems. The latter consists of a set of partial control
problems.
Partial control problems are coupled. This makes integrating the individual
solutions into one overall solution a nontrivial problem, as attention should
be given to the execution of the individual solutions.
Elementary control problems are solved by using controller design procedures, which often depend on the type of model representation (e.g. linear
control theory, nonlinear control theory, fuzzy logic control, neurocontrol).
Decomposing a control problem is based on the knowledge and creativity
of the designer.
Although this model does not prescribe how to calculate control signals, which is
the ultimate goal of a control problem, it gives a designer a language to discuss the
structure of the control problem. The structure forms a blueprint that guides the
design process. To model the structure of a control problem visually, a so called
structure diagram has been described.
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What’s Next?
Now that a language has been given to model the structure of a problem, a method
is needed to convert the structured problem into an overall control system. Because elementary control problems can generally be solved using design methods
known from control theory (among others), this part is given no special attention hereafter. Rather, a method has to be found that deals with questions such
as “how to combine individual solutions” and “how to deal with the coupling relationships”. Considering the nature of the iterative design process, this method
also should allow for the addition, removal and modification of parts of the overall
controller without affecting the remaining part. In the next chapter, the concepts
of an agent and multi-agent system are discussed, which are suited for this.
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Chapter 3

Agents and multi-agent systems
I’ll call “Society of Mind” this scheme in which each mind is made of
many smaller processes. These we’ll call agents. Each mental agent by
itself can do some simple thing that needs no mind or thought at all.
Yet when we join these agents in societies - in certain very special ways
- this leads to true intelligence.
M. Minsky, Society of Mind

3.1 Introduction
Agents and multi-agent systems are becoming a new way to analyze, design and
implement complex (software) systems (Jennings, Sycara & Wooldridge, 1998).
Specifically, when the design problem is distributed in nature, the development of
a solution may benefit from an agent-based approach. One of the reasons for this
is, that the focus of an agent-based approach is on goals, tasks, communication
and coordination — that is, an agent-based approach is concerned with structural
aspects of a problem. The relevance of modeling the structure of a complex problem was discussed in the previous chapter: it provides the designer a blueprint
or plan that guides the development of a solution. This chapter introduces and
reviews general concepts of agents and multi-agent systems, such that an agentbased solution of control problems can be discussed in the next chapter.
This chapter is organized as follows. In Section 3.2 the concept of an agent is
introduced. A definition of an agent is given, as well as a discussion of partic-
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ular attributes an agent may have. An abstract sketch and concrete examples of
agents are given to explain these attributes. Section 3.3 describes how multi-agent
systems can be constructed from agents. A multi-agent system consists of a society of (possibly) communicating agents. In Section 3.4 some technologies are
discussed that are of importance when designing agents and multi-agent systems.
Because this thesis is aimed at developing a design method for control systems,
a comparison between agents and controllers is described in Section 3.5, as well
as a description of three earlier reported applications of agents in control systems.
Finally, a summary of this chapter and an onset for the next chapter is given in
Section 3.6.

3.2 Agents
3.2.1 Notion of an agent
The goal of this section is to explain what an agent is, such that this concept can
be used as a modeling tool in various control engineering applications. However,
introducing the concept of an agent in a precise and technical manner is a difficult
thing to do, as there is no generally accepted definition of it (Wooldridge, 1999).
Nwana (1996a) mentions two reasons why it is difficult to define precisely what
an agent is:
the term “agent” is not unique and is already widely used in everyday parlance as in travel agent, estate agent, etc.; and
the term “agent” is an umbrella term for a heterogeneous body of research
and development.
Despite the lack of a technical definition, researchers do have a notion of what an
agent is, and is not, and are able to discuss their work with others based on this
notion. A definition of this notion that captures the essential aspects of being an
agent — at least, what is agreed on by most researchers — is given by Franklin
and Graesser (1996):
Definition 3.1 (Agent). An autonomous agent is a system situated within and part
of an environment that senses that environment and acts on it, over time, in pursuit
of its own agenda and so as to effect what it senses in the future.

3.2 Agents
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Before further describing an agent, it must be mentioned that not having a technical definition may result in confusing situations. The term “agent” gets easily
confused with terms such as “object”, “actor” or “module” (see discussion Ferber,
1999). Sometimes the confusion even gets worse when terms from one particular
context are compared with terms from another context. For example, the sentence
“an agent is an object” can be both false and true, depending on what is meant
with “agent” and “object”. The concept of an agent is not equal to the concept of
an object. However, the concept of an agent can be realized by an object in some
object-oriented programming language — just as the concept of an object can be
realized by procedures in a procedural programming language.

Abstract sketch of an agent
The term “agent” represents not a specific thing or object, but rather it denotes a
particular class of entities (Nwana, 1996a). Although entities might have individual attributes, they all share common characteristics. These common characteristics makes them an agent, and are described below.
What makes an agent special, is that it is an entity that has a goal it wants to accomplish. If the agent is rational, then its behavior always tends towards realizing
this goal (Russel & Norvig, 1995). Rational agents are therefore the most interesting agents, as the behavior of these agents can be predicted given a description
of their goal.
The collection of circumstances, objects, agents and conditions by which an agent
is surrounded is called the environment of the agent. To realize its goal, the agent
performs particular tasks in this environment. It has sensors and actuators to
carry out these tasks. Sensors are used to sense the environment in order to gain
information about it, and actuators are used to perform actions on the environment
in order to change it. There is a continuous “sense-think-act” interaction between
the agent and its environment. In Fig. 3.1 this interaction is illustrated.
In general, an agent cannot sense all information of the environment. It is only
capable of sensing a limited amount of information and therefore it has a local
view of its environment. The same holds for its actions. In general, an agent is
only capable of manipulating a restricted part of its environment. This makes that
the term rational gets a more specific meaning: an agent acts rational if it selects
the best actions to achieve its goal, given its limited amount of resources and its
limited view of the environment.
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Figure 3.1 Agent from an individual point of view: an agent is an entity that senses, thinks
and acts in some environment in order to realize its goal.

While realizing its goal, an agent must decide for itself at each moment which
actions to perform. This decision is based on the sensed (local) information and its
internal state at that moment. The internal state of an agent captures information
about the (history of) events in the environment. In addition, this decision is
influenced by the goal of the agent, the skills required to accomplish its tasks and
the resources that are needed. So, agents make rational decisions.
Sometimes, an agent communicates with other agents in the environment to realize
its goal. For example, an agent might request information which it cannot sense
itself, or it might give orders to other agents. Especially in a multi-agent system
communication between agents becomes essential in order to have a coherently
behaving system (see Section 3.3). Figure 3.2 shows two communicating agents
(named ’A’ and ’B’), with the discussed attributes that are relevant to agents.

Ants, Herbert & Sumpy
Franklin and Graesser (1996) mention several concrete examples of agents. In
the first place, they consider humans and most animals as being biological agents
— after all, the sketch given previously can be applied to them. For instance,
an ant is an example of a biological agent (see Van Dyke Parunak, 1997). It has
several goals such as nest building, brood sorting, food finding and defending nest.
While carrying out tasks, it senses and acts in its (physical) environment. At each
moment an ant constantly takes decisions such as “should I avoid that obstacle”,
“should I pick up the food” or “should I drop the food”. Ants also communicate
with each other by means of pheromones.
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Figure 3.2 Agents from a social point of view: An agent wants to realize its goal by
acting rationally. This means that given its limited resources and its local view of the
environment, it tries to select the best action. Sometimes, agents are able to communicate
with other in order to exchange information. (adopted from Ferber, 1999).

A second example Franklin and Graesser (1996) mention is a robotic agent called
Herbert. Herbert is an autonomous mobile robot developed by Brooks (1990). It
“lives” in some office and its goal is to collect empty soda cans. It has several
sensors and actuators to sense its environment; e.g., to detect and grab soda cans
and for moving around.
Finally, Franklin and Graesser (1996) give an example of a third kind of agent.
This is a computational agent called Sumpy. A computational agent “lives” in
a software environment. Sumpy (Song, Franklin & Negatu, 1996) is living in a
unix file system and its goal is maintaining the file system. For the purpose of this
thesis, computational agents are the most interesting ones, as these can be used to
realize software for controllers.

3.2.2 Agent attributes
It is more practical to characterize an agent by having a list of characteristics
rather than by using the previously given sketch of an agent. Jennings, Sycara
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& Wooldridge (1998) describe a minimum list of attributes which an entity must
have in order to be denoted as agent. This list contains the following attributes:
Situatedness — An agent is situated in some environment in which it can
receive sensory input and can perform actions that change the environment
in some way.
Autonomous — Agents have control over their actions and internal state,
and they are able to act without direct human intervention.
Responsive — Agents should perceive their environment and respond in a
timely fashion to changes that occur in it.
Pro-active — Agents do not simply act in response to their environment,
they should be able to exhibit opportunistic, goal-directed behavior and take
the initiative where appropriate.
Social ability — Agents should be able to interact with other artificial agents
or humans in order to complete their own problem solving and to help others
with their activity.
Besides these common attributes there are also specific attributes, which could
be an attribute of an agent but are not essential. Some of them are (Wooldridge,
1997):
Mobility — An agent could be static or mobile, depending on the fact
whether it can move around in its environment. For example, some software agents can move from one computer system to an other.
Reasoning model — The internal mechanism of an agent, which is called
its architecture, defines how an agent makes decisions. An agent can have
a deliberative or a reactive architecture. In the first case, an agent makes
decisions based on reasoning and an internal symbolic model of the problem
it wants to solve. In the second case, an agent does not have a symbolic
model of the problem, but a set of stimulus/response behaviors. There is
also a third kind of architecture, called a hybrid architecture, which is a
combination of the former two.
Learning — An agent that learns can change its behavior based on previous
experience.

3.3 Multi-agent systems
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3.2.3 Key motivations to use the concept of an agent
Agents are used to model and explain the behavior of complex systems, such as
particular kinds of software systems (Jennings, Sycara & Wooldridge, 1998). In
general, the functioning of these systems could also be explained without the concept of an agent. This raises the question why to use the agent concept. Somehow,
there must be a clear benefit to use it. In literature several motivations are given:
In many applications decisions have to be made whether to perform a particular action. An agent takes decisions for itself: it is a model for a decision
making entity (Jennings & Wooldridge, 1998).
An agent can be given a task which it realizes by taking actions and by
communicating with other agents. By what means (hardware, software,
communication patterns) this task is realized, and how the decisions that
underly the actions are made, often is not the first concern when developing
or describing an application. Therefore, agents are used to hide implementation details (Bradshaw, 1997).
It is an intuitive and natural metaphor that can be used to describe the behavior of complex systems. The term intentional stance is used to describe
the point of view from which the behavior of systems is explained based
on the assumption of rationality (Wooldridge & Jennings, 1995; Dennett,
1987).
Using agents is a practical technique that is aimed at the creation of complex computing systems based on the concepts of agents, communication,
cooperation and coordination of actions (Ferber, 1999).

3.3 Multi-agent systems
3.3.1 The agent society
Although agents are often presented as entities that solve problems in order to
realize their goal, many problems are far too complex to be handled by an individual agent. Only a “society of agents” is capable of solving such problems.
Minsky (1985) describes an architecture of mind in which the problem solving
capability of the human mind is explained in terms of such a society of agents. In
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a more technical sense, a society of agents is called a multi-agent system (MAS)
and studying such systems has become a new field of research. Durfee and Lesser
(1989) define a MAS as a loosely coupled network of problem solvers that work
together to solve problems that are beyond the individual capabilities or knowledge of each problem solver. Some characteristics of a MAS are (Jennings, Sycara
& Wooldridge, 1998):
each agent has incomplete information, or skills for solving the problem;
there is no global system control;
data is decentralized; and
computation is asynchronous.
Engineering a MAS is a non trivial problem. Jennings, Sycara and Wooldridge
(1998) describe a list of several design questions of a MAS, but a general design
methodology does not exist. In spite of this shortcoming, there are several good
reasons to use a MAS (Stone and Velose, 2000):
Distributed problem — A MAS is suitable to solve problems that are distributed in nature.
Robustness — A MAS that has redundant agents might tolerate failures
in one or several of the agents, and is thus more robust then a centralized
system.
Scalability — Because agents are modular, it should be easy to add and
remove agents from the MAS.
Simpler implementation — Because agents are modular, implementing a
MAS should be easier than implementing one overall centralized system.
Parallism — To speed up the computation time needed for solving a problem, some parts could be executed in parallel. Each part could be represented as an agent.
A MAS is an attractive concept to model particular types of distributed problems.
It can be as complex as a system consisting of heterogeneous, communicating
agents that should understand each other and negotiate, or as simple as a system
consisting of homogeneous, non-communicating agents (Stone and Velose, 2000).
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3.3.2 Design aspects
Four general design aspects of a MAS can be listed (Ferber, 1999):
Distribution of tasks.
Distribution of information.
Distribution of resources.
Distribution of coordination.
These are illustrated in Fig. 3.3 and discussed further hereafter.

Figure 3.3 In a MAS, tasks, information, resources and coordination are distributed.

The first listed design aspect, distribution of tasks, is concerned with defining
the individual tasks of the agents. Naturally, these tasks are derived from the
overall problem definition of the MAS. The activity of decomposing the overall
problem in subproblems, such that for each subproblem a task can be defined for
an individual agent, is called task decomposition.
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The second aspect, distribution of information, is concerned with the question
of which agent should receive which information, and which agent should create
which information. The decisions agents make concerning their actions depends
on the information they receive. Therefore, receiving and sending the right information is essential for a proper functioning of the MAS.
The third aspect, distribution of resources, is often related to practical limitations.
Examples of limited resources are: the amount of computation time, communication bandwidth, computer memory, use of actuators, (environmental) space and
services from other agents.
The last aspect, distribution of coordination, is discussed in the next section.

3.3.3 Coordination
If every agent in a MAS would have all the information, resources and skills that
are needed to carry out its task, the MAS would be a group of independently operating agents. In general this is not the case: agents have interdependencies because
they need information or skills from each other, or because they share some common resource. In order for the society to operate coherently, the activities of the
agents therefore need to be coordinated.
Lesser (1998) states that agent coordination involves the selection of agent activities, the ordering thereof, and communication of the obtained results, so that an
agent works effectively in a group setting. Choosing the coordination mechanism
given the interdependencies between agents in a MAS is of major importance, as
the coordination mechanism may have a considerable impact upon the performance of the system.
There are many different types of coordination mechanisms. They can be classified differently depending on the point of view one takes. Decker (1999) describes
some views. For instance, coordination mechanisms can be
Centralized — There is a single locus of coordination-related data / knowledge and decision-making / authory.
Decentralized — Data, knowledge and decision making with respect to coordination are distributed.
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Hybrid — Some intermediate form of centralized and decentralized coordination.
From an other point of view coordination mechanisms can be considered
Static — Designed by programmers at design-time; or
Dynamic — Adapted by agents at run-time.
And yet from another point of view they can be
Implicit — The environment of the agent is expected to solve the coordination problem (e.g. social behavioral norms, laws, rules); or
Explicit — Agents explicitly argue over who does what, and when (e.g.
planning and scheduling); or
Hybrid — Some intermediate form of implicit and explicit coordination.
Unlike implicit coordination mechanisms, explicit coordination mechanisms generally require a lot of communication and reasoning. For real-time applications,
implicit coordination therefore seems to be more appropriate.

3.3.4 Organizational structure
Multi-agent systems can be classified based on their organizational structure (Ferber, 1999). The organizational structure is defined in terms of the types of agents
(and the tasks they are performing) and the relationships between them. A special
type of organizational structure is a hierarchical structure, which is focused on
here. A hierarchical organization consists of multiple levels of organization. This
means that several agents are placed into a group and interdependencies between
them are handled by a local coordination mechanism. Figure 3.4 shows a hierarchical organized MAS. At the “bottom” of the hierarchy so called elementary
agents are located. In contrast with a compound agent — also called an agency —
an elementary agent does not consist of other agents. A compound agent consists
of a coordinated group of agents and acts as if it were one (structurally more complex) agent at a higher level of organization. Dependencies between groups are
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once again handled by a local coordination mechanism on the particular higher
level of organization. The overall coordination of a hierarchical organization is
thus decentralized.

Figure 3.4 A hierarchically organized MAS. Each level of organization consists of a
group of agents and a local coordination mechanism. A coordinated group can be considered as if it were an agent at some higher level of organization.
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The overall coordination of a hierarchical structured organization can have different setups:
Top-down — The top most agent sends a task description to agents at a
lower level of organization. The coordination mechanism at this lower level
decomposes the task into a set of subtasks and sends them to agents at a
lower level once again. This pattern repeats until a task reaches an elementary agent that will carry it out.
Bottom-up — Elementary agents at the bottom of the hierarchy send a request to carry out a task to the coordination object within their group. The
coordination object of a group sends a request to the coordination object
at a higher level of organization. This pattern repeats until the top agent is
reached, which sends back an acknowledge signal. The acknowledge signal
is propagated back to the agents at the bottom of the organization. When
an elementary agent receives a positive acknowledge, it starts executing its
task.
Hybrid — Some agents are commanded by an agent at a higher level, while
others send requests and wait for acknowledges to carry out their task.
An organization can also be classified into the following two classes:
Static structure — The number and type of agents does not change while
the organization is operational.
Dynamic structure — The number and type of agents, and the coordination
mechanisms changes while the organization is operational.
These characterizations of organizations become useful when comparing different
MASs.

3.4 Key issues in agent technology
Because a MAS comprises many different aspects, several different technologies are needed for the development and realization of a MAS. E.g. (Nwana &
Wooldridge, 1996b):
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Architecture design — Theory and tools for designing the agent’s architecture should be available.
ACL’s and ontology — An agent communication language (ACL) and ontology should be specified in order for agents to communicate meaningfully.
Programming language — The development of an agent-based system
would benefit from a programming language that allows one to program
a system using agent and multi-agent system based concepts.
These topics as discussed further below.

Agent architectures
At the present time, it is a non-trivial problem how to design the architecture of
an agent, given a specification of its desired behavior. It has been mentioned
that there are several different reasoning models an agent can possess (see Section 3.2.2). However, each particular model can be implemented by several different architectures. While some researchers follow the approach of building a MAS
by using simple (reactive) agents (Van Dyke Parunak, 1997) others want to built
systems of “intelligent” agents that negotiate in order to realize their tasks. Ferber
(1999) presents a list of nine different architectures and discusses them.

ACL & ontology
Communication enables an agent to coordinate its activities with those of other
agents. In order to “understand” each other, some common language should be
specified. This is called an Agent Communication Language (ACL).
Nwana and Wooldridge (1996b) mention that most ACLs are based on speech act
theory (Austin, 1962; Searle 1969). This theory has been developed by linguists to
understand how humans use language in everyday situations. A human utterance
is seen as an action, in the same way as “turning water pump off” or “moving an
object” is an action.
There exist several “standard” and “ad hoc” ACLs. The de facto standards is
KQML (Knowledge Query and Manipulation Language) which has been developed by the ARPA supported Knowledge Sharing Effort (Neches, Fikes et al.,
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1991; Finin, Fritzson, McKay & McEntire, 1994). KQML specifies a set of performatives that defines the “speech acts” an agent can perform. Although KQML
has a number of shortcommings (see Cohen and Levesque, 1995) it has already
been used in many applications.
Besides specifying the protocol of how to communicate, also the meaning of the
contents of the message must be specified in order for agents to “understand”
each other. This becomes particularly important in case of a MAS that consists
of a set of heterogeneous agents. The specification of the objects, concepts, and
relationships that are of interest in some area is called an ontology (Huhns &
Stephens, 1999). It is the foundation of knowledge that agents need in order to
communicate meaningfully.

Programming languages
Once an agent-based system has been specified, it must be realized. In terms of
ease of programming, this should be done by use of an agent language.
Wooldridge & Jennings (1995) define an agent language as a system that allows
one to program computer systems in terms of the concepts developed by agent
theorists. At the very least, such a language should include some structure corresponding to an agent.
Since there is no technical definition of an agent (see Section 3.2.1) it cannot be
expected that there is an official “agent-oriented programming” paradigm. However, the concept of a MAS can be realized in any programming language, though
some languages are more appropriate, and allow for an easier realization then
others. Because the concept of an agent resembles the concept of an object (in
contrast with an object it has control over its own behaviour) any object-oriented
programming language, such as C++ or Java, is suitable to realize a MAS.

3.5 Agents and controllers
3.5.1 Comparing agents and controllers
To what extend do the concepts of a controller and an agent resemble to each
other? This question becomes important when developing an agent-based method
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for solving control problems. Several similarities and differences between these
two concepts can be noticed.
Similarities between agents and controllers are:
Objective — Both a controller and an agent have objectives that determine
their behaviour. In agent terms, this is called the goal of the agent. Sometimes the agent has an explicit representation of the objective such that it
can reason about it (deliberative architecture; see Section 3.2.2), but there
are also agents that do not have an explicit representation of their objective (reactive architecture; see Section 3.2.2). In control engineering terms,
the “goal” of the controller is the design objective posed implicitly by the
designer and is given by the specification of the control objectives. In this
sense, a controller resembles a reactive agent.
Situatedness — Both an agent and a controller interact with some “surrounding” by sensing and acting. An agent acts on its environment to
achieve its goal, and a controller influences the plant it is controlling by
generating control signals.
Differences between agents and controllers are:
Abstraction level — From the control point of view, systems are analyzed
by focusing on models of the dynamic behavior of variables of the plant.
Analyzing the robustness, stability and performance properties of e.g. feedback signal loops is one of the major concerns of control theory. The field
of multi-agent systems is concerned with analyzing and designing systems
in terms of agents. Hereby the focus is on goals, interaction and organizations. The field of MAS provides an answer to the question of how to
deal with distributed systems in which interactions are wealthy, something
which is almost unexplored in the control setting. On the other hand, the
field of control offers well-developed insights into the influence of feedback
loops upon the dynamics of signal processing, something that is generally
not considered during the design of a MAS.
Pro-active — A controller is usually designed to operate continuously during the whole operating time of a control system. An agent, however, decides whether it wants to gets operational and produce actions. It might
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not produce actions during the whole operating time of the system. Initialization and finalization of its activity is an intrinsic part of its behavior. A
controller that only operates in some restricted part of the operating regime
of the controlled system comes close to the concept of an agent.
Thread of control — Matters related to the thread of control are a major
concern in MAS, whereas this is generally not addressed during the design
of controllers. On the other hand, control applications face hard real-time
constraints and there is a significant body of knowledge in the control engineering community on how to deal with that. Agent based systems are
typically structured and implemented in ways that make it impossible to
guarantee that hard real-time bounds will be met.
Therefore, bringing the best of both fields together in the form of an agent-based
multi-controller system results in systems that:
rely on organization principles as known from MAS;
embody “controller-agents” with their own thread of control;
have been designed with concern for dynamic behaviour due to feedback
loops; and
are structured and implemented in such a way that hard real-time bound
will be met surely.
Two different ways can be imagined to combine controllers and agents. The first
way is to design a controller for the sense-think-act mapping of a particular agent.
The controller becomes the architecture of the agent. An other way is to use
agents for execution of control algorithms. A controller would consist of several
agents, each becoming active and producing control signals under particular operating conditions of the controlled plant. Both kinds of combinations have been
considered in control engineering, as is discussed in the next section.
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3.5.2 Agents in control engineering
Agents are not (yet) common in control engineering. Reasons for this could be:
The field of multi-agent systems is relatively new. Ferber (1999) mentions
that the research towards MASs stretches back over 20 years. Therefore,
cross-fertilization between the MAS field and control engineering has not
gotten a chance yet.
Control theory has a strong mathematical foundation, whereas the field of
multi-agent system mainly is focused on abstract descriptions of systems.
This makes merging the two field more difficult.
Still there are examples in which a MAS has been used in control engineering
applications.
One example of agents in control engineering applications is described by MacLeod & Stothert (1998). They describe the problem of controlling a mine refrigeration system.  Such a system is used to control the ambient temperature in
deep-level mines ( 3000 [m] below see level). They have designed and tested
a prototype control system, based on the concept of a society of communicating
agents, and describe the following important characteristics of the used approach:
different knowledge representations and manipulation techniques can be
combined into one system (such as PID control, symbolic planning and
fuzzy logic);
multiple communication paradigms can be used (negotiating, poke and request messages; communicating complete data structures at the planning
level and single data values at the control loop levels);
planning and plan modification can be done to suit operating conditions;
support for dynamic structuring is available (particular agents are added
and removed from the system depending on the operating situation of the
system).
The authors state that “similar levels of flexibility would be difficult to achieve or
impractical in control systems based on ad hoc combinations of conventional controllers. The dynamic structuring [of the control system] comes from the ability
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to model the refrigeration system as a cooperating multi-agent system and results
in a planning mechanism that launches specialized agents to suit operating conditions and operator demand.” The application of MacLeod and & Stothert (1998)
clearly is of the kind “constructing a control system by using agents”.
Lygeros, Godbole and Sastry (1997) describe an application which could be described as “constructing controllers as architectures of agents”. They consider
problems that consist of a large number of agents and that have to make efficient
use of a scarce resource. Examples of such problems include highway systems,
where vehicles can be viewed as agents competing for scarce highway space-time
and air traffic management systems where aircraft compete for air space and runway space.
Solving this problem by using a control theoretical approach means applying a
central control paradigm. The plant to be controlled, in their case a system of
agents, has to be modeled by a set of dynamic equations that describe the evolution
of the state of the plant. Formal design techniques are available to guarantee
various aspects of the system performance: stability, robustness, optimality with
respect to certain criteria, disturbance rejection, etc. In practice, the centralized
control paradigm is often realized by a centralized control scheme. However, such
a scheme might be difficult to realize, because:
The volume of information that needs to be exchanged is large, which is
unfavorably because communication is expensive and bandwidth is limited.
The design process might be complicated (for instance due to conflicting
design objectives).
Centralized decision making may require significant computational power.
The scheme is less suited for changes and may therefore easily become
unreliable.
A decentralized control scheme seems preferable, but such an approach lacks a
formal theory. The authors introduce an “in-between” scheme: a control scheme
with a multi-level hierarchy. Such a system consists of semi-autonomous agents.
Each agent is trying to optimize its own usage of resource and coordinates its
actions with neighboring agents if there is a conflict of objectives. Lygeros, Godbole and Sastry (1997) have developed a formal approach to design large-scale
control systems by using hybrid systems theory, optimal control and game theory
and concepts from the field of MAS.
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Finally, MacKenzie (1996) describes an agent-based method for designing controllers for (mobile) robots. This method is based on the behavior-based robotics
paradigm: the controller of the robot consists of a set of concurrently operating
agents. MacKenzie defines an agent as a distinct entity capable of exhibiting a
behavioral response to stimulus. Furthermore, in order to built hierarchical controllers, he defines an “assemblage agent”. An assemblage agent is a society of
coordinated agents and can be part of some other assemblage agent.

3.6 Concluding remarks
3.6.1 Summary
The purpose of this chapter was to introduce concepts from the field of agent
and multi-agent systems, such that it provides a language to discuss and model
distributed problems. In particular, these concepts should be used in the context
of control engineering problems, as will be done in the next chapter. Although
there is no technical definition of an agent, researchers have some general notion
of it. This notion was given by Def. 3.1.
By considering an agent as “an entity that solves a problem” it becomes useful for
modeling distributed problems. Each partial problem is represented by a separate
agent. In general, there are dependencies between the partial problems. Therefore,
there will be dependencies between the agents. Coordination was described as the
mechanism to solve these dependencies in multi-agent systems.
Designing a MAS is a non-trivial problem and includes many aspects, such as
task decomposition, information and resource distribution, coordination of the
individual agents, designing the architectures of the agents, specifying the type of
messages between the agents, etc.
Finally, agents and controllers have been compared. There are both similarities
and differences between them. One way to “transform” a controller into an agent,
is to make the controller locally operational.
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3.6.2 What’s next?
The concept of an agent is suitable to model distributed problems and realize solutions. In the previous chapter control problems were modeling by a hierarchical
structure of elementary and compound control problems. However, no solution
method was described to realize a controller for such a distributed problem. By
modeling the individual solutions of partial control problems as agents, and handling the coupling relationships by means of coordination, the overall solution
becomes a multi-agent system.
In the next chapter a framework will be described for specifying agent-based
multi-controller systems.
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Chapter 4

Organizing local controllers by
means of agents
“Now,” said Rabbit, “this is a Search, and I’ve Organized it —”
“Done what to it?” said Pooh.
“Organized it. Which means - well, it’s what you do to a Search, when
you don’t all look in the same place at once.”
A.A. Milne, The House at Pooh Corner

4.1 Introduction
Chapter 2 discussed how many control problems can be solved efficiently by using
a divide-and-conquer approach. Basically, this approach consists of three stages.
The first stage is to decompose the control problem into a set of well defined partial control problems. This was called structuring. The second stage consists of
solving the partial control problems. This results into a set of individual solutions.
These solutions are sometimes called local controllers, as they are often only operational in a restricted part of the operating regime of the controlled plant. The
third and final stage is to integrate the local controllers into one overall solution.
The central issue of integrating local controllers is to deal with the dependencies
between them in a proper way, such that an overall well-behaved control system is
constructed. This chapter explores the integration problem and presents a framework to support it.
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Several techniques to solve control problems by using a divide-and-conquer approach have been developed within the field of control engineering, but most of
them are limited to a particular type of control problem. To get a deeper understanding of the nature of the divide and conquer approach, Johansen and MurraySmith (1997) have developed a framework, called the Multiple Model Approach,
which embraces many of these alternative techniques. However, they mention that
the integration problem in general is not well understood, and therefore they provide a very specific solution only. In contrast to the situation for the design of particular control algorithms, few theory and tools are available in the field of control
engineering to solve this integration problem. It is desirable to have a framework
that provides theory and tools to handle the integration problem, independent of
the particular type of local controllers. Furthermore, it should provide alternative
means to deal with the dependencies between the local controllers. This framework should turn the integration problem into a design issue, which should be
centred on the organization of the individual solutions or the local controllers.
The field of MAS presented in Ch. 3 provides concepts to discuss the problem of
integrating locally operating entities in abstract terms. It therefore provides a basis
for developing a framework to handle the integration problem of local controllers.
In order to develop this agent-based framework it will appear that three questions
need to be addressed:
1. Which agent architecture is needed to implement solutions of partial control
problems?
2. How can coordination be used to deal with the dependencies between partial control problems?
3. How can a coordinated group of agents be used as one unit in another group,
such that a hierarchically organized solution is obtained?
Answers to these questions are given in this chapter in the following way. Section 4.2 addresses the first question; it describes why and how to model a solution
of a partial control problem as an agent. This is done by first describing the important aspects of a locally operating controller. Based on this description a special
kind of agent, called a controller-agent, is defined. Section 4.3 goes into the second question, i.e., it describes how coordination can be used to deal with coupling
relationships between partial control problems. This is done by first describing
how the local modeling approach handles the integration problem. Subsequently,
it is shown how it relates to the coordination issue in the field of multi-agent
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systems. Section 4.4 deals with the last question and describes how to built hierarchically structured multi-controller systems. In Section 4.5 a graphical tool
is described that supports the organization of the local controllers into an overall
control system. The water vessel example from Chapter 2 is used to illustrate this.
Finally, concluding remarks are given in Section 4.6.

4.2 Solving elementary control problems
4.2.1 Local controllers
A controller that is designed by using a divide-and-conquer approach consists
of several locally operating controllers. A locally operating controller may be
switched on and off during operation time of the overall controller and its control
actions could possibly be blended with the control actions of other local controllers. Therefore, while designing a particular locally operating controller the
following aspects need to be considered:
the local control algorithm to calculate the control signals,
the local operating regime of the local control algorithm in order to decide
when to (de)activate the local controller, and
initialization and finalization functions to initialize and finalize state variables of the local control algorithm.
These aspects are discussed in the next two sections.

Local control algorithm
This thesis will be concerned with discrete-time multi-controllers, which operate
with a fixed sampling period ∆T . The set of locally operating controllers contained by the multi-controller will therefore also work on a discrete-time basis.
Figure 4.1 shows a block diagram of a general discrete-time controller. It consists
of a plant that is being controlled by the controller. The controller is implemented
on a computer. An analog-to-digital converter is used to convert the measured
and reference variables into a computer readable format. An digital-to-analog
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converter is used to convert the output of the controller into an analog control
signal that can be used to actuate the plant. Both converters operate on the same
sampling frequency 1 ∆T .

Figure 4.1 Block diagram of a discrete-time control system. In case the controller is a
“multi-controller”, it will consist of a set of locally operating controllers (see Fig. 1.2).

A discrete-time local controller contains a local control algorithm that can be described by the following difference equations:



        
(4.1)
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where k  is the discrete time index, v  V the vector of input variables, u 
U the vector of output variables and x  X the vector of state variables of the
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local control algorithm. The first equation will be called the update function and
describes how to update the state variables. The second equation will be called
the calculate function and describes how to calculate the outputs. A particular
value of the outputs
u k is sometimes called a control sample or control action.

The notation x k k 1 means that a value of the state x for the time instance k is
calculated by using the information at time instance k 1.



 


The specification of a locally operating controller should contain these two equations. If the local controller is active then a correct execution of the control algorithm is accomplished by first executing the calculate function and secondly the
update function. If the local controller is inactive, only the update function is executed. This is necessary to keep the (local) state variables “up-to-date” with vari-
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ables in the remaining controlled system, in order to properly decide to (in)activate
the local controller.
The operating state of a local controller is denoted by q. The transitions from
one operating state to another are controlled by an operating regime evaluation
object, by use of an acknowledge variable, denoted by ack (see also Section 4.3).
Figure 4.2 illustrates the switching behavior of a locally operating controller by a
state transition diagram.

Figure 4.2 Switching behavior of a local controller. A local controller is either “inactive”
(and not calculating any control samples) or “active” (and calculating control samples).

Local controllers generally switch from operating state several times during operating time of the overall multi-controller. It may be necessary to redefine state
variables of the local control algorithm when a switch occurs. When the operating
state switches from “inactive” to “active”, the so called initialization moment k init ,
state variables can be initialized:
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This mapping is called the initialize function. When the operating state switches
from “active” to “inactive”, the so called finalization moment k f inal , state variables
can be finalized:
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This mapping is called the finalize function. If the local controller does not switch
from operating state then


xkk
x k k 1
(4.5)
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Local operating regime
The specification of a locally operating controller should contain a definition of its
operating regime. The local operating regime can be characterized in several different manners, but it is always done in terms of the operating vector of the local
controller (i.e., see Johansen and Murray-Smith, 1997; Hilhorst, 1994). The operating vector ω is an element of the operating space Ω and consists of variables
that are related to the control algorithm of the local controller, that is



ω

Ω


X

V

T

 “active”  “inactive” 



(4.6)

where X is the state space, V the input space, T the time axis and “active”
“inactive” the set of discrete operating states of the local controller.





In order to specify local operating regimes in a uniform manner, each local operating regime may be characterized by means of a scalar variable. This variable is
called the activation request signal and is calculated by the so called activation
request function, denoted by µ ω . The activation request signal can be in several
sets to which a different interpretation can be given:

 

Binary set. By
using a binary set, every operating vector ω

to the set 0 1 . The activation function becomes:





µbinary : Ω

 0 1





Ω is mapped

(4.7)

If µbinary 0 the local controller “wants” to be inactive, and if µ binary
the local controller “wants” to be active.


Fuzzy set. By using a fuzzy set, every operating vector ω
the set 0 1 . The activation function becomes:

 

µ f uzzy : Ω



 0  1





1

Ω is mapped to

(4.8)

A particular value of µ f uzzy can be interpreted differently, depending on the
context of the local controller. For instance, it could be interpreted as a
probability of validity of the control signal, or it could be interpreted as the
(fuzzy) degree to which the current operating vector belongs to the local
operating regime.
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Distance or performance set. By using a distance or performance set, every
operating vector ω Ω is mapped to a real number. The activation function
becomes:

µdistance : Ω
(4.9)





Again, a particular value of µdistance can be interpreted differently, depending on the context of the local controller. For example, Hilhorst (1992,
1994) calculates a distance by using the summed squared error between an
estimated model output ŷ and the measured output of the plant y, that is

  ∑  y  k n
n 0
N

µdistance k





ŷ k

n

2

(4.10)

In a general multi-controller an activation request signal is present for every local
controller. These signals are used subsequently for selecting that (set of) local
control algorithm(s) that should actually be executed. That is, the acknowledge
signals of the local controllers are computed by an object that evaluates their local
operating regimes. This object is discussed further on, in Section 4.3, and is called
a coordination object.
Also, in a general multi-controller the operating conditions of one particular local
controller may depend on whether some local controllers have been (in)active.
Because a local controller is not able to read the state variables of another local
controller, including the operating state q, these dependencies are handled outside
the scope of the local controller by the same coordination object.

4.2.2 Controller-agents
Multi-controllers consist of several locally operating controllers. Operating these
local controllers requires
determining whether a local control algorithm should be (in)active by using
a local operating regime characterization;
initializing or finalizing the internal state variables of the local control algorithm by using the initialize and finalize functions; and
calculating control samples by executing the calculate and update functions.
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When constructing a multi-controller an important organizational design issue is
to determine the entity or functional unit that will be responsible for each of these
functions. Typically, control engineers favor a supervisory structure; local controllers are created that execute the calculate and update functions, and a single
supervisor is created that is responsible for determining whether a local control
algorithm should be (in)active, and that is responsible for initializing and finalizing the internal state variables of the local control algorithm (see Johansen and
Murray-Smith, 1997; Hilhorst, 1992; Morse, 1995). Agent theory, however, suggests a different organization, i.e., to include all functions into an autonomous
entity. This organization is pursued here and hence a controller-agent is defined
Definition 4.1 (Controller-agent). A controller-agent is a largely autonomous,
locally operating controller that consists of a control algorithm (in the form of an
update and a calculate function), an operating regime characterization, initialization and finalization functions and an interface to coordinate its behavior in order
to handle dependencies among controller-agents.
The next section discusses the interface, internal architecture and intentions of a
controller-agent.

Interface of a controller-agent
The interface of a controller-agent is made up of its inputs and outputs, and its
activation request and acknowledge signals. The inputs (denoted by i k ) and
outputs (denoted by o k ) are used to receive data from sensors, send data to actuators and to communicate with other controller-agents. The activation request
(denoted by µ k ) and acknowledge signals (denoted by ack k ) are used to coordinate the behavior of the controller-agent with other controller-agents of the
overall controller.

 

 

 

 

Figure 4.3 shows the symbol of a controller-agent together with its inputs, outputs,
activation request and acknowledge signals. A controller-agent is labeled by a
name, which usually reflects its objective. For example, safeguard could be a
proper name of a controller-agent whose objective is to monitor safety conditions.
Inputs are pictured by a white, and outputs by a black rectangle. The activation
request and acknowledge signals are pictured by using a dashed arrow, which
points to the object receiving the signal.
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Figure 4.3 Symbol of a controller-agent and its interface. The interface is made up of
the controller-agent’s inputs i k and outputs o k , and its activation request µ k and
acknowledge ack k signals.








Just like a local controller, a controller-agent behaves either as being “active” or
“inactive”. Whether a controller-agent is active or inactive depends on its intentions, and on the intentions of the remaining controller-agents. These intentions
are signaled by use of the activation signal to some coordination object. Dependencies and conflicts that may arise between these controller-agents are solved by
this coordination object (see also Section 4.3).

Internal architecture of a controller-agent
The internal architecture of a controller-agent, which realizes its functional behavior, consists of several elements. These elements are derived from the functions needed to implement a local controller (see previous section). Figure 4.4
shows a block diagram of the internal architecture of a controller-agent. First, a
controller-agent contains an activation request function. The activation function
defines the operating regime of the controller-agent. It is used to calculate the
scalar activation request signal, denoted by µ k , that is sent to a coordination
object. Secondly, a controller-agent contains a finite state machine that consists of
the two operating states: “active” and “inactive”. The operating state is denoted
by q. This finite state machine is controlled by an acknowledge signal, denoted
by ack k , which the controller-agent receives from the coordination object after
it has sent an activation signal to it. If the acknowledge signal is “true”, then
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Figure 4.4 Internal architecture of a controller-agent.

the controller-agent becomes or stays active; if the acknowledge signal is “false”
the controller-agent becomes or stays inactive (see also Fig. 4.2). If there is a
transition from one state to an other, the initialize or finalize function is executed,
depending on whether the transition is from the “inactive” to the “active” operating state, or vice versa. These functions are used to initialize, respectively finalize
internal state variables of the controller-agent (i.e., state variables of the local
control algorithm).
Next, a controller-agent contains a calculate function that is being executed every
sampling period the controller-agent is active. This calculate function produces
the control actions or control samples that make up the outputs of the controlleragent. Finally, a controller-agent contains an update function that updates the
internal state variables. This function is executed in both operating states.
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Intentions of controller-agent
It is convenient to explain the switching behavior of the operating state of a
controller-agent in terms of particular intentions the controller-agent may have
at a particular moment. These intentions are expressed by the activation request
signal. Because a coordination object interprets this activation request signal,
a definition must be available that prescribes which value of the activation request signal corresponds with which intention. Table 4.1 lists the intentions of
a controller-agent, given different states of operation and different values of the
activation request signal.
Table 4.1 Intentions of a controller-agent given its state of operation and particular values of the activation request signal.

operating status
inactive
active
active
inactive

activation request signal
µbinary µ f uzzy µdistance

1
0
δ1

1
0
δ2

0
0
δ2

0
0
δ1

intention
wants to become active
wants to stay active
wants to become inactive
wants to stay inactive

4.3 Dealing with coupling relationships
4.3.1 Supervisory architecture
Solving a control problem by using a set of locally operating controllers requires
a mechanism to coordinate them. Johansen and Murray-Smith (1997) describe a
general architecture that is being used by several researchers in the field of control
engineering, which provides such a coordination mechanism. This architecture is
shown in Fig. 4.5, and is called the supervisory architecture. It consists of a set of
local controllers, a supervisor, a set of adjustable weights and an adder. The local
controllers contain control algorithms; they do not contain the operating regime
characterization, or initialize and finalize functions described in Section 4.2.1. Instead, the supervisor holds these elements. The supervisor decides every sampling
period which local controller should be used by adjusting the value of the weights.
By setting a weight to zero, the output of a local controller is not used. The local
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controller, as it were, is “inactivated”. By giving a weight a non-zero value, the
corresponding local controller is “activated”. On being (in)activated, the supervisor initializes state variables of the local controllers. Notice that the signals to
do this are not shown in Fig. 4.5. The overall output is calculated by adding the
weighted outputs of the local controllers.

Figure 4.5 Supervisory architecture: a supervisor is used to coordinate several locally
operating controller. It decides when and how to switch between the local controllers.

A supervisor coordinates a set of local controllers by deciding when and how to
switch between the local controllers. When doing this, it must take into account
the following aspects (Johansen & Murray-Smith, 1997):
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Conflicts — Several local controllers might generate valid control signals at
the same moment.
Deadlock — At some moment none of the local controllers might be relevant; consequently no control signal is calculated.
Bumpless transfer — There should be a smooth (soft) transition between
the outputs of the local controllers.
Shattering — There should be no situation of fast switching between the
local controllers.
Johansen and Murray-Smith (1997) mention that the design of a proper coordination mechanism, or supervisor, is not a well understood problem. However, some
experience and heuristics are available. The following methods to combine local
controllers are mentioned by Johansen and Murray-Smith (1997):
Hard partitions and discrete logic — The operating regime of the plant
to control is partitioned, such that for each operating point only one local
controller is selected by means of a deterministic function of the operating
point. This method is also called mode-switching (Hilhorst, 1992) or logicbased switching (Morse, 1995).
Finite state machine — In contrast with hard partitions, a finite state machine can also use the switching history to determine which local controller
to activate. Finite state machines are specifically used in the field of hybrid systems to model and analyze multi-controller systems (Lemmon, He
& Markovsky, 1999; Boel et. al, 1999; Van Den Bosch & Heemels, 1999).
Soft partitions and fuzzy logic — The operating regime of the plant is partitioned into a set of possibly overlapping local regions. The degree to which
the current operating vector belongs to the operating regime of a local controller is described by a gradual membership function, such as a fuzzy set.
The control samples of the local controllers are blended by use of the membership function (Zadeh, 1973; Takagi and Sugeno, 1985).
Probabilistic approaches — Statistical methods are used to determine the
most appropriate local controller for a particular operating point at each
time instance (Titterington et al., 1985; Jacobs et al., 1991).
To implement one of these methods, the supervisor in the supervisory architecture
contains one or more of the following elements:
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decide function to decide when to switch;
the operating regime characterizations of the local controllers, which is
used by the decide function;
initialize and finalize functions to initialize and finalize state variables of the
local controllers;
a combine function to blend the outputs of the local controllers into an overall output.
Although the supervisory architecture solves the problem of coordinating a set of
local controllers, in general it is not an open solution. Adding, removing or changing local controllers cannot be done without redesigning the supervisor. This is
caused by the separation of the control algorithm and the accompanying operating regime characterization, initialize and finalize functions of a local controller.
Therefore, a different approach to coordinate a set of local controllers is proposed
in the next section, which is based on using the previously described controlleragent.

4.3.2 Coordination object
In Section 4.2.2 the usage of a controller-agent was proposed to implement a
locally operating controller. Such a controller-agent encapsulates a control algorithm, operating regime characterization, and initialize and finalize functions of a
locally operating controller. To coordinate several controller-agents, a mechanism
is needed that (in)activates them based on their intentions (i.e., activation request
signal). Such a mechanism will be called a coordination object.
Definition 4.2 (Coordination object). A coordination object solves dependencies between controller-agents based on their intentions. It calculates acknowledge signals by using a so called decide function. If necessary, it can blend the
outputs of the controller-agents into an overall output, by using a combine function.
So, a coordination object retains the decision taking part of a supervisor and hence
still must solve conflicts, deadlock, bumpless transfer and shattering. However, it
does this by a different mechanism, namely by:
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receiving the intentions (i.e., activation request signals) of the controlleragents;
making decisions based on these intentions by use of the decide function;
sending these decisions by use of a (boolean) acknowledge signal to the
controller-agents;
possibly blending control actions of several controller-agents by use of the
combine function.
The main difference between a supervisory architecture and a coordination object
approach is that the controller-agents have influence on the decision taking part.
Hence, they can be added to, or removed from a coordinated group of controlleragents, or can be modified without redesigning the overall decision logic.
Figure 4.6 shows how a coordination object coordinates a group of controlleragents. In contrast to the local controllers in the supervisory architecture, controller-agents contain their operating regime characterization (from which their intentions are calculated) and initialize and finalize themselves.

Figure 4.6 Coordinated group of controller-agents: the coordination object decides
which controller-agents may become active based on their intentions (activation signals).
If necessary, it blends the outputs of the controller-agents into an overall output.
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How to design coordination objects?
In the field of multi-agent systems, the design of a coordination mechanism is
handled as a separate issue. Malone and Crowston (1994) consider coordination as the process of managing dependencies between activities. They suggest
to select a coordination mechanism based on a characterization of the dependencies between the activities. In Section 2.3.2 several coupling relationships were
identified that may exist between partial control problems. Because controlleragents solve partial control problems, these dependencies also exist between the
controller-agents. Therefore, the selection of a coordination mechanism to coordinate controller-agents should be based on these coupling relationships. In
Table 4.2 several coordination mechanisms are suggested for particular types of
dependencies. These mechanisms are discussed in more detail hereafter.
Table 4.2 Coordination mechanisms are selected based on the coupling between partial
control problems.

coupling relationship
independent (symbol: )

indirect dependency (symbol: )

subordination dependency (symbol:
hard conditional dependency (symbol:
soft conditional dependency (symbol:

)
)
)

coordination mechanism
parallel
parallel
master-slave
competitive
cooperative

Types of coordination mechanisms
Figure 4.7 shows three different realizations of a coordination object. The first
setup uses only the intentions of the controller-agents. Based on these intentions,
the coordination object sends acknowledge signals to the controller-agents to indicate whether they may become or stay (in)active. The second setup is an extension
of the first setup, as now the outputs of the controller-agents are blended into an
overall output. Finally, in the third setup the coordination object has inputs to receive information, which is used to decide which controller-agent to (in)activate.
This setup is similar to the supervisory architecture with a subtle difference. Unlike the local controller in the supervisory architecture, a controller-agent may not
want to get active. Therefore, the supervisor-like coordination object still has to
take into account the intentions of the controller-agents.
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Figure 4.7 Three different setups of coordination mechanisms: (a) the coordination object only solves conflicts between the controller-agents based on their intentions (expressed by the activation signal); (b) the coordination object solves conflicts and combines the outputs (control actions) of the controller-agents; (c) the coordination object
acts like a supervisor and decides which controller-agent to (in)activate based on measured information and the controller-agent’s intentions. If necessary, it blends the outputs
of the controller-agents into an overall output.

These three realizations form the basis for several coordination mechanisms that
can handle dependencies between partial control problems. They are discussed
below.

Parallel There may be situations in which no special coordination is required.
That is, the partial control problems the controller-agents solve are independent,
or indirect dependent. The decide function could be distributed to each of the
individual controller-agents in this case, as it merely boils down to translating the
activation request signal into an acknowledge signal according to Table 4.1, for
each of the controller-agents. However, for the sake of generality, the proposed
organization is maintained and a “Parallel” coordination mechanism is provided.
This coordination mechanism implements a switching coordination object (see
Fig. 4.7).

Master-Slave The Master-Slave coordination mechanism is used in situations in
which a subordination dependency exists between two partial control problems.
E.g., one controller-agent implements the solution of calculating reference signals
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needed by an other controller-agent. The first one is called the master controlleragent, the latter the slave controller-agent. The slave controller-agent depends on
the master, because it can only determine its intentions (activation request signal) after the master controller-agent has calculated the reference signals. If the
master controller-agent doesn’t want to become active (and thus does not calculate any reference signals), also the slave controller-agent cannot become active.
The Master-Slave coordination mechanism implements a switching coordination
mechanism (see Fig. 4.7).

Competitive Competitive coordination mechanisms are used in situations in
which a hard decision has to be made between controller-agents. This means
that given a set of controller-agents that wants to get active simultaneously, there
is only one controller-agent that will get a positive acknowledge. There are several
competitive coordination mechanisms:
Priority based — Each controller-agent has a priority that is used to decide whether a controller-agent may get active. Of the controller-agents
that want to get active, the one with the highest priority gets selected. The
priority can be determined in several ways;
– Fixed Priority Each controller-agent is given a priority that is fixed
during the operation of the overall controller.
– Dynamic Priority Each controller-agent determines its own priority
based on the current operating conditions of the controlled system.
The priority level can be encoded in the activation signal by using a
distance-based activation request function.
Temporal order based — Based on the order in time in which the controlleragents want to become active, it is decided which controller-agent gets activated. Some strategies are:
– First Stays Active The first controller-agent that wants to become active, becomes active. It stays active until it decides by itself to get
inactive. No other controller-agent can become active until the first
becomes inactive.
– Last Stays Active The last controller-agent in time which wants to become active, becomes active. If there is a previously active controlleragent, this controller-agent is inactivated.
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– Sequential The controller-agents within a group may only become active in a particular order. That is, first the first controller-agent may
become active. Only after the first controller-agent has been activated,
the second controller-agent may become active. This pattern repeats
until the last controller-agent in the group has been activated. Then
none of the controller-agent may become active.
– Cyclic This is the same as sequential, but after the last controller-agent
has been active, the first controller-agent may get active again.
The competitive coordination mechanisms implement switching coordination
mechanisms (see Fig. 4.7).

Cooperative Cooperative coordination mechanisms are used in situations where
soft decisions must be made between controller-agents. This means that control
actions of different controller-agents have to be blended somehow. There are several cooperative coordination mechanisms:
Addition — Each controller-agent may become active independently from
the other controller-agents. The control-actions of the active controlleragents are added. The control action of the group of controller-agents becomes:
ok
(4.11)
∑ oi k

 

 



i A

 

where A is the index set  of active controller-agents at a particular moment
t, that is A
j 1 n q j “active” , n is the total number of controlleragents, and oi the output of the ith controller-agent.






Weighted Addition — This coordination mechanism is the same as the Addition coordination mechanism, but the control actions of the controlleragents are multiplied by the activation request signal, that is:

  ∑ µi  t 
i A

ot





oi t

(4.12)

where A is again the index set of active controller-agents and µ i the activation request signal (defined in Eq. 4.7, 4.8 and 4.9).
Normalized Weighted Addition — This coordination mechanism is the same
as the Weighted Addition coordination mechanism, but the overall weighted
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sum of the individual control actions is divided by the sum of the activation
signals, that is:
1
ot
(4.13)
∑ µi t o i t
∑i A µi t i A











where A is the index set of active controller-agents and µ i the activation
request signal.
Fuzzy Logic Addition — This coordination mechanism is the same as the
Normalized Weighted Addition coordination mechanism, but there is a restriction on the activation function of the controller-agents: it must be a
fuzzy set.
The cooperative coordination mechanisms implement blending coordination
mechanisms (see Fig. 4.7).

Supervisor-like The previously described coordination mechanisms all decide
which controller-agent(s) to (in)activate based purely on the intentions of the
controller-agent(s). Sometimes, it may be desirable to have a coordination mechanism that imposes its own “intentions” onto the controller-agents. For instance,
this might be the case for situations in which the operating regimes of the controller-agents can only be determined in a centralized way. This will in general
require that the coordination object has knowledge about particular variables in
the overall multi-controller (see Fig. 4.7). Such a coordination object acts like a
supervisor, with the restriction that it has to take into account the intentions of the
controller-agents. In case the controller-agents are designed such that they always
want to become active, the coordinated group matches the supervisory architecture of Fig. 4.5.
There are several supervisor-like coordination mechanisms.
Switch — A Switch is a coordination object that can be set by some index
signal (for instance, provided by a master controller-agent) and it determines the index of the (set of) controller-agent(s) that may become active.
Timing Diagram — A Timing Diagram contains a list of start and stop instances of the controller-agents.
State Transition Diagram (STD) — A STD contains a set of states in which
particular combinations of controller-agents may be active, and the allowed
transitions between these states.
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Flowchart — A Flowchart contains a decision tree which determines the
order in which the controller-agents may become active.
Scheduler / Planner — A Scheduler determines the order in which the
controller-agents should be active during operating time of the overall controller. This might be needed if a particular order cannot be determined a
priori.
This completes the coordination mechanisms listed here. Other coordination
mechanisms, to handle particular dependencies between controller-agents, can be
thought of; hence, it is expected that a rich set of coordination mechanisms will
become available in due time.
As was mentioned, the selection of a particular coordination mechanisms depends
on the coupling between the partial control problems the controller-agents solve.
However, also secondary criteria influence the selection of a particular coordination mechanism, such as:
The particular specification of the local operating regime of the coordinated controller-agents. Depending on the operating regimes characterization, groups of differently coordinated controller-agents can have the same
overall switching behavior. Therefore, a designer has several alternatives to
realize a particular overall behavior.
The ease of specifying a particular coordination mechanism. For instance,
a supervisor-like coordination mechanism can always be used to implement
a Parallel, Master-Slave, or one of the competitive or cooperative coordination mechanisms. However, because this would require to put all local operating regime characterizations into the supervisor-like coordination object,
such an approach is more laborious and less open.
Computational complexity. Calculating the decide function of the coordination object consumes (processor) time. To ensure the sampling frequency
of the overall controller, it might be necessary to minimize the calculation
time of the decide function. This might influence the selection of a particular coordination mechanism.
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4.4 Combining solutions
4.4.1 A coordinated group of controller-agents
Not only can a control problem often be divided into a set of partial control problems, it can often also be divided into a hierarchical structure of partial control
problems. In order to develop a solution that matches this hierarchical structure, it
must be possible to treat a group of coordinated controller-agents as if it were one
controller-agent itself. If that is possible, this compound controller-agent could be
used in another group. This leads to hierarchical structures.
A group of coordinated controller-agents can be dealt with as if it were an individual controller-agent if it has the same interface as the latter. This means that a
coordinated group should have inputs, outputs, an activation request signal and an
acknowledge signal, and in addition has to utilize these signals in the appropriate
way. The inputs and outputs can be derived from those of the controller-agents
contained in the group. However, in order for a coordinated group of controlleragents to send a proper activation signal and to receive and process an acknowledge signal, some extensions are needed. These extensions are realized by extending the coordination object with two additional elements:
it should combine the individual activation signals into a scalar signal that
represents the “group’s intention”,
it should take into account the received acknowledge signal when deciding
which controller-agent to (in)activate.
Figure 4.8 shows a coordination object that has been extended with these two elements. Combining the individual activation signals into a group activation request
signal is called the resolution task. This is done by a function, which is called the
resolute function. After sending the group’s activation request signal, the coordination object receives an acknowledge signal which it should take into account
when deciding which controller-agent(s) may become or should stay active. If a
negative acknowledge signal is received, then none of the controller-agents in the
group may become active. If the received acknowledge signal is positive, then the
normal coordination procedure can be followed, albeit that at least one controlleragent should be activated.
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Figure 4.8 In order to use a coordinated group of controller-agents as a controller-agent
itself, the coordination object must be extended with a function to combine the individual
activation request signals of the controller-agents into a group’s activation request signal
(this is called the resolution function), and the coordination object should be able to
accommodate an acknowledge signal from a higher level coordination object.

4.4.2 Controller-agency
A group of controller-agents coordinated by an extended coordination object will
be called a controller-agency. The interface of a controller-agency is the same
as that of a controller-agent. That is, seen from the outside a controller-agency
behaves in the same way as a controller-agent. The only difference between a
controller-agent and a controller-agency is the internal architecture. Figure 4.9
shows the internal architecture of a controller-agency. It consists of a pool of
controller-agents and a coordination object. Each controller-agent in the pool may
itself be a controller-agency.
A controller-agency is defined as:
Definition 4.3 (Controller-agency). A controller-agency is a controller-agent
that is implemented as a group of coordinated controller-agents. The coordination object solves the dependencies between the controller-agents, and realizes an
interface to coordinate the group with controller-agents outside the group.
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Figure 4.9 Internal architecture of a controller-agency: a controller-agency has the same
interface as a controller-agent, only its internal architecture differs. The architecture consists of a group of controller-agents and a coordination object to manage the dependencies
among the controller-agents.

Formal description of internal behavior
In principle, the internal behavior of a controller-agency can be described by using a hybrid systems theoretic approach (e.g., see Boel et. al, 1999; Van Den
Bosch & Heemels, 1999). This means that a hybrid system is formed that consists of all possible “modes” in which the controller-agency can operate, and all
possible transitions between these modes. A mode prescribes which controlleragents are (in)active and possibly how the outputs of the active controller-agents
are blended. However, there is a practical limitation. If the controller-agency contains n controller-agents, each of which has 2 possible states of operation (i.e., “active” and “inactive”), then there are 2 n possible modes. Furthermore, if there are
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2n modes, then there are 2n 2n 1 possible transitions between these modes. Table 4.3 shows the eight modes of a controller-agency with three controller-agents.
There are 23 23 1
56 transitions between these modes.







This simple example illustrates that intracktability may arise quickly. The implication of this observation is twofold. Firstly, it makes one aware that analysis of
the dynamic properties of a multi-controller system is a non-trivial task. Secondly,
it shows that the step taken in this thesis, i.e., the introduction of controller-agents,
coordination objects and controller-agencies such that hierarchies of local controllers can be constructed, is of great importance for mastering complexity while
synthesizing multi-controllers.
Table 4.3 All possible modes of a controller-agency with three controller-agents. There
are 8 8  1  56 possible transitions between these modes.


operating state
controller-agent
1
2
3
inactive inactive inactive
inactive inactive
active
inactive
active
inactive
inactive
active
active
active
inactive inactive
active
inactive
active
active
active
inactive
active
active
active

mode

operating state
controller-agency

1
2
3
4
5
6
7
8

inactive
active
active
active
active
active
active
active

4.5 Organizing the solution
4.5.1 Organization diagram
In the same way as a structure diagram is a tool for representing the structure of
a control problem (see Section 2.4), a diagram is needed that represents the organization of the controller-agents that make up the overall solution. Such a tool
is introduced in this section, and is called an organization diagram. An organization diagram reflects the overall hierarchical organization of controller-agents
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and the type of the coordination objects used to handle the various dependencies between the controller-agents. Figure 4.10 shows the symbols used to make
such a diagram. Some of these symbols were already encountered in the previous
sections. In an organization diagram, the activation request and acknowledge signals are omitted, because every controller-agent and controller-agency will have
these signals, and hence they provide no explicit information. Also, the internal
architecture of a controller-agent is not shown. This makes reading of an organization diagram easier, and emphasizes the functional behavior of the overall
multi-controller.

Figure 4.10 Symbols that are used to draw an organization diagram of an agent-based
multi-controller.

An organization diagram can be used as a tool for organizing the solution of a
control problem. As mentioned in Section 2.4, decomposing a control problem is
a non-trivial problem. A proper decomposition is often found after several iterations of testing and generating solutions. Organizing a solution is the last design
step of the divide-and-conquer approach, after structuring a control problem and
having solved the elementary partial control problems, and deals with the following aspects:
specifying how to coordinate the controller-agents,
(re)grouping controller-agents into controller-agencies, and
specifying the inputs and outputs of the controller-agents,
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specifying the operating regime of the controller-agents,
specifying the initialize and finalize functions of the controller-agents.
The latter two aspects are not depicted in an organization diagram.

4.5.2 Example: water vessel problem
In Section 2.4.6 the problem of regulating the water level in a vessel was described. This control problem was decomposed into a hierarchy of elementary
and compound control problems. Figure 2.8 shows a structure diagram of this
decomposition. No solution was proposed; this will be done in this section. First,
the elementary control problems are identified from the structure diagram. For
each elementary control problem, a controller-agent is specified. Subsequently,
the local control algorithms of these controller-agents are discussed. When a
set of controller-agents is obtained, they can be organized into an overall multicontroller. This requires the definition of the local operating regimes, as well as
the initialize and finalize functions. To group the controller-agents into controlleragencies, coordination objects must be selected.
First, the elementary control problems are identified in the structure diagram of
Fig. 2.8. There are three elementary control problems:
designing a safeguard that prevents overflows;
designing a transient controller for the situation when there is a large difference between the water level and the reference level; and,
designing a regulator for the situation when the water level is near the reference level.
The solutions of these control problems will be implemented by controller-agents.
They are labeled respectively: safeguard, transient and regulator.
The local control algorithm of the safeguard controller-agent is simple: it
should turn off the pump, that is



pump current k



0

(4.14)
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where pump current k is the control signal that is sent to the water vessel’s pump
(see Fig. 2.7). The local control algorithm of the transient controller-agent is
also quite simple. If the water level needs to be increased in should turn the pump
on at maximal capacity, that is



pump current k



pump current max

(4.15)

where pump current max is the maximum allowed pump current. If the water
level should be decreased, the pump should be turned off, thus



pump current k

0


(4.16)

Finally, the local control algorithm of the regulator is implemented by a
discrete-time PI control algorithm:




pump current k
integrated error k 1











K p error k Ki integrated error k
integrated error k error k ∆T





(4.17)



where ∆T is the sampling time of the multi-controller and error k the difference
between the desired reference level and the current water level, that is



error k







re f erence k

water level k

(4.18)

When the regulator controller-agent becomes active, the integrated error
0. Notice that the design choices
needs to be initialized by integrated error k init
for these local control algorithms are based on heuristics, rather then theoretical
analysis of the dynamic behavior of the water vessel.







The controller-agents should be grouped and their dependencies (as illustrated
in Fig. 2.8) should be handled by selecting a proper coordination mechanism.
There is a soft conditional dependency between the transient and regulator controller-agents. From Table 4.2 it can be read that a cooperative coordination mechanism is appropriate to solve this dependency. Because there are several
cooperative coordination mechanisms, a choice needs to be made. This choice
depends on how the operating regimes of the transient and regulator are
going to be defined. It is suggested to characterize the local operating regimes
by means of fuzzy membership functions as shown in Fig. 4.11a. Therefore, a
Fuzzy Logic Addition coordination mechanism is appropriate. The Fuzzy-LogicAddition-coordinated transient and regulator controller-agents constitute
a controller-agency. This controller-agency will be called tracking, and it
solves the compound tracking control problem (see Fig. 4.12).
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Figure 4.11 (a) Activation functions of the transient and regulator controlleragent; (b) Activation function of safeguard controller-agent.

A second grouping can be done by combining the tracking and safeguard
controller-agents into the overall controller-agent, called overall controller. There is a hard conditional dependency between them that must be solved
(see structure diagram Fig. 2.8). Because the control problem is decomposed
in such a way that the safeguard control problem has a higher priority then the
tracking control problem, a Fixed Priority coordination mechanism seems to be
appropriate.
Before the tracking and safeguard controller-agents can be combined, the
resolution function of the Fuzzy Logic Addition coordination mechanism must be
defined. The Fixed Priority coordination mechanism expects a binary activation
signal. Therefore, the following resolution function is used:
µtracking


1 µtransient
0 else



0 or µregulator



0

(4.19)

That is, if the transient or regulator controller-agent want to get active,
the tracking controller-agency wants to become active.
Also, the operating regime of the safeguard controller-agent needs to be specified. Its operating regime depends on its operating state. If the safeguard
controller-agent is inactive, then it wants to become active if water level
max level (see Fig. 2.7). If the safeguard controller-agent is active, and
it is lowering the water level, it wants to become inactive if water level
safe level. That is, if the water level has reached the maximum level of the
vessel, the safeguard controller-agent turns off the pump and waits until the
water level has dropped up to safe level [m]. Then it is “safe” again to return the control of the pump. Figure 4.11b shows the operating regime of the
safeguard controller-agent.
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Figure 4.12 shows the overall organization of the solution. Notice the preservation
of the structure of the original control problem (see Fig. 2.8). This is in general
the case: the organization of a solution resembles the structure of the problem it
solves.

Figure 4.12 Organization diagram of a solution for the water vessel problem. The inputs and outputs have been left out to emphasize the hierarchical organization of the
controller-agents. Notice the correspondence between the organization and the structure
of the control problem (see Fig. 2.8).
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4.6 Concluding remarks
4.6.1 Summary
The principles of an agent-based framework to solve the integration problem of
locally operating controllers have been presented in this chapter. The framework builds on concepts from the local modeling approach, as described by Johansen and Murray-Smith (1997). Controller-agents, coordination and controlleragencies were introduced as the basic concepts to solve the integration problem
from a MAS perspective.
A controller-agent is a locally operating controller that contains a local control algorithm, local operating regime characterization, initialize and finalize functions.
The operating regime is characterized by a so called activation request function.
This function calculates a scalar activation request signal, which is used by a coordination object to coordinate the controller-agent with other ones. Depending
on the type of activation request function, the activation request signal can be
interpreted as signaling different intentions to the coordination object.
A coordination object handles the dependencies between controller-agents. It
decides, based on the intentions of the controller-agents, which one has to be
(in)actived. A second responsibility of the coordination object is to blend — if
necessary — the control actions of the coordinated controller-agents. Which particular coordination mechanism to use depends on the type of coupling between
the partial control problems whose solutions are implemented as the controlleragents. Five main classes (Parallel, Master-Slave, Competitive, Cooperative, Supervisor-like) of coordination mechanisms were identified and related to the coupling relationships that may exist between partial control problems.
A group of coordinated controller-agents can be considered as a controller-agent
itself, if is has the same interface as the latter. To realize this, the coordination
object has to be extended with a resolute function. This function calculates the
“group’s activation request signal”, given the individual activation request signals of the controller-agents. By considering a group of coordinated controlleragents as a controller-agent, a hierarchical organization of controller-agents and
controller-agencies can be constructed. This is a principle step in mastering complex control problems that involve many local controllers.
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An organization diagram was introduced that can be used as a tool to reflect upon
how to organize the solution.

4.6.2 What’s next?
In this chapter agent-related concepts were described to solve the problem of integrating local controllers. Although these concepts can be implemented by using
a block diagram oriented manner, it is more effective to have an environment that
is tailored towards dealing with these concepts. Such a tool can prevent certain
implementation faults from being made, is able to perform semantic checks on a
design specification, and stimulates the use of a particular design procedure. The
next chapter describes an implementation framework for multi-agent controlled
systems, that is based on the discussed concepts of controller-agents, coordination and controller-agencies.

Chapter 5

An agent-based composition
framework
In the new systems thinking, the metaphor of knowledge as a building
is being replaced by that of the network. As we perceive reality as a
network of relationships, our descriptions, too, form an interconnected
network of concepts and models in which there are no foundations.
Fritjof Capra, The Web of Life

5.1 Introduction
This chapter addresses the problem of actually realizing an agent-based multicontroller. Such a controller will also be referred to as a multi-agent controller.
Because the concepts described in the previous chapter are “custom-made”, there
is no ready to use framework available that offers structures to implement systems
based on them. Therefore, a new, high-level implementation framework is developed, called the Multi-Agent Controller Implementation Framework (MACIF),
that allows to implement agent-based multi-controllers by using concepts such as
controller-agents, coordination objects and controller-agencies. Furthermore, a
specification language is introduced, called the Multi-Agent Controller Specification Language (MACSL), to specify agent-based multi-controllers.
Section 5.2 describes the motivation to develop a high-level implementation
framework for multi-agent controllers. Section 5.3 presents an overview of
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MACIF, its components and their behavior. The water vessel control problem
that was presented in the previous chapters is used to illustrate how a multi-agent
controller can be constructed by using these components. Section 5.4 presents
a formal definition and behavior description of the components. The language
to specify a multi-agent controller in terms of these components is described in
Section 5.5. Finally, Section 5.6 summarizes this chapter.

5.2 Software implementation frameworks
In case an actual embedded controller must be realized, the control problem contains additional design aspects that must be considered. An embedded controller
consists of a computer, software that runs on the computer to calculate control
samples, and interface hardware (e.g., AD/DA converters) to connect the computer with physical sensors and actuators (Wijbrans, 1993). This makes that the
realization of an embedded controller requires a co-design of both the software
and hardware part of the system. Generally hardware design and interface technology no longer constrain the implementation of a controller (Wijbrans, 1993).
This part is therefore not considered here; only the realization of agent-based
multi-controllers in software is discussed.
For realizing agent-based multi-controllers in software the following choices are
available:
Modeling and simulation packages that allow to model and simulate physical
systems. Examples are SIMULINK (The Mathworks Inc., 2000) and 20sim (Controllab Products, 2000).
advantages — These packages provide the designer with a vast
amount of design and analysis tools for conventional control algorithm design. They also give the designer the opportunity to test the
controller on a model of the plant. In order to realize an embedded
controller, often an interface is provided to connect models to hardware, or a means for automatic code generation.
disadvantages — The packages often are based on block diagram,
bond graph or equation oriented modeling techniques, and therefore
they provide no structures to implement a controller-agent, coordination object or controller-agency directly. It is the designer’s responsi-
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bility to deal with issues related to the internal mechanisms of these
concepts.
Agent languages and platforms such as 3APL (Hindrik et. al, 1999), DESIRE
(Brazier et. al, 1997), SodaBot (Coen, 1994) and AgentBuilder (Reticular
Systems, 1999).
advantages — An agent language or platform provides structures to
specify agents, in terms of what they should do. Often, facilities are
available to distribute the agent system over different hardware platforms, which is beneficial if the target hardware consists of multiple
(heterogeneous) processors.
disadvantages — A major part of the agent languages provide agents
with a fixed architecture, or are aimed at programming logical reasoning systems. Therefore, the controller-agent, coordination object and
controller-agency concepts still can not be specified directly. Also, a
lot of platforms focus on business applications, possibly for the internet, and real-time behavior is hard to guarantee.
Real-time software libraries and operating systems (OS) such as Communicating Threads for Java (Hilderink, Bakkers end Broenink, 2000), the NISTRCS Software Library (Moore et. al, 1999) or RTLinux (FSMLabs, 2001)
advantages — Support for parallism, real-time behaviour and events
are provided. A major part of these libraries or OS can be used to develop embedded systems and they often provide means for distributed
computing.
disadvantages — A real-time OS may give a lot of computational
overhead (Wijbrans, 1993) and does not provide structures to specify a controller-agent, coordination object or controller-agency. Also,
programming real-time systems using the libraries is complex and requires extensive programming skills.
Programming languages such as Java, C, and C++.
advantages — For the mentioned programming languages, compilers
are available that produce code for a large range of different processors. Also, these programming languages generally allow to read and
write directly from hardware interface devices. Furthermore, the object concept of object-oriented programming languages, such as Java
or C++, allows for an easy implementation of the agent concept (see
also discussion in Section 3.2.1).
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disadvantages — A general programming language provides no design support, such as semantic model checks of the agent-based multicontroller. The fact that a general programming language provides
much programming freedom also introduces a great source of worries: programming errors can easily be made and require a lot of debugging. Finally, good programming requires extensive programming
skills and experience from the designer.
Considering the above mentioned choices, an implementation framework that relieves the designer from specific implementation details about the internal mechanisms of controller-agents, coordination objects and controller-agencies is preferable. Because none of the above mentioned choices offers a ready to use solution,
a new, high-level implementation framework is described in this chapter. The basis of this framework is a set of components (Szyperski, 1998). A component is
a software object that has a predefined functionality and an interface to connect it
with other components. Components can be specified independently from other
components and can be connected to each other in order to build more complex
composite components. Implementing a controller by using these components
comes down to simply “connecting” several components. Furthermore, in this
chapter also a specification language is developed to specify these components.
The reasons for using a component-based approach and to develop a specification
language are:
component-based software design resembles the block diagram oriented
modeling concept, which is generally known within the control engineering community,
components are easy to implement in general (object-oriented) programming languages,
components allow one to predefine structures with a particular functionality, such as the controller-agent, coordination object and controller-agency
concepts,
a dedicated specification language stimulates a particular design procedure,
by requiring a structured specification of the components,
a specification language allows automatic semantic model checks, which
prevents certain implementation faults from being made.
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A high-level, agent-based multi-controller specification can be translated into
software code that can be executed on some processor. For this research, a prototype implementation framework has been developed in C++, allowing to implement discrete-time, agent-based multi-controllers that run on a single PC; such as
shown by Fig 5.1.

Figure 5.1 Block diagram of discrete-time multi-agent controlled system.

5.3 Overview of MACIF
In this section an overview is given of the Multi-Agent Controller Implementation
Framework (MACIF).
A general control system consists of several software parts that are connected to
each other in order to exchange data. For example, most single-loop controllers
contain software modules that interface with physical sensors and actuators, and
a software module that implements the control algorithm. Multi-agent controllers
are more complex controllers, as they contain multiple control algorithms and
coordination objects. As motivated in the previous section, a framework is developed that builds on the idea of components. It will be shown how the controlleragent, coordination object and controller-agency concepts, which were discussed
in the previous chapter, can be mapped onto software components.
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There are two types of components:
composite components, which consist of other components; and
elementary components, which do not consist of other components.
An overview of the components provided by MACIF and the mechanism to connect them is given in the remainder of this section. The next section presents a
detailed description of these components.

The components of MACIF
MACIF contains six functionally different components to construct multi-agent
controllers:
sensor component: converts a value read from e.g an AD-converter into a
meaningful number;
actuator component: converts a meaningful number into a value that is
written to an output device;
multi-agent controller component: a composite component that implements
the overall controller and consists of sensor, actuator, and controller-agent
components, as well as one coordination object component;
coordination object component: a component that implements a coordination object;
elementary controller-agent component: a component that implements a
locally operating controller;
controller-agency component: a composite component that consists of a
coordination object component and a group of controller-agent components.
Figure 5.2 shows a class diagram of the relations between these different components. Both the multi-agent controller and controller-agency components are
composite components, as they consist of other components. The remaining components are elementary; their functional behavior is implemented by specifying
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Figure 5.2 Class diagram of the six components of MACIF: (a) A MAC is a composite component that consists of sensor, actuator, a coordination object and a group of
controller-agent components; (b) An elementary controller-agent and a controller-agency
component both have the same interface and can be considered as general controlleragent components. The controller-agency component consists of a coordination object
component and a group of controller-agent components.

particular attributes and methods of the component. The interfaces of an elementary controller-agent and a controller-agency component are the same; both
components can be considered as being general controller-agent components. A
formal definition of these six components in terms of their attributes, methods,
subcomponents and connections is given hereafter in Section 5.4.
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Water vessel control problem
In the previous chapter a solution was described for the water vessel control problem. An organization diagram of this solution is pictured in Fig. 4.12. From this
organization diagram an actual controller can be constructed. This is done by:
specifying sensor and actuator components;
specifying for each controller-agent, controller-agency and coordination object a corresponding component;
connecting the inputs and outputs of the components;
specifying the overall multi-agent controller component.
Figure 5.3 shows the implementation of the MAC that solves the water vessel
problem, based on the organization diagram of Fig. 4.12. Each component is pictured by a particular icon or symbol; some of them were already presented in
the previous chapter. The MAC (overall controller) contains two sensor components (water level, reference) to measure the water level and
the reference signal. It also contains an actuator component (pump current)
to steer the pump of the water vessel. Furthermore, it contains a coordination
object component (fixed priority) and two controller-agent components
(safeguard, tracking). The tracking controller-agent component is a
controller-agency component, that contains a coordination object component
(fuzzy logic addition2) and two elementary controller-agent components
(transient, regulator). In Section 5.5 a specification language is described
to specify these individual components and their connections.

Connecting components
Components can be connected to each other in order to exchange data. In order to
allow for connections to be made, each component needs to specify
inputs: variables that can be read from inside the component only; and
outputs: variables that can be written from inside the component only.
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Figure 5.3 Diagram of the components that make up the MAC that solves the water vessel
problem: (a) composite MAC component with two controller-agent components, two sensor components, one actuator component, and one coordination object component; (b)
the tracking controller-agent is a controller-agency component that consists of two
other controller-agent components and a coordination object component. The OEO, EII
and OI connections are explained later.

The inputs and outputs of a composite component, such as the tracking controller-agency component in Fig. 5.3, are called external inputs and external outputs. They provide a composite component with an interface to exchange data
with other components, such that externally the composite component can be regarded as if it were a one unit. This makes that composite components can be
added and removed from a group of connected components without modifying
the internal connections of the composite component. Also, modifying internal
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connections of a composite component can be done without modifying connections external to the composite component. Such an approach to connect components is similar to the Classic Discrete Event System Specification framework, as
described by Zeigler, Praehofer and Kim (2000).
Inputs and outputs have two properties: a name and a type. The name is used to
label the input or output. The type determines the type of the data that can be read
or written from the input or output.
Inputs and outputs are connected by means of connections. There are three different kinds of connections:
EII connection — A connection between an External Input of a composite component and an Input of a component that is part of the composite
component.
OEO connection — A connection between an Output of a component and
the External Output of the composite component it is part of.
OI connection — A connection between an Output of a component and an
Input of an other component in the same composition.
In Fig. 5.3 these different connections can be seen. There are some validity restrictions on connecting inputs and outputs:
Only inputs and outputs of components that are part of the same composition can be connected directly.
The type of both the input and output must be the same.
There cannot be a direct connection between a component inside and a component outside a composite component. If a component needs to be connected to a
component outside the composition, this must be done by means of the external
inputs and outputs of the composition.
An OI connection acts as a shared variable (see Fig. 5.4a). The EII and OEO connections act as pointers to shared variables. If an output is connected to multiple
inputs, then all connections refer to the same variable (see Fig. 5.4b). Also, if
multiple outputs are connected to the same input, then again all connections refer
to the same shared variable (see Fig. 5.4c). Consequently, if in the latter situation
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Figure 5.4 OI connections act as shared variables: (a) simple connection; (b) one output
to multiple inputs connection: each input reads the same shared variable x; (c) multiple
outputs to one input connection: the shared variable x contains the last written value from
the outputs.

multiple outputs write to the same input during the same sampling period, only
the last written value is remembered. It is the responsibility of the coordination
object to avoid ambiguous situations, in case they may arise.

Overall behavior of a MAC
The MAC component makes up the overall controller. Sometimes, it is desirable
to initialize and finalize the components of the overall controller at the starting and
stopping moments of the controller. For instance, to calculate and set parameters
or to read (write) parameters from (to) some initialization file. Therefore, a MAC
component is operated by three messages that come from outside the MAC (i.e.,
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the software environment in which the MAC operates). These messages are:
start() — This message is sent to initialize (the components of) the
MAC.
tick() — This message is sent at each sampling instance to indicate that
a new sampling period is started and that a control sample needs to be calculated.
stop() — This message is sent to finalize (the components of) the MAC.
Figure 5.5 shows a UML sequence diagram of these messages (an explanation of
UML sequence diagrams is given in Appendix A). Before the MAC component
is made operational, a start() message is sent to it. The MAC component will
initialize itself when it receives this message. Then, as long as the MAC component is operational, a tick() message is sent at each sampling instance. Before
the next tick() message is received, the MAC component must be finished with
completely handling the current tick() message. If it is not able to do so, the
MAC component is not operating correctly. This problem must be solved during the design of the MAC. For instance, the MAC can be given more resources
(computation time/power) or its components should be made less resource consuming. During operating time of the MAC, a signal should be generated when
this problem occurs to warn an operator. When the MAC component is made
inoperational, a stop() message is sent to finalize it and its components.

Figure 5.5 UML sequence diagram of MAC: a MAC is operated by means of three messages (start(), tick(), stop()) which come from outside the MAC.
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Two kinds of “information flows” exist between components: a message flow and
a data flow. Messages are sent to execute particular methods of components and
therefore can be considered as a control flow. The inputs and outputs are used to
exchange data between components and therefore can be considered as a data flow
between the components. The control flow between the components of MACIF
is fixed, and need not to be defined when implementing a MAC. The control flow
between the particular components of MACIF is described in the next section.
The data flow between components is specified by the designer when connecting
inputs and outputs.

5.4 Component class definitions
The multi-agent implementation framework (MACIF) comprises six components.
These components are defined in this section in terms of the particular attributes,
methods, subcomponents and connections they contain. Attributes are particular
variables a component may have. Methods are functions (pieces of program code)
that can be executed by a component.
The following four types of attributes are available:
inputs: variables that can be read only by methods of the component, and
which are written by other components connected to these inputs;
outputs: variables that can be written only by methods of the component,
and which are read by other components connected to these outputs;
parameters: variables which are set when specifying the component and
which can be read only by methods of the component;
state variables: variables which can be read and written by the methods of
the component only;
In the following subsections a definition of each of the six components is given,
as well as a description of the message passing protocol.
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5.4.1 Sensor component
A sensor component is a tuple
S


 O  Θ  X  st  sp  sense 

(5.1)

where
O is a set of outputs,
Θ is a set of parameters,
X is a set of internal state variables,
st is the start method to initialize the sensor component at the start event
of the MAC,
sp is the stop method to finalize the sensor component at the stop event of
the MAC,
sense is the sense method to read data from the memory of some physical
sensor/interface device and to convert the data into a meaningful number.
Sensors are used to read data from some physical sensor device. The start, stop
and sense methods therefore in general require hardware dependent software code.
The sense function is executed every sample period. The start and stop methods

Figure 5.6 Sequence diagram of a sensor component.
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are typically used to read and write some configuration file of the sensor, and to
initialize some state variables.
Besides reading data from the memory of some physical sensor device, it may be
desirable to filter the measured sensor signal. In order to implement a filter in the
sense function, parameters and state variables of the component can be used.
A sensor component can only be part of a MAC component (see also Fig.5.2), and
will only receive messages from this component. Figure 5.6 shows a sequence
diagram of a sensor component.

5.4.2 Actuator component
An actuator component is a tuple
A


 I  Θ  X  st  sp  actuate 

(5.2)

where
I is a set of inputs,






Θ X st sp as defined previously,
actuate is the actuate method that converts a meaningful number into a
value that can be written to the memory of some physical actuation device.
Actuators are used to write data to some physical actuation device. The start, stop
and actuate methods therefore in general require hardware dependent software
code. The actuate function is executed every sample period.
An actuator component can only be part of a MAC component (see also Fig.5.2),
and will only receive messages from this component. Figure 5.7 shows a sequence
diagram of an actuator component.
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Figure 5.7 Sequence diagram of an actuator component.

5.4.3 Elementary controller-agent component
An elementary controller-agent component is a tuple
CA

 I  O  Θ  X  q  st  sp  init  f in  act  ackn  cal  upd 


(5.3)

where










I O Θ X st sp as defined previously,
q is the operating state (q

  “active”  “inactive”  ),

init is the initialize method to initialize state variables of the control algorithm when the operating state of the controller-agent component becomes
“active”.
f in is the finalize method to finalize the state variables of the control algorithm when the operating state of the controller-agent component becomes
“inactive”,
act is the activation request method to calculate the activation request
signal µ of the controller-agent component,
ackn is the acknowledge method and implements the state transition diagram pictured in Fig. 4.2,
cal is the calculate method of the local control algorithm,
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Figure 5.8 Sequence diagram of elementary controller-agent component.

upd is the update method of the local control algorithm.
A controller agent component implements a locally operating controller, i.e. an
elementary controller-agent. In Section 4.2.2 the internal architecture of such a
controller-agent was described already. The methods mentioned here corresponds
with the discussed functions in Section 4.2.2.
The operating state q is a special attribute that can only be read by the methods
of the controller-agent component. It assumes two values only: “active” or “inactive”.
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The initialize and finalize methods are used to initialize or finalize the state variables. These methods can read the input attributes, but may not write to the outputs. The same holds for the update method. This method is used to update the
state variables. It may read the inputs of the component, but may not write to the
outputs. Only the calculate method may write to the outputs.
Figure 5.8 shows a sequence diagram of an elementary controller-agent component. The elementary controller-agent component is operational between the
start() and stop() messages. At each sampling period it receives an activation() message from a coordination object. Upon receiving this message,
it executes the activation request method and returns an activation request signal µ
(a real value). The activation request signal is received by a coordination object
component, which subsequently sends back an acknowledge signal; this mechanism was already described in Section 4.2.2. Depending on its operating state and
the received acknowledge, the elementary controller-agent component executes
particular methods (see also the state transition diagram in Fig. 4.2).

5.4.4 Coordination object component
A coordination object component is a tuple
CO

 I  O  Θ  X  nca  µ  nca  ack  nca  st  sp  res  dec  com 


(5.4)

where










I O Θ X st sp as defined previously,
nca the number of controller-agent components that the coordination object component coordinates,

 

µ nca the activation request input vector containing the activation signals
from the controller-agents,

 

ack nca the acknowledge output vector containing the acknowledge signals to the controller-agent components,
res is the resolute method to calculate the group’s activation signal,
dec is the decide method to (in)activate controller-agent components,
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com is the combine method to combine outputs of controller-agent components.
A coordination object component coordinates a group of controller-agent components. In Section 4.3.2 the functional behavior of a coordination object was
explained. A coordination object component has a special input (the activation
request input vector µ nca ) and output (the acknowledge output vector ack nca ).
These are used to coordinate the controller-agent components. The number of
controller-agent components nca and the connections related to the activation request and acknowledge signals between the controller-agent components and the
coordination object component are instantiated by default when building a composite MAC or controller-agency component; they need not be defined by the
designer.

 

 

Figure 5.9 shows the sequence diagram of a coordination object component, in
which the message flow of a coordination object component is illustrated.

Figure 5.9 Sequence diagram of a coordination object component.
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5.4.5 Multi-agent controller component
A multi-agent controller component is a tuple
MAC


 DS   Sds   ds
 

  
  



DS
DA  Ada da

CO D CAd d D OI



DA



(5.5)

where
DS is an index set of sensor component names,
Sds is a sensor component for all ds



DS,

DA is an index set of actuator component names,
Ada is an actuator component for all da



DA,

CO is a coordination object component,
D is an index set of controller-agent component names,
CAd is a controller-agent component for all d



D,

OI is a set of output-to-input connections.
A MAC component is a composite component that consists of a set of sensor,
actuator, and controller-agent components, as well as a coordination object component and a set of output-to-input connections.
Figure 5.10 shows a sequence diagram of the messages sent between a MAC component and its subcomponents. This diagram shows that when the MAC receives
a tick() message, it first sends a sense() message to the sensor components
to read data from the physical sensor devices. Subsequently, messages to the coordination object component are sent. The coordination object component decides
which controller-agent component may become/stay operational and should calculate control samples. If necessary, control samples from the controller-agent
components are combined by the coordination object component. Finally, the
MAC component sends actuate() messages to the actuator component to convert the control samples to data that is written to the physical actuator devices.
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Figure 5.10 Sequence diagram of a MAC component.

5.4.6 Controller-agency component
A controller-agency component is a tuple
CY


 I  O  CO  D   CAd  d  D   OI  EII  OEO 

where










I O CO D CAd OI as defined previously,
EII is a set of external-input-to-input connections,
OEO is a set of output-to-external-output connections.

(5.6)
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A controller-agency component contains a coordination object and a group of
controller-agent components, as well as a set of EII and OEO connections. Both
an elementary controller-agent and a controller-agency component have the same
interface, but have a different way of handling messages. Figure 5.11 shows how
a controller-agency component responds to different messages. Whereas an elementary controller-agent component has a specific method to handle activation() and acknowledge() messages, a controller-agency component responds to these messages by sending messages to its coordination object component.

Figure 5.11 Sequence diagram of controller-agency.
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5.5 Multi-agent controller specification language
This section describes a language to specify a MAC in terms of the six components that were defined in the previous section. This languages is called the MultiAgent Controller Specification Language (MACSL). It contains special keywords
to specify the elements of a component; these keywords are indicated by a bold
face, type writer font. A full syntax specification of MACSL is given in Appendix B.

5.5.1 Component classes and functions
Every component class specification starts with a keyword indicating the particular component class. The following keywords are available to specify one of the
six functionally different component classes: sensor, actuator, cagent,
coordination, mac, cagency. These keywords are used to specify respectively a sensor, an actuator, an elementary controller-agent, a coordination object,
a MAC and a controller-agency component class. These keywords must be followed by a name to label the component class. The end of a component class
specification is indicated by the keyword end. Listing 5.1 lists an example of the
specification of an elementary controller-agent.
cagent Regulator;
...// specification of component’s attributes, methods,
...// subcomponents and connections
end ;

Listing 5.1 Boundaries of a component class specification.

Besides component classes also custom functions can be defined within MACSL.
A function specification starts with the keyword function, followed by a return
type, function name, arguments, and some program code (compound statement).
A value can be returned by using the keyword return. An example of a function
specification is listed in Listing 5.2.
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function real fuzzy trapezoidal(real x, real p1, real p2, real p3,
real p4)
// fuzzy logic trapezoidal membership function
if (x < p1)
return 0.0;
else if (x < p2)
return ((x-p1) / (p2 - p1));
else if (x < p3)
return 1.0;
else if (x < p4)
return (1.0 - ((x-p3)/(p4-p3)));
return 0.0;


end ;

Listing 5.2 Example of a function specification.

A complete MAC specification listing consists of several function and component class specifications, followed by one MAC component class specification.
Listing 5.3 shows the structure of an overall MAC specification.
...// specification of functions and component classes
mac OverallController; // one MAC component specification
...// specification of subcomponents and connections
end ;

Listing 5.3 Structure of a complete MAC specification listing.

5.5.2 Inputs, outputs, parameters and state variables
Components may have one or more inputs, outputs, parameters or state variables.
These attributes are specified by using the keywords inputs, outputs, parameters and states respectively. Each of these attributes has an arithmetic
type. Currently, MACSL supports three data types: boolean (bool), integer
(int) and floating point (real). Besides a type, also one or more attribute names
must be specified. Parameters can be given an initial value when they are being
specified.
Listing 5.4 shows the specification of the inputs, outputs, parameters and state
variables of an elementary controller-agent that implements the Regulator
component class from Fig. 5.3b (by using a PI control algorithm; see Sec. 4.5.2).
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cagent Regulator; // implements a PI control algorithm
inputs
real reference;
real water level;
outputs
real pump current;
parameters
real Kp = 5.0; // proportional constant
real Ki = 0.1; // integral constant
real delta1 = 0.1; // constant to define operating regime
real delta2 = 0.2; // constant to define operating regime
states
real integrated error;
...// methods specification
end ;

Listing 5.4 Specification of inputs, outputs, parameters and state variables of the Regulator controller-agent component in Fig. 5.3b.

Several special attributes are available for particular components. First, there are
two special attributes available for all components, which are defined globally:
sampling time: a parameter of type real which contains the sampling time of the MAC; and
periods: an input of type int which contains the number of sampling
periods that have passed since the MAC started to operate.
Next, there are is a special attribute that can only be used by the methods of an
elementary controller-agent component:
active: an input of type bool which is true when the controller-agent
component is active and false when not.
Furthermore, there are three special attributes that can only be used by the resolute, decide and combine methods of a coordination object component:
nca: a parameter of type int which contains the number of controlleragent components the coordination object component coordinates; and
mu[nca]: an input vector of type real which contains the activation values of the controller-agent components the coordination object component
coordinates; and
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ack[nca]: an output vector of type bool which is written as acknowledge signals to the controller-agent components that the coordination object
component coordinates.
Finally, there is one special attribute that can only be used by the decide method
of the coordination object component:
acknowledge: an input of type bool which indicates whether the composition (group) of controller-agent components may become active.

5.5.3 Subcomponents
The MAC and the controller-agency components both contain other components,
so called subcomponents. The MAC may contain sensor, actuator and controlleragent components, as well as a coordination object component; the controlleragency only contains a coordination object component and controller-agent components. These subcomponents are specified by using the keywords sensors,
actuators, coordination and cagents. Notice that the keyword coordination is used to specify a coordination object class, as well as a coordination
object subcomponent. These keywords must be followed by a component class
name and one or more subcomponent names. When specifying subcomponents,
parameters of these components can be (re)defined. Listing 5.5 illustrates how to
specify subcomponents and to (re)define parameters.
cagency Tracking;
...
coordination
// Fuzzy Logic Addition coordination mechanism;
// it combines 2 inputs.
FuzzyLogicAddition2 fuzzy logic addition2;
cagents
Transient transient;
Regulator regulator( Kp = 1.0, Ki = 0.01 );
...
end ;

Listing 5.5 Specification of the subcomponents of the Tracking controller-agency
component class in Fig. 5.3b. The parameters of the subcomponent regulator are
(re)defined.
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5.5.4 Connections
The inputs and outputs of components can be connected in order to exchange data.
Connections are specified by using the keyword connections. This keyword
must be followed by one or more allowed (external)-input-(external)-output pairs.
To illustrate this, a complete specification of the Tracking controller-agency
component of Fig. 5.3b is listed in Listing 5.6.
cagency Tracking;
inputs
real reference;
real water level;
outputs
real pump current;
coordination
FuzzyLogicAddition2 fuzzy logic addition2;
cagents
Transient transient;
Regulator regulator( Kp = 1.0, Ki = 0.01 );
connections
water level -- transient.water level;
water level -- regulator.water level;
reference -- transient.reference;
reference -- regulator.reference;
transient.pump current -- fuzzy logic addition2.in0;
regulator.pump current -- fuzzy logic addition2.in1;
fuzzy logic addition2.out -- pump current;
end ;

Listing 5.6 Complete specification of Tracking controller-agency component of
Fig. 5.3b.

From Listing 5.6 it can be noticed that connecting subcomponents of a composite
component may be a laborious task, for a small number of subcomponents already.
A graphical tool, which allows one to connect inputs and outputs of components
graphically, would simplify this part of an overall MAC specification.

5.5.5 Methods
The six functionally different components of MACIF share twelve methods. The
specification of these methods is discussed hereafter.
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Start and stop methods
The start and stop methods of a component are specified by using the keywords
start and stop. These keywords must be followed by some program code
(compound statement). The start and stop methods are not allowed to use the
input and output attributes of a component; they are used only to initialize and
finalize state variables of the component at the start and stop events of the MAC.

Sense and actuate methods
The sense and actuate methods of the sensor and actuator components are specified by using the keywords sense and actuate. Also these keywords must be
followed by some program code (compound statement). However, these methods
will generally require hardware dependent software code and thus require program statements that cannot be specified with MACSL. Therefore, a possibility
has been created to include such code via a separate module by using the external keyword. Listing 5.7 lists an example of a sensor component class with
one output. The methods that require specific statements are defined in an external
file, e.g. in “external sensor example.h”. When using the external keyword to
include program code outside MACSL, only the interface of the component class
(class name, inputs, outputs and parameters) needs to be defined. State variables
and methods are defined in the external file.
sensor ExternalSensorExample;
outputs
real out1;
end ;
external "external sensor example.h";

Listing 5.7 Specification of externally defined sensor component

Initialize and finalize methods
The initialize and finalize methods of an elementary controller-agent component
are specified by using the keywords initialize and finalize. These keywords must be followed by some program code (compound statement). Although
these methods are allowed to read the inputs of the component, they are not al-
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lowed to write the outputs. Only the calculate method of the elementary controller-agent is allowed to write to the outputs.

Activation request method
The activation request function of an elementary controller-agent is specified by
using the special keyword activation. This keyword should be followed by
some program code (compound statement), which must return a real, scalar value
(i.e. the activation request variable µ; see Section 4.2.1). In Section 4.2.1 several
ways to characterize the local operating regime of a locally operating controller
based on a scalar value were discussed. Listing 5.8 shows an example of the
specification of the activation request function of the Regulator controlleragent component of Fig 5.3b.
cagent Regulator;
inputs
real reference;
real water level;
...
parameters
real delta1 = 0.1; // constant to define operating regime
real delta2 = 0.1; // constant to define operating regime
...
activation
real error = reference - water level;
return fuzzy trapezoidal(error,-delta2,-delta1,delta1,delta2);


...
end ;

Listing 5.8 Specification of the activation function of the Regulator controller-agent
component of Fig. 5.3b. The activation function should return a scalar real value.

The returned activation request value may also depend on the operating state of
the controller-agent. The special attribute active can be used for this purpose.
This is illustrated in Listing 5.9.
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cagent Safeguard;
inputs
real water level;
...
parameters
real max level = 0.5; // maximum water level
real safe level = 0.4; // safe water level
...
activation
if (not active)
return water level >= max level ;
else
return water level > safe level


...
end ;

Listing 5.9 Specification of the activation function of the Safeguard controller-agent
component of Fig. 5.3a. The activation function depends on the operating state of the
controller-agent component.

Calculate and update methods
The calculate and update methods of an elementary controller-agent component
are specified by using the keywords calculate and update. These keywords
must be followed by some program code (compound statement). The calculate
method is allowed to read the inputs and write the outputs, whereas the update is
only allowed to read the inputs.
Listing 5.10 illustrates the specification of the Regulator controller-agent component of Fig 5.3b, which implements a PI control algorithm. If the controlleragent becomes active, it initializes the integrated error variable to zero.

Resolute, decide and combine methods
The resolute, decide and combine methods of a coordination object are specified
by using the keywords resolute, decide and combine. These keywords
must be followed by some program code (compound statement). Listing 5.11
shows the specification of the FuzzyLogicAddition2 coordination object component of Fig.5.3b, which coordinates two controller-agents.
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cagent Regulator;
inputs
real reference;
real water level;
outputs
real control signal;
parameters
real Kp = 1.0; // proportial constant
real Ki = 0.1; // integration constant
real delta1 = 0.1; // constant to define operating regime
real delta2 = 0.1; // constant to define operating regime
states
real integrated error; // integrated error
initialize
integrated error = 0;


activation
real error = reference - water level;
return fuzzy trapezoidal(error,-delta2,-delta1,delta1,delta2);


calculate
real error = reference - water level;
control signal = Kp*error + Ki*integrated error;


update
if (active)
real error = reference - water level;
integrated error = integrated error + error * sampling time;




end ;

Listing 5.10 Complete specification of Regulator controller-agent component of
Fig 5.3b.

5.6 Concluding remarks
5.6.1 Summary
In this section an implementation framework was described to construct multiagent controllers by means of software components. A definition and a behavior
description of these components were presented.
In order to specify a multi-agent controller, a specification language was introduced. This language, named the Multi-Agent Controller Specification Language
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coordination FuzzyLogicAddition2;
// Fuzzy Logic Addition coordination mechanism that
// coordinates 2 controller-agents.
inputs
real in0;
real in1;
outputs
real out;
resolute
// if one of the controller-agent wants to become active,
// the controller-agency wants to become active
if (mu[0]>0.0 or mu[1]>0.0)
return 1.0;
else
return 0.0;


decide
// only if the group may become active (acknowledge == true)
// and the controller-agent wants to become
// active (mu[d] > 0.0) the controller-agent may
// become active (ack[d] == true)
ack[0] = acknowledge and (mu[0] > 0.0);
ack[1] = acknowledge and (mu[1] > 0.0);


combine
out = 0.0;
// if the controller-agent is active, add its weighted output
if (mu[0]>0.0) out = out + mu[0] * in0;
if (mu[1]>0.0) out = out + mu[1] * in1;


end ;

Listing 5.11 Specification of FuzzyLogicAddition2 coordination object of Fig.5.3b.

(MACSL), consists of special keywords. A complete definition of the syntax of
MACSL is given in Appendix B.
A given specification of a MAC can be automatically translated into software code
that can be executed on a computer. During this research a compiler has been
developed that translates a MAC specification into C++ code. This compiler is
used in the next chapter to realize an actual MAC. The combination of the MACSL
specification language and such a compiler makes the realization process of a
MAC less error-prone, and that it can be accomplished quickly and in a structured
way.
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5.6.2 What’s next?
With the definition and realization of MACIF everything needed is available to
demonstrate the ideas by using a real world control problem. This will be done in
the next chapter.
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Chapter 6

Application
Like Dewey and Montessori, Papert had come to the conclusion that
the most effective way for children to learn is not by rote memorizing
or by being told but by doing and - equally important - thinking about
what they are doing.
James P. Hogan, Mind Matters

6.1 Introduction
During the development of the presented agent-based design method for multicontroller systems, both simulation and “real-world” case studies were performed
to test the applicability of the proposed design method. These studies are:
design and implementation of an intelligent room thermostat (Assen, 1998;
Van Breemen & De Vries; 2001),
design and (partial) implementation of a safeguard module for an industrial
manipulator (Küpers, 1999),
design and implementation of a controller for the double beam experimental
setup (De Kruif, 1999),
design and implementation of a behavior-based controller for the autonomous mobile robot Arty (Balkema, Boer, Dertien et. al, 1999),
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controller design and implementation for a placement module of the Fast
Component Mounter (Jansen, Lubek & Seters, 1999),
design and simulation of the water vessel problem (Van Breemen & De
Vries, 2000),
modeling of the manufacturing process of corrugated cardboard process
(Van Breemen, De Vries & Striper, 2000),
design and simulation of a controller for the manufacturing process of corrugated cardboard (Striper, 1999),
From these studies, two cases are described here in detail, because of their “realworld” and industrial character. They are:
The design and implementation of an intelligent room thermostat.
The design and implementation of a controller for the Philips Fast Component Mounter.
For illustration purposes, this chapter starts in Section 6.2 with simulation results
of the water vessel problem, as this was used as running example during the previous chapters. In Section 6.3 the practical (real-world) problem of designing an
“intelligent” room thermostat is studied. Because of the specific design objectives and constraints, this problem could not be solved satisfactorily by a single
(traditional) control algorithm, such as a PID controller. Therefore, a divide-andconquer approach is applied and the problem is solved by using the agent-based
design method. Finally, Section 6.4 presents the design and implementation of a
controller for the Philips Fast Component Mounter, an industrial pick-and-place
machine. Because of the multiple design objectives, a divide-and-conquer approach was applied. Use of the agent-based approach resulted in a clear overview
of the structure of the overall controller, and in a structured way to realize the
controller.
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6.2 Simulation water vessel problem
6.2.1 Model of water vessel
The water vessel problem was already discussed in Chapters 2, 4 and 5. The problem was structured (see Fig. 2.8), elementary control problems were defined and
individual control algorithms were proposed (Section 4.5.2), the partial solutions
were organized into an overall solution (see Fig. 4.12) and finally the controller
was (partly) specified using MACSL (Section 5.5). The listing of the overall specification of the controller is contained in Appendix C.
Thus far, no simulation results were presented of the running water vessel example; this will be done in this section. A model of the water vessel is described in
(Van Breemen, 1996). Figure 6.1 shows the water vessel, together with the relevant parameters and variables. The dynamics of the water level h are described
by:
B
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where A is the area of the vessel, B the area of the hole, g the acceleration of
gravity, i the pump current and φ the pump constant.

Figure 6.1 Variable and parameter definition of the water vessel problem.
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Equation 6.2 represents the pump characteristics. The pump cannot pump water
out of the vessel and has an upper flow limit. The values for the parameters are
adopted from Van Breemen (1996) and shown in Table 6.1.
Table 6.1 Parameter values of water vessel model.

parameter
area of vessel A
area of hole B
maximum vessel height hmax
pump constant φ
maximum pump current imax

value
5.03e-3 [m2 ]
5.72e-6 [m2 ]
0.5 [m]
1.92e-3 [m3 /As]
20.0e-3 [A]

6.2.2 Parameter tuning
One aspect, not discussed so far, is to determine particular values of the parameters
of the PI control algorithm, and those of the operating regime of the safeguard,
regulator and transient controller-agents (see also Fig. 4.11). This will
be discussed here.
Formal methods are available to calculate the parameters of the PI controller,
given a model of the plant and a performance specification (see D’Azzo & Houpis,
1995; Åström & Wittenmark, 1990; or Van Breemen (1996) for an analysis of a
PI controller for the water vessel problem). However, because the water vessel
problem allows for easy manual tuning, this approach has been taken here. The
values of the PI controller are listed in Table 6.2.
Table 6.2 Parameter values of water vessel controller.

parameter
Kp
Ki
max level
safe level
δ1
δ2

value
1.0
0.1
0.5 [m]
0.4 [m]
0.01 [m]
0.02 [m]
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A difficult issue is to determine the parameters of the operating regime characterizations, as no general and formal theory is available to determine these parameters. Consider for instance the safeguard’s operating regime (see Fig. 4.11b).
At first instance, the condition at which it should become active seems to be
h hmax . Due to (numerical representation) inaccuracies, an equality condition
of this kind is hard to test in practice and therefore it is better to use the condition h hmax . Still, this condition determines only the proper event at which the
safeguard should become operational if the pump, or control computer, has
no (transportation) delay. In case their is a delay, the pump should be turned off
before the maximum level hmax has been reached to prevent an overflow. So, determining this condition relies on a good model of the delay time in the water vessel
system. The condition for terminating safeguarded control of the pump, and thus
determining when the safeguard should become inactive, is also non-trivial.
There are several possibilities:




Wait until the safeguard controller-agent gets a signal from an operator.
Wait some fixed amount of time.
Wait until the level has reached some safe level.
Which alternative to choose depends on the control objective of the safeguard
control problem. In general, a secondary set of design objectives or constraints
is needed to make a particular choice. In Section 4.5.2 the last alternative was
already chosen. The value of the safe level has been determined in an ad hoc
manner during simulation, and was given in Table 6.2. The consequences of these
choices will be revealed during simulation.
Determining the operating regimes of the regulator and transient controller-agents
resembles the calculation of values of fuzzy membership functions of a fuzzy
logic controller (see Fig. 4.11a). Nauck, Klawonn & Kruse (1997) mention that
for this stage of the implementation process of a fuzzy logic controller there are
no formal methods. Just like Lin & Lee (1996), they argue that there are basically
two methods to determine values for fuzzy membership functions:
Experience, engineering (domain) knowledge and heuristics can be used to
make “intelligent” guesses, followed by manual tuning of the paremeters.
Learning or self-organizing techniques can be applied, often based on neural network theory, to determine proper values.
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The first method has been used in this simulation, and the values of the membership functions are also listed in Table 6.2.

6.2.3 Simulations
In order to gain insight into the overall behavior of the multi-agent controller, the
controlled water vessel has been simulated. During these simulations the water
level has to be brought at several reference levels, as shown in Fig. 6.2a. These
levels were chosen such that all controller-agents would become active and inactive for several times. The overall controller system was simulated by using a
standard Euler integration method with an integration step equal to 0.01 [s].
In Fig. 6.2a the reference signal and water level are shown. This figure shows that
the overall control goal is realized: the water level reaches the reference levels,
and an overflow does not occur. Fig. 6.2b illustrates the operating state of the
controller-agents. The safeguard shows oscillatory behavior near t 250 s ,
which is caused by setting the reference level greater than the maximum water
level. The overall control signal, or pump current, is pictured in Fig. 6.2c and also
shows this oscillatory behavior. Figures 6.2d and 6.2e shows the activation request
signals of the
regulator and transient controller-agents. As expected, if

δ1  r h  δ2 both controller-agents are active and their control signals are
combined into an overall control signal.




The frequency of the oscillatory behavior is determined by the moments at which
the safeguard controller-agent becomes active and inactive. These moments
depend on the values of max level and safe level. If the latter parameter
is given a value closer to the former, the frequency will increase.

6.2.4 Modifying the controller
To demonstrate how easy it is to modify the design of a multi-agent controller, the
water vessel control problem is reformulated with regard to the safeguard control
problem. Instead of preventing an overflow by turning off the pump, now the
objective is to keep the water level at the maximum level in case the tracking
controller-agent would cause an overflow. Figure 6.3 shows a structure diagram
of the reformulated part of the water vessel problem.
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Figure 6.2 Simulation results of the water vessel problem: (a) water level h and reference
r (as before); (b) operating states of controller-agents; (c) overall control signal i (pump
current); (d) activation request signal µ of transient controller-agent; (e) activation
request signal µ of regulator controller-agent.
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Figure 6.3 Structure diagram of modified water vessel control problem.

Compared with the original problem decomposition (see Fig. 2.8), the following
differences are noticed:
The coupling relationship between the tracking and safeguard control problems has changed from a hard conditional dependency into a subordinal
dependency. This is caused by the fact that the safeguard now must modify
the control signal calculated from the tracking control problem.
The safeguard now is a compound control problem, and consists of two
partial control problems, between which a hard conditional dependency exists. The first partial problem consists of adjusting the control signal in case
an overflow would occur. The second partial control problem consists of
passing on the control signal in case an overflow is not expected to occur.
The tracking control problem has not been changed.
In case a control signal is calculated by the tracking controller-agent that would
result in an overflow, it must be adjusted such that the water level is kept at the
maximum water level hmax . Setting the control signal equal to the steady state
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pump current at h hmax will realize this. The steady state pump current at h
hmax is calculated by setting ḣ t
0 and h t
hmax in Eq. 6.1 and 6.2:
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The controller-agent that adjusts the control signal in case an overflow would occur is called adjust control signal. This controller-agent should become
active if
h hmax and i isteady hmax
(6.4)




because this condition determines the situation in which an overflow is expected
to occur. The controller-agent should become inactive again if
i  isteady hmax

(6.5)

because this condition determines when the water level is expected to decrease
again.
The controller-agent that passes on the control signal in case an overflow would
not occur is called pass control signal. It should be active in situations
the adjust control signal controller-agent doesn’t want to be active. This
behavior can be realized by using a Fixed Priority coordination, giving the adjust control signal controller-agent the highest priority and letting the
activation request function of the pass control signal controller-agent always return 1 0. The organization diagram of the modified water vessel controller
is illustrated in Fig. 6.4. A listing of the overall specification in MASCL is given
in Appendix C.
Simulation results are obtained by using the same experimental settings as in the
previous case. Figure 6.5 shows these results. If both simulations are compared, a
different behavior of the controlled system is noticed in case an overflow is about
to occur. The modified controller keeps the water level at the maximum level
hmax and oscillations are not noticed, whereas the original controller resulted in
oscillatory behavior. The behavior of the controlled system in case no overflow
would occur is, as expected, the same.
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Figure 6.4 Organization diagram of modified solution of water vessel control problem.
The inputs and outputs has been left out (except for the signal passed between the master
and slave controller-agents) to emphasize the hierarchical organization of the controlleragents.

6.2.5 Evaluation
From these simulations the following conclusions are drawn:
Because the integration of several local control algorithms is performed in
a structured way, it is straightforward to pinpoint local control algorithms
that causes unwanted or undesirable behavior. This simplifies “debugging”
the overall controller.
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Figure 6.5 Simulation results of the modified controller of the water vessel problem: (a)
water level h and reference r; (b) operating states of controller-agents; (c) overall control
signal i (pump current); (d) activation request signal µ of transient controller-agent;
(e) activation request signal µ of regulator controller-agent.
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Modifying an existing multi-agent controller is done in a direct and structured way. It requires only to make adjustments to the actual parts being modified. Modifying the safeguard of the controller and generating
new simulation results was just a matter of minutes. This is caused by the
fact that the unmodified part of the controller (tracking controller-agent)
could be reused without adjustments, and by the availability of a library of
general coordination mechanisms.
The compiler developed during this research to translates a high-level specification of a multi-agent controller into C++ code works properly. This
indicates that the design choice made in Section 5.2 — separating the highlevel specification part of a multi-agent controller from the translation info
a development-platform-dependent part — is justified.

6.3 Room thermostat control problem
6.3.1 Problem description
The second application considered is the design of a thermostat for domestic heating systems. These systems are composed of a heater, radiators and a thermostat
(see Fig. 6.6a). The heater burns natural gas to warm water, which is pumped
through the radiators in all rooms. The thermostat is the control unit, which senses
the temperature in the principal room and sends a control signal to the heater.
A thermostat is to be designed for domestic heating systems using a High Efficiency heater. This is a modulating heater. Between 30% and 100% of its maximum burning power, the heater will deliver the requested amount of heat. Below
30%, the heater should be controlled by an on/off (0%/30%) signal. At lower
burning powers (i.e., near 30% burning power) the High Efficiency heater is more
efficient. In Fig. 6.6b the heater’s characteristics are depicted.
The thermostat should be designed so that the following objectives are met:
User comfort The temperature should be regulated within a particular region,
called the comfort zone, about the reference setpoint. This is illustrated in
Fig. 6.6c.
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Figure 6.6 Thermostat problem: (a) diagram of heating system; (b) heater’s characteristics; (c) example of user comfort zone and reference time.

Reference time It must be possible to program time instances by which a particular setpoint temperature must have been reached (see Fig. 6.6c).
Minimal switches The number of on/off switches of the heater should be minimal, in order to reduce wear and tear and noise in the heating system.
No manual tuning The control algorithm should be capable of dealing with all
relevant thermal characteristics and conditions that may occur in any house
(the heat capacity may vary by over a factor of 3 between houses, and may
change by 25% within a single house).
No overshoot & minimum time New temperature setpoints should be reached
as fast as possible and without overshoot.
The straightforward (and currently used) solution to solve this problem for High
Efficiency heaters is a conventional, manually tuned, PID controller. An additional nonlinear signal processing element is used that generates a switching
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steering signal whenever the output of the PID controller is between 0.0 and 0.3.
However, the performance of this control system is not satisfactory. The number
of switches is high, because the PID controller tries to keep the room temperature
very ’tightly’ at the reference setpoint. Also, the PID controller does not solve the
reference time problem and it is not sufficiently robust for parameter variations in
different houses.
Another approach to this thermostat problem was taken by Rijckaert (1999), who
used a predictive controller to solve the problem. The predictive controller calculates a control signal based on a cost function, which takes into account the
water and room temperature, the number of switches and the gas usage. The cost
function is minimized over a finite time horizon for a control signal with an amplitude range of 1024 possible values. Rijckaert concluded that, despite the fact
that the results were good during the simulation of a single house model, the predictive controller was not robust for parameter uncertainty. That is, for different
houses the predictive controller gave non-optimal results. Furthermore, the optimization routine of the predictive controller required too much computational
power (caused by the large input range) to be implemented on an embedded computer. To overcome this problem, it was suggested that the operating regime of
the thermostat is divided into several regions, so as to reduce the size of the input
range in each region. This, in fact, is a multi-controller approach that requires
switching among different control algorithms.
The multiple design goals (user comfort, reference time, minimal number of
switches, no manual tuning, no overshoot & minimum time) and the multiple constraints (hybrid actuation signal, uncertain thermal characteristics, limited computation power) increase the complexity of the control problem. Deriving a conventional overall model (e.g. a set of differential equations) that contains every aspect
of the control problem, and designing one controller that fits all objectives and design constraints, is difficult. Therefore, the agent-based design method is applied
and the overall problem is divided into a set of partial control problems. Each
partial control problem is solved individually, by using a solution method that is
suitable for that particular partial control problem. In this way, the multiple design
goals and constraints are coped with individually.

6.3.2 Structuring the problem
The room thermostat problem described in Section 6.3.1 is solved by decomposing it into a set of partial control problems. Solving the partial control problems is

6.3 Room thermostat control problem

147

easier than solving the overall control problem in one go, because only the control
objectives and design constraints that are relevant within the context of a particular partial control problem have to be considered when solving that problem. This
reduces the complexity of solving the overall thermostat control problem.
The first decomposition of the overall thermostat control problem is into a setpoint
generation and tracking problem. This is illustrated in Fig. 6.7. The setpoint generator solves the problem of the reference time, as it should generate a setpoint
signal, so that the controller-agent that solves the tracking control problem brings
the temperature to the right setpoint at the right moment in time. The setpoint generator identifies the amount of time this controller-agent needs to change the room
temperature from the current setpoint to a new setpoint. A subordinal dependency
exists between these two partial problems, as the tracking control problem needs
a reference setpoint from the setpoint generator in order to be solved.
The tracking control problem is further divided into two partial control problems:
a transient control problem, and a regulation control problem. The transient control problem is at hand whenever a large setpoint change occurs. The heater should

Figure 6.7 Structure diagram thermostat problem.
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be controlled at full or no burning power. Whenever the setpoint level is constant, and the room temperature is near the setpoint, a regulator should control the
heater. This decomposition is motivated by the fact that in contrast to the regulator, the transient control problem is solved by useing either 0% or 100% burning
power in order to reach a new setpoint as fast as possible. Because of this, parameter uncertainties do not influence the amplitude of the control signal. Only
the moment in time at which the burner should be turned on and off is influenced.
Uncertainties that influence this moment are dealt with by using a learning control algorithm. Also, the user’s comfort zone is relevant only for the regulation
problem. The coupling relationship between the transient and regulation control
problem is modeled as a hard conditional dependency, as at any moment only one
of these control problems is relevant.
A final decomposition of the transient control problem is made by decomposing
it into a bang-bang-up and a bang-bang-down control problem. These two partial
problems are elementary problems. When the new setpoint is below the current
room temperature, the heater should be turned off. However, when the new setpoint level is above the current setpoint level, the heater should be turned on at full
burning power, and turned off at the right moment, so that there is no large overshoot. There is a hard conditional dependency between these two partial control
problem, as only one control problem will be relevant at any particular moment.
Finally, the regulation problem is decomposed into the problem of switching at
low burning power (0 - 30%) and steering at modulated burning power (30 100%). These two control problems are also elementary control problems. At
low burning powers the objective is to minimize the number of on/off switches.
When modulating the burning power the heater may become saturated. When this
happens the integral term of the control algorithm may become very large. Therefore, saturation should be detected. Again, there is a hard conditional dependency
between these two control problems, as only one control problem will be relevant
at any particular moment.
Figure 6.8 illustrates the objective and constraints the are relevant for each of the
elementary control problems. As can be seen, each elementary control problem
only deals with a limited number of objectives or constraints.
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Figure 6.8 Objectives and constrains that are relevant for the particular elementary control problems.

6.3.3 Solving the partial problems
After having structured the overall thermostat problem, the elementary control
problems can be solved. The solutions of the five elementary control problems
are described in detail hereafter.

Setpoint generator (SG)
One feature of the thermostat is the possibility of programming the reference time
instances at which a particular room temperature must be reached. Whenever a
setpoint change is going to occur at an upcoming time instance t 1 (see Fig. 6.9a),
and the new setpoint is higher than the current room temperature, the heater should
be turned on. In order to achieve a room temperature equal to the new setpoint at
t1 , the heater should be turned on for a certain period ∆t predicted before t1 . This task
is carried output by the setpoint generator controller-agent, which always
wants to be active. This controller-agent should learn to predict the time ∆t predicted
that is needed to warm the room to a particular temperature setpoint.
The setpoint generator controller-agent contains a list of daily room temperature setpoints. It continuously monitors whether a change in setpoint is going
to occur. When this situation arises, it generates a ’virtual’ setpoint change of
equal magnitude at the predicted time instance t 1 ∆t predicted . The time ∆t predicted
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Figure 6.9 (a) Virtual setpoint. (b) The predicted period ∆t predicted is calculated by use
of a neural network. (c) Inputs and outputs of the setpoint generator controlleragent.

is calculated by use of a simple neural network. The required change in setpoint
level ∆T is used as input variable to predict ∆t predicted (see figure 6.9b). The virtual
setpoint is sent to the tracking controller-agent. When the room temperature
has reached the new setpoint level, the actual period ∆t actual that was needed is
determined, and if necessary, the weights of the neural network are adjusted. In
this way, the setpoint generator controller-agent meets the requirement of
automatic tuning.

Bang-bang-down (BBD)
The bbd controller-agent is designed to decrease the room temperature whenever
the room temperature is more than ∆TBBD above the current setpoint level. Its
wants to become active if
Troom


Tset point

∆TBBD

(6.6)
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where ∆TBBD is some positive constant. The room temperature is decreased by
turning off the heater. Whenever the above condition becomes false the bbd
controller-agent wants to become inactive again. This is the case when the room
temperature has been sufficiently lowered, or at an upward change of the setpoint
level. In Fig. 6.10 the inputs and outputs of the bbd controller-agent are depicted.

Figure 6.10 Inputs and outputs of the bbd controller-agent.

Bang-bang-up (BBU)
Whenever the actual room temperature is more than ∆TBBU below the current setpoint level, the room temperature has to be brought back up to the setpoint’s level
as fast as possible. This task is carried out by the bbu controller-agent. This
controller-agent wants to become active if
Troom

∆TBBU

Tset point

(6.7)

where ∆TBBU is some positive constant. The control algorithm is based on the
bang-bang principle. By using only maximum or minimum power the desired
state is reached in minimum time.
The moment to turn off the heater is estimated by a neural network. The temperature at which the heater should be turned off is called the shut-off temperature Tshut o f f (see Fig. 6.11a). It is assumed that there is a (nonlinear) relation between this shut-off temperature and the required temperature rise ∆Tin
( Tset point Troom ), that is


Tshut o f f Tset point ∆Tout
with ∆Tout f ∆Tin 








(6.8)

The bbu controller-agent first calculates the shut-off temperature. The shut-off
temperature naturally must be between the setpoint level and room temperature.
Whenever this is not the case, the neural network has made a wrong prediction and
must be adapted. When the shut-off temperature is between the setpoint level and
the room temperature, the heater is turned on (at 100% of the maximum burning
power). When the room temperature reaches the shut-off temperature, the heater is
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Figure 6.11 (a) Time response bbu controller-agent. (b) The shut-off temperature
Tshut o f f  Tset point  ∆Tout is calculated by use of a neural network. (c) Inputs and
outputs of the bbu controller-agent.

turned off. The room temperature will still increase due to the delay in the house.
Whenever the room temperature reaches a maximum and starts to decrease, the
bbu controller-agent finishes executing its task. This situation is defined by the
condition
Troom Tshut o f f and Ṫroom  ε
(6.9)


where ε is a small constant. The relation between temperature jump ∆Tin and
the shut-off temperature is learned by a neural network (see Fig. 6.11b). A correct prediction of the shut-off temperature can only be expected after the bbu
controller-agent has executed its task several times. Each time it executes and finishes its task, new information becomes available that is used to adapt the neural
network. Thus, the auto-tuning requirement is met.
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OnOff
The on off controller-agent wants to become active when the room temperature
is near the setpoint level, defined by:
Troom


Tset point

∆Tmod

(6.10)

where Tmod is some positive constant. The controller-agent becomes inactive when
this condition is false. When active, it generates an on/off (30/0%) control signal
so that the room temperature swings about the setpoint, just within a region defined by ∆Tcom f ort (see Fig. 6.12). By doing so, the number of on/off switches
will be minimal. The region has to be chosen in such a way that an inhabitant of
the house does not notice the temperature fluctuations. The moments in time to
turn the heater on and off depend on the house’s characteristics. The same neural network strategy that was used for the bbu controller-agent has been used to

Figure 6.12 (a) Time response on off controller-agent. (b) Inputs and outputs of the
on off controller-agent.
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determine these moments. This time however, the derivative of the room temperature is also used as an input to the neural network.

Modulating
The modulating controller-agent uses a PI control algorithm to generate a
modulated control signal to steer the heater between 30% and 100% of its capacity. The condition under which the modulating controller-agent wants to become
active is given by
Troom Tset point ∆Tmod
(6.11)
where ∆Tmod is some positive constant. When the modulating controller-agent
gets active, the initialization function resets the integrator of the PI control algorithm to zero. When the on off controller-agent is active, and a power demand
higher than 30% is needed, the temperature will decrease naturally until it gets to
the region where the modulating controller-agent will take over control. The
modulating controller-agent wants to become inactive whenever it calculates a
control signal that controls the heater below 30%, and if the room temperature is
higher than Tset point ∆Tmod :
a

30%

and

Troom


Tset point

∆Tmod

(6.12)

Figure 6.13 shows a typical time response of the modulating controller-agent.

6.3.4 Organizing the individual solutions
After having solved the elementary control problems in the previous section, all
solutions must be integrated into an overall solution. This is done by organizing
the controller-agents, which requires to select proper coordination mechanisms
and to group the elementary controller-agents into controller-agencies. The overall organization of the elementary controller-agents is described in detail hereafter.

Transient
The transient control task is implemented by the transient controller-agent.
This controller-agent is a combination of the bbu and bbd controller-agents.
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Figure 6.13 (a) Time response modulating controller-agent. (b) Inputs and outputs of
the modulating controller-agent.

There is a hard conditional dependency between the partial control problems these
controller-agents solve. The bbu controller-agent never wants to be active whenever the bbd controller-agent is active, because the local operating conditions
exclude this situation. However, it may happen that the bbd wants to become active when the bbu is active, for instance, when a large overshoot occurs. Because
the bbu controller-agent was active first, this one should stay active and finish its
task in order to assure that the adaptation of the neural network’s weights performs
properly. Therefore, a First Stays Active coordination mechanism is applied (see
Fig. 6.14).

Regulator
The regulation task is carried out by using the on off and modulating controller-agents. It is expected that most of the time a low burning power (0-30%) is
needed to regulate the room temperature. Therefore, whenever the modulating
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Figure 6.14 Organization diagram of thermostat problem. The inputs and outputs has
been left out (except for the signal passed between the master and slave controller-agents)
to emphasize the hierarchical organization of the controller-agents.
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controller-agent wants to become active, this is seen as an exception. A Fixed Priority coordination mechanism is used to handle the hard conditional dependecny.
The modulating controller-agent is given a higher priority than the on off
controller-agent.

Tracking
The tracking task is implemented by the tracking controller-agent. It is a combination of two other controller-agents: the transient controller-agent and the
regulator controller-agent. As illustrated in Fig. 6.7, there is a hard conditional dependency between the partial control problems that the two controlleragents are solving. It is assumed that most of the time the tracking controlleragent has to keep the room temperature at some constant setpoint level, and that
setpoint changes occur now and then. Therefore, the transient and regulator controller-agents are coordinated by using a Fixed Priority coordination
mechanism. The transient controller-agent is given a higher priority than the
regulator controller-agent.

Thermostat controller-agent
The subordinal dependency between the setpoint generator controlleragent and the tracking controller-agent requires a Master-Slave coordination
mechanism. The obtained controller-agent is called the thermostat controlleragent.

6.3.5 Experimental results
The discussed thermostat has been designed in a research period before the
MACIF was completed. Therefore, it was implemented directly in C++. No specification of the thermostat in MACSL is available, but real-world experiments were
performed.
Practical measurement results in two real houses are given in Fig. 6.15 for test
house 1, and in Fig. 6.16 for test house 2. These measurements cover a period of
60 hours. In the first diagram, the room temperature and the setpoint generated by
the setpoint generator controller-agent are plotted. In the second diagram,
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Figure 6.15 Measurements of actual realized thermostat (test house 1): (a) room temperature and setpoint; (b) heater power; (c) active controller-agent.

the control signal to the heater is given. In the third diagram, switching between
the (elementary) active controller-agents is displayed.
Switching between the controller-agents happens normally. There
is no ’strange’

switching behavior. Whenever there is a large setpoint change ( 2 Celcius degrees), the bbu controller-agent becomes active. It generates a control signal
for 100% heater capacity and turns off at the right moment. In Fig. 6.15 the bbu
controller-agent fails its task near t 22 hours; however, the bbu controller-agent
learns during control. It will correct this behavior after a certain period of being
active.


During the regulation mode, the on off controller-agent generates an on and
off signal that swings the room temperature around the setpoint. Whenever the
room temperature passes its upper band, the bbd controller-agent takes over. A
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Figure 6.16 Measurements of actual realized thermostat (test house 2): (a) room temperature and setpoint; (b) heater power; (c) active controller-agent.

modulated signal is generated when the modulating controller-agent is active.
The overall conclusions is that different ”modes” in the behavior of the room
temperature can be distinguished, each mode generated by a particular controlleragent. For each mode, the behavior can be observed and tested to see whether
it fulfills the objective of that particular mode. If necessary, the parameters of
a controller-agent can be locally tuned in order to optimize its behavior without
affecting the behavior of the other controller-agents.
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6.3.6 Evaluation
From this application the following conclusions are drawn:
Decomposing a multiple objective and multiple constraint control problem
in a set of partial control problems may significantly simplify solving the
problem. This is caused by the fact that each partial control problem only
has to deal with a limited number of objectives and constraints that are relevant for the local operating regime of the partial control problem. Figure 6.8
illustrates this for the thermostat problem.
The agent-based approach resulted in a decomposition of the control problem such that each elementary control problem could be solved independently from the remaining partial control problems. Integrating the controller-agents could be performed without consideration of the particular
control algorithms of the controller-agents. Only the coupling relationships
between the partial control problems, as shown by the structure diagram in
Fig. 6.7, were needed to motivate the particular coordination mechanisms
used to integrate the controller-agents into an overall controller.
The overall thermostat shows a diverse spectrum of behaviors, which in
total meets the multiple objectives.
While the structuring of the control problem was performed in a top-down
fashion, the synthesis of the overall solution was performed in a bottom-up
manner. It is believed that this pattern is typical for multi-objective control
problems.

6.4 Fast Component Mounter
6.4.1 Problem description
The final application that is studied is the design and implementation of a controller for a Placement Module (PM) of the Fast Component Mounter (FCM) of
Philips (Philips, 2000). The FCM is a pick-and-place machine used for the assembly of printed circuit boards. It comprises a series of up to 16 servo-controlled
pick-and-place robots, the so-called Placement Modules. Figure 6.17 shows the
FCM and a Placement Module.

6.4 Fast Component Mounter

161

Figure 6.17 Fast Component Mounter and Placement Module (Philips, 1998).

During previous research (Coelingh, 2000) control algorithms were developed for
positioning the long stroke of the end-effector of a PM. During the implementation
of these control algorithms, “additional” control problems were encountered:
The position is measured by using a position encoder mounted on the motor
of the PM. The encoder provides a relative position measure only. Therefore, the end-effector needs to be homed.
When the PM is operational the end-effector may hit the frame of PM. Especially, during the experimental phase of the development of a particular
control algorithm this may happen.
After an exceptional situation (i.e. hitting the frame), the pick-and-place
task must be re-started; a new pick-and-place path is to be tracked.
In this section the design of a controller is described which deals with these additional aspects in a structured way.

6.4.2 Structuring the problem
The first stage of solving the overall FCM control problem consists of structuring
the problem. Figure 6.18 shows the structure of the FCM control problem, which
is discussed in detail hereafter.
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The end-effector must be homed to a reference position. Therefore, the first decomposition of the overall control problem is into the problem of homing the endeffector, and controlling the end-effector after it has been homed. The first partial
control problem is an elementary control problem as it will be solved directly; the
second is a compound control problem. These two partial control problems are
coupled by a hard conditional dependency. In particular, the coupling is a sequential dependency, because the homing task must be finished before the end-effector
can be controlled.
After the end-effector has been homed, it should be position at the center of the
PM. The sensor value read at that moment is used as an offset value to calculate
a position signal which is zero at the center position. The problem of controlling
the end-effector after it has been homed, is therefore divided into the problem of
subtracting an offset from the measured position, and designing a controller that
operates safely. The first problem is an elementary control problem once again;
the second is a compound control problem. These two partial control problems
are coupled by a subordinal dependency, as the latter problem needs the position
signal from the former control problem.
Also the problem of designing a safe controller is divided into two partial control problems. The first is the design of a safeguard, that prevents the end-effector
from hitting the frame of the PM. The second partial control problem is the design
of a controller that controls the end-effector under normal operating conditions.
Both problems are compound control problems and are coupled by a hard conditional (priority) dependency. Either the PM is operating under normal conditions
and is carrying out its pick-and-place task (lowest priority), or the safeguard is
active to prevent the end-effector from hitting the frame (highest priority).
The safeguard control problem consists of two elementary control problems.
When the end-effector is out of a safe region, it must be decelerated actively
first. After the end-effector stands still, it must be positioned at the center of the
PM in order to restart the overall pick-and-place task. Both problems are elementary control problems and are coupled by a sequential dependency.
If the end-effector is within the safe region, the pick-and-place task must be carried out. This task is specified by a reference path, which prescribes the path the
end-effector must follow. A path generator and a PD controller must be designed
to carry out the pick-and-place task under normal operating conditions. Generating the path is a compound control problem, as a path will be constructed by using
three different (second order) subpath trajectories (one aperiodic startup subpath,
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Figure 6.18 Structure diagram FCM control problem.
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followed by a periodic path consisting of two second order subpaths). Designing
a PD controller is an elementary control problem and was already addressed by
Coelingh (2000). Both problems are coupled by a subordinal dependency, as the
PD controller needs a reference calculated by the reference generator.

6.4.3 Solving the partial control problems
After the FCM control problem has been structured, each elementary control problem can be solved individually. This is done in this section. The MACSL listing
of each controller-agent are given in Appendix C.

Homing
The first elementary control problem to solve is the problem of homing the endeffector. The overall task of the PM is to pick and place components. The endeffector should be positioned at the center of the PM when starting with this task.
The center position is shown by the schematic diagram of the PM in Fig. 6.19.
The following aspects are relevant:
no absolute position is available;
the homing procedure is executed before the safeguard routine is active,
and therefore it is safer to do the homing in an open-loop control setting
and slowly moving the end-effector.
Considering these aspects, the following homing procedure is proposed:
slowly move the end-effector to the left most position and store the sensor
value;
slowly move the end-effector the right most position and store the sensor
value;
calculate the center position by using the left and right most sensor values
and move the end-effector to this position.
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Figure 6.19 Schematic diagram of placement module of FCM.

There are no sensors to detect whether the end-effector is at the left or right most
position. Therefore, these positions are detected by measuring the velocity of the
end-effector. Whenever the end-effector is at the left or right most positions, it
hits the frame of the PM and consequently the velocity becomes zero. Because
the end-effector starts with zero velocity, the left or right most position is detected
whenever the velocity is zero for wait time second. The open-loop torque is
determined from practical experience; applying a torque of 0.08 [Nrad 1 ] moves
the end-effector slowly.
Figure 6.20 shows a state transition diagram of the homing procedure. This procedure is implemented by a controller-agent named homing. A full specification
of this agent in MACSL is given in Appendix C.

Figure 6.20 State transition diagram of homing procedure.

Offset
To obtain a position signal which is zero when the end-effector is positioned at the
center of the PM, an offset must be subtracted from the measured position signal.
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This is realized by the offset controller-agent. After the homing controlleragent becomes inactive, the end-effector is positioned at the center of the PM.
Now, the offset controller-agent will become active. Upon initialization, it
will store the sensor value read at that moment. This sensor value is the offset
value which is subtracted from upcoming sensor values to generate the desired
position signal.

Brake
Because the PM is currently used to experiment with different control algorithms,
it is important to have a safeguard that prevents the end-effector from hitting the
frame. In order to stop the end-effector as fast as possible when it passes some
safety limits, active braking is desirable. This means that a torque needs to be
applied to decelerate the end-effector. Whenever the end-effector stands still (zero
velocity), the brake routine is finished.
The minimal safety limits can be calculated by taking into account the maximum
velocity and acceleration of the end-effector. These are specified as 1 [ms 1 ] and
10 [ms 2 respectively (Philips, 1998). The minimal safety limits become:
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To increase the safety, the safety limit is set equal to twice the minimal safety
limits. The overall range of the PM is 0.5[m]. Therefore, the safety limits become
-0.15 and 0.15 [m]. This is illustrated in Fig. 6.19.
Finally, instead of applying the maximum torque to decelerate the end-effector,
the torque is made dependent on the velocity. That is, when the end-effector is
moving slowly across the safety limits, less torque is applied then in case the
end-effector moves fast across the safety limits. Figure 6.21 shows the relation
between the applied torque and measured velocity. This relation is given by :





2
1 Nrad 1
(6.13)
1 ev α
where u is the torque applied to the motor to decelerate it, v is the measured
velocity of the end-effector and α is a positive constant to scale the relation (in
Fig. 6.21 α is equal to 10).
u
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Figure 6.21 Torque as function of the velocity to actively brake the end-effector.

This active brake routine has been implemented by the brake controller-agent.

Goto center
After the end-effector has been stopped, it must be positioned at the center of the
PM again, such that the control task can be restarted. This is done in open-loop
by applying a (small) constant torque; in the same way as the homing controlleragent. The controller-agent which implements this control algorithm is called
goto center.

Second order path
The task of the PM is to place components. Coelingh (2000) proposed a secondorder path to describe this task. This path is adopted here to construct the overall
pick-and-place path. The motion time of this path is t m =1.0 [s] and the motion
distance is 0.2 [m]. After the motion time, the reference will be kept steady for
td =2 [s]. Figure 6.22 shows this path.
This reference path has been implemented by the second order path controller-agent.

168

Chapter 6. Application

Figure 6.22 Second order reference path.

PD controller
To generate the torque to position the end-effector, given the reference path and
measured position, a controller is needed. Coelingh (2000) gives a detailed description of a design procedure for a PD controller for the PM. This controller is
adopted here, with parameters K p 13 0 and Kd 0 4. The PD controller has
been implemented by the pd controller controller-agent.




6.4.4 Organizing the individual solutions
Once the elementary control problems are solved, and controller-agents are specified, the individual solutions can be organized in an overall controller. Figure 6.23
shows the organization diagram of the overall controller.

Periodic path generator
The pick-and-place task is defined by a reference path. This path consists of an
aperiodic “startup” path, and a periodic path (see Fig. 6.24). The periodic path
is generated by the path2 controller-agency. This controller-agency consists
of two controller-agents (patha and pathb), each generating a second-order
subpath. By using a Cyclic coordination mechanism, first patha is active and
subsequently pathb. When pathb is inactive again, patha becomes active.
This pattern repeats ad infinitum.
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Figure 6.23 Organization diagram of the FCM control problem.
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Figure 6.24 Pick-and-place task.

Path generator
The overall pick-and-place task is generated by the path generator controller-agency. It consists of the path1 controller-agent, which generates an aperiodic “startup” path, and of the path2 controller-agency, which generates the
periodic path. Both controller-agents are coordinated by using a Sequential coordination mechanism. First the path1, and subsequently path2 controller-agent
becomes active.

Normal operation
Under normal operation conditions, the PM is carrying out its pick-and-place
task. This task is realized by the path generator and pd controller
controller-agents. Because these controller-agents solve control problems that
are coupled by a subordinal dependency (see Fig. 6.18), they are coordinated
by a Master-Slave coordination mechanism. The resulting controller-agency is
called normal operation. The path generator is the master, and the
pd controller is the slave controller-agent.

Safeguard
The brake and goto center controller-agents make up the safeguard controller-agency. Because of the sequential dependency between the partial control

6.4 Fast Component Mounter

171

problems (see Fig. 6.18), a Sequential coordination mechanism is used. First the
brake, and subsequently the goto center controller-agent becomes active.

Safe controller
By combining the normal operation and safeguard controller-agents the
safe controller controller-agency is formed. The priority dependency between these two controller-agents (see Fig. 6.18) is solved by a Fixed Priority
coordination mechanism. The safeguard controller-agent is given the highest
priority.

Homed controller
The offset controller-agent calculates the position signal that is used by the
safe controller controller-agent (see Fig. 6.18). Therefore a Master-Slave
coordination mechanism is used to combine both controller-agents into a controller-agency called homed controller. The offset is the master controlleragent, and the homed controller is the slave.

Total controller
The overall controller is obtained by first executing the homing controller-agent,
and subsequently the homed controller controller-agent. A Sequential coordination mechanism is used to combine these two controller-agents into the total controller controller-agent.

6.4.5 Experimental results
Two experiments have been carried out to test the obtained overall controller. The
first experiment has been performed to test the homing procedure and the pickand-place task under normal operation conditions. The pick-and-place task consists of moving the end-effector periodically to the positions -0.1 [m] and 0.1 [m]
and waiting at these positions for 2 [s]. The second experiment has been performed to test the safeguard. During this experiment, the positions of the periodic
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pick-and-place task were deliberately set equal to -0.2 [m] and 0.2 [m], which is
outside of the safety limits.
The measurement results of the first experiment are shown in Fig. 6.25. First the
homing controller-agent is active. The measured position signal shows that the
left and right most positions of the PM are identified, and that the end-effector is
positioned at the center. When the homing controller-agent becomes inactive, the
offset, path generator and pd controller controller-agents become
active, as expected. The position signal from the offset controller-agent starts
at zero, as demanded. Because the end-effector doesn’t cross the safety limits, the
brake and goto center controller-agents do not become active.
The measurements results of the second experiment are shown in Fig. 6.26. Again,
the homing controller-agent is active first. After the end-effector is being homed,
the offset, path generator and pd controller controller-agents become active. However, this time the end-effector passes the safety limit of 0 15
[m]. When this happens, the brake controller-agent becomes active. This controller-agent decelerates the end-effector until it stands still. Then, the end-effector
is homed to the center position again. In total, there are four brake events. The
velocity at the moment the brake controller-agent becomes active, as well as the
stop time and braking distance during these four events are listed in Table 6.3.

Figure 6.25 Measurements of experiment 1: (a) position; (b) operating state controlleragents.
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Figure 6.26 Measurements of experiment 2: (a) position; (b) operating state controlleragents.
Table 6.3 Experiment 2: velocity, stop time and braking distance.

brake event
I
II
III
IV

velocity [ms
1.04
1.13
0.95
0.89

1]

stop time [s]
0.12
0.12
0.07
0.12

braking distance [m]
0.038
0.039
0.035
0.040

6.4.6 Evaluation
With respect to the first experiment it can be concluded that the homing, offset and normal operation controller-agents work correctly. The homing
controller-agent is able to determine the left and right most boundary values of
the PM. After having found these values, the center position can be calculated
and the end-effector is positioned at this position. Subsequently, the offset
controller-agent calculates a position signal which is zero at the center of the PM.
The normal operation controller-agent, which uses this signal, carries out
the pick-and-place task. A periodic task is calculated consisting of second-order
subpaths.
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With respect to the second experiment it can be concluded that the safeguard
controller-agent operates correctly. When the end-effector passes the safety limits, the brake controller-agent becomes active and decelerates the end-effector.
There is however a difference between the measured stop time and braking distance listed in Table 6.3, and the theoretically calculated valued (0.1 [s], respectively 0.05 [m]). The reasons are:
The real PM contains nonlinear friction, which was not taken into account
in the theoretical calculation and acts as an additional braking force. This
should decrease the stop time, but also the following aspects were not taking
into account by the theoretical calculation:
1. The braking torque has been implemented as a function of the velocity
(see Fig. 6.21). This increases the stop time.
2. The sampling time of the control system is 0.01 [s]. This implies that
in the worse case, the event at which the end-effector passes the safety
limit is determined with 0.01 [s] delay. This also increases the stop
time.
3. The measured velocity is somewhat greater then the maximum specified velocity.
The overall conclusion is that by applying the agent-based design method, the
overall FCM control problem was solved in a structured way. Again, individual
solutions were specified in terms of controller-agents and they were easily integrated by using coordination mechanisms, as discussed in Chapter 5. Still, the
overall controller has an open and transparent structure. If additional control algorithms need to be added or removed, this can be done without consideration of
the details of each controller-agent. Only the dependencies between the partial
control problems, and the coordination mechanism used to handle them, need to
be reconsidered.

6.5 Concluding remarks
By means of one simulation and two real-world control application studies the
agent-based design method has been evaluated. Each control problem can be
characterized as a complex control problem, as each was modeled in terms of
partial control problems and their interdependencies.
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The decomposition of the control problems was based on experience and intuition. As discussed in Chapter 2, decomposing a control problem is generally
not an operation that is performed by means of formal tools. It rather is an issue
of how one conceptualizes, or formulates, the overall control problem. In fact,
some of the decompositions were found after multiple “generate-and-test” iterations. This indicates that knowledge about how to solve (structure) the control
problem is obtained while solving the problem. Visualizing the structure of the
control problem, as was done for each of the considered control problems, helps
in making suggestions for new decompositions. It allows to reason about a particular decomposition and its consequences. This was illustrated most prominently
by the design of the safeguard for the water vessel problem. At first instance, a
designer might not foresee the oscillatory behavior of the first safeguard. After
observation of this phenomenon, the control problem was re-structured (reformulated) such that it incorporates this particular aspects. This resulted in the design
of a controller with a more desirable behavior.
Once the control problems were structured, the partial control problems were
solved independently. Individual control algorithms were found by using design
techniques that were tailored to each particular partial control problem. For instance, to solve the thermostat control problem, both traditional (PI) and neuralnetwork-based control techniques were applied. In general, a multi-agent controller may consist of a heterogeneous set of control algorithms.
Integrating the individual controller-agents was performed in a structured way by
using coordination objects. The application studies show that there is a clear separation between the design of a set of particular particular control algorithms, and
the way in which they are integrated. The particular way to integrate several locally operating control algorithms is based on the coupling relationships between
the partial control problems. Due to the identification of the coupling relationships
between partial control problems, and the availability of a library of coordination
mechanisms to handle these dependencies, the designer has gotten a choice of
how to deal with the integration problem.
During the application studies the visualization of the overall organization by use
of an organization diagram simplified solving the problem in two ways. First,
it gave support while specifying the overall controller in MACSL. Secondly, it
illustrates in one diagram the overall functional behavior of the controller. When
analyzing the simulations or measurements, particular “modes” of behavior can
be easily coupled to particular controller-agents. This makes “debugging” the
overall controller easier.
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The presented applications still have a limited complexity (e.g., there was only
one actuator, enough computational resources, no aperiodic tasks). As yet, no
coupling relationships were encountered that could not be handled by one of the
coordination mechanisms discussed in Section 4.3.2.

Chapter 7

Discussion
[...] when we analyze a mechanism, we tend to overestimate its
complexity. In the uphill process of analysis, a given degree of
complexity offers more resistance to the workings of our mind than it
would if we encountered it downhill, in the process of invention.
Valentino Braitenberg, Vehicles

7.1 Conclusions
The three main contributions of this thesis are:
A definition of complex control problems that provides a clear understanding of the mechanisms that underly the divide-and-conquer approach to
solve control problems.
An agent-based design method for constructing multi-controllers. This
method results in controllers that have an open character, such that parts
can be added, modified or removed without disordering the operation of the
remaining parts of the controller.
An implementation framework for agent-based multi-controllers. This
framework automates the error-prone transformation from the design of a
multi-controller to a real-time executable software program.
These contributions are discussed in more detail hereafter.

178

Chapter 7. Discussion

Meta-model of complex control problems
In general, it is concluded that control problems are not solved in a single step,
because most control problems are complex. Complexity is a property of control problems and can be defined in terms of partial control problems and their
interdependencies.
Solving large-scale and real-world control problems should start with modeling
the structure of the problem. Structuring is necessary in order to formulate a welldefined overall control problem. It should result into a structure diagram, which
visualizes the partial control problems and their interdependencies. Five different types of dependencies, also called coupling relationships, were identified: independent, indirect dependent, subordinal, hard conditional and soft conditional
depencency.
Once a control problem is structured, the elementary control problems can be
solved, for instance by using available control theory. The integration problem of
a set of several controllers is given less attention within the field of control theory
than the problem of solving elementary control problems. Traditionally, control
engineers use a supervisory architecture to integrate a set of locally operating controllers. From a design perspective, a supervisor which coordinates all controllers
in a centralized way, may not be a good option. It limits the openness of the overall controller. Furthermore, design methods and tools are not available, or just
for special situations. Finally, it does not stimulate the consideration of several
alternative solutions.

Agent-based design method
Viewing the integration problem of locally operating controllers from a multiagent system perspective, resulted in a decentralized integration method. Because
the concept of a locally operating controller and that of an agent are not much different, they could be easily integrated in a so called controller-agent. The field of
control engineering provided the insight to design the architecture of a controlleragent, while the field of multi-agent system provided concepts to organize an overall system.
Controller-agents are integrated by using coordination objects. A set of different
coordination mechanisms was discussed to handle dependencies between control-
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ler-agents. With respect to the set of coupling relationships and coordination
mechanisms, it can be concluded that they are suitable to handle general control
problems. The application studies showed that as yet no new coupling relationships or coordination mechanisms needed to be identified. In case such a situation
may arise, they can be easily incorporated into the presented design framework.

Implementation framework
The conceptual framework of controller-agents, coordination objects and controller-agencies was mapped on software components. The result is the MACIF.
Many of the properties of the conceptual solution are preserved by the implementation. Conceptually defined individual controller-agents are also implemented
as individual components. Also, like controller-agents in a conceptual solution,
controller-agent components can be added, modified or removed without re-programming the remaining system. This greatly speeds up the development of multicontrollers.
The main advantage of the agent-based design method is that it allows for a
bottom-up approach and incremental realization of a multi-controller system. This
means that individual controllers can be designed, implemented and tested separately. Furthermore, compositions of individual controllers can be tested, without
having a complete realization of the overall control system.
It has been demonstrated that the design method and the developed high-level
compiler work in practice. Three control problems — one simulation and two
real-world applications — were successfully solved by applying the agent-based
design method.

Overall conclusion
The agent-based design method presented in this thesis helps the designer to solve
complex control problems, by offering concepts to structure the problem and to
organize the solution. The design method encourages to develop local solutions
and to reason about their dependencies. It offers different coordination mechanisms to deal with these dependencies. The MACIF is a tool that helps realizing
multi-controllers in a structured way.
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The overall design procedure can be summarized as follows:
Structure the overall control problem. This consists of
– decomposing the overall control problem and specifying for each partial control problem a clear objective, possibly in terms of to-be-controlled variables (see Section 2.4).
– identifying coupling relationships between the partial control problems (see Section 2.3.2 and Fig. 2.3).
– formulating well-defined control problems for each partial control
problem, consisting of a competent model of the relevant aspects of
the plant to be controlled. Such a model could, for instance, contain a
model of the relevant dynamic behavior of the plant, and a list of the
variables that can be measured and controlled.
A structure diagram can be used to visualize the decomposition of the overall control problem (see Section 2.4.5).
Solve the partial, well-defined control problems. This part was not further
discussed in this thesis, as often available control theory can be used for
this.
Organize the obtained partial solutions. Each partial solution is implemented as a controller-agent. Therefore one needs to
– specify the operating regime of the controller-agents. This is done by
specifying the so-called activation request function (see Section 4.2.1
and Section 4.2.2).
– group controller-agents into controller-agencies and specify coordination mechanisms for each group of controller-agents (see Section
4.3.2).
An organization diagram can be used to visualize the overall organization
of controller-agents.
Implement the overall solution by using the Multi-Agent Controller Implementation Framework (MACIF; see Chapter 5). This consists of
– Specifying sensor and actuator components. This specification depends on the used hardware and thus requires development of hardware dependent software code.
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– Specifying for each controller-agent, controller-agency and coordination object a corresponding component.
– Connecting the inputs and outputs of the components.
– Specifying the overall multi-agent controller component.
The developed Multi-Agent Controller Specification Language (MACSL;
see Section 5.5) is used for the specification of the components. The overall
component-based multi-agent controller can be visualized in a diagram (see
Section 5.3 and Fig. 5.3).
Because control problems are not solved in a single step, the design process often
iterates between steps of the above described procedure.

7.2 Suggestions for future research
7.2.1 Framework-related
The presented agent-based design framework MACIF is aimed at developing discrete-time controllers that run on single processors. In order to have a more general framework, the following options for future research are suggested:
Discrete-event system approach — The components of MACIF are executed periodically. Sometimes, solving a control problem requires implementing aperiodic tasks. For instance, some control systems should contain
planning algorithms, graphics plotting routines, data analysis algorithms,
etc. Also, control systems may contain sensors and actuators that operate
on an event-driven basis. In order to build such control systems, a discretetime approach is not sufficient, or even feasible. A discrete-event system
approach may provide the theoretical basis for developing a design framework in which both periodic and aperiodic components can be specified.
An additional difficulty of such a framework is to guarantee hard real-time
requirements, which are usually present in control systems. Because the
presented definition of a complex control problem does not change when
aperiodic partial problems are considered (it remains a hierarchical structure of partial and compound control problems), the agent-based design
method proposed in this thesis could still be used as the conceptual basis
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for such a new framework. A discrete-event system approach would require to redesign the internal mechanisms of the presented components.
Heterogeneous hardware — The current MACIF framework is aimed at
developing controllers that run on a single processor. The reason for this
choice is simple: to avoid the difficulties of a multiple (heterogeneous) processor system. A multiple processor system requires the distribution of the
software components over the processors. One difficulty is to cope with
the communication aspects. For instance, broken communication channels,
messages that are lost, duplicated or distorted, limited bandwidth and transmission delays are all problems that influence the reliability and correctness
of the overall control system. Because the presented agent-based design
framework is local in nature, it provides a basis for distributing the components. However, the framework should be extended with concepts to deal
with the mentioned communication aspects.
The theoretical framework of Communicating Sequential Processes (CSP) is suggested as a good starting point to work out these two options. Hilderink, Bakkers
and Broenink (2000) have developed a software framework in which systems of
communicating processes can be specified independent from the target hardware
on which it must run eventually. Incorporating the presented agent-based design
method into this software framework seems promising.

7.2.2 Tool-related
A design method should be supported by a proper theoretical framework and a
set of practical tools. In this thesis the theoretical foundations of an agent-based
design method for discrete-time multi-controllers were presented. During the research also a prototype compiler was realized that translates a high-level MAC
specification into C++ code. Other tools that would enhance the presented design
method are:
Computer-based support — The design of a MAC can be enhanced by using a graphics-based software environment. Such a tool should allow the
designer to draw structure diagrams to model the control problem, and organization diagrams to organize the partial solutions. These activities should
be supported by an expert system that contains a database of possible coupling relationships between partial problems. Furthermore, this database
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should also contain information about coordination mechanisms that could
be used to handle particular coupling relationships.
An other part of such a tool should be an editor to construct a MAC by using
components. The organization diagram could be automatically converted
into the skeleton of a component based implementation of the MAC. Besides an editor to specify the sensor, actuator, elementary controller-agent
and coordination object components, a library of components should be
available.
Integrating such a tool with existing design and simulation tools, such as
Matlab (Mathworks, 2000) or 20-sim (Controllab Products, 2000), would
support the designer even more.
Analysis and debugging tools — Because a MAC generally consists of
many components, some of them constantly being switched on and off,
debugging it becomes a specialized task. One part of an analysis and debugging tool should consist of a monitoring tool that plots the operating
status of the controller-agents, as well as the values of their attributes. The
application studies showed that this information helps in analyzing the overall behavior of the controlled system, and in locating particular controlleragents that give rise to unwanted behavior. More advanced tools could be
developed to detect/predict situations in which no controller-agent wants to
be active, or to detect (unwanted) fast switching between several controlleragents.

7.3 Prospects
Currently, there is an interest from both industry and universities into design methods for embedded systems. The main focus is co-design of both software and
hardware aspects of a systems. Often, these embedded systems are complex systems, as they consist of multiple functional components on both the software and
hardware level. Besides formal methods to check the correctness of a system, also
a proper design method should be available. The concept of an agent should be
used more in these design methods. Reasons for this are:
Multi-agent systems are systems of functional replaceable “components”
(agents).
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Multi-agent systems treat the integration problem of several agents as a
separate design issue, and offer a language to reason about this problem (in
terms of dependencies and coordination).
An agent is a natural metaphor for an autonomous, decision making entity
— a local operating module.

Appendix A

Unified Modeling Language
A.1

Introduction

The Unified Modeling Language (UML) is considered to be a third-generation
modeling language providing common notations and a rigorous semantic framework for writing software blueprints. The UML may be used to visualize, specify,
construct, and document the artifacts of a software intensive system. The UML
specification has been accepted by the Object Management Group (OMG) as a
standard object-oriented methodology. The UML is jointly developed by some
of the major software companies in the world, such as Hewlett Packard, IBM,
Microsoft, Unisys, Oracle, Texas Instruments, and I-logix. The UML flows from
a few prominent methods for modeling complex software, most notably Booch’s
method, Jacobson’s OOSE (Object-Oriented Software Engineering), and Rumbaugh’s OMT (Object Modeling Technique). These three methods were already
evolving towards each other and it made sense to continue that evolution together
rather than apart. Their approach is based on object-oriented analysis and design
for most notably business applications.
The philosophy behind the UML method is that a system cannot be understood
from one perspective. Instead, designers need several independent models (views)
to understand different aspects of complex systems. The UML uses diagrams to
model different aspects of a system. In this appendix techniques for modeling
structural aspects (Section A.2) and behavioral aspects of objects (Section A.3)
are discussed, because these are used in this thesis. For a more extensive treat-
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ment of the UML see (Booch, Rumbaugh & Jacobson, 1999). Also, the complete
specification of UML (version 1.3, june 1999) can be found at the following internet address:
http://www.rational.com/uml/index.jsp

A.2

Structural modeling

Classes and objects are the building blocks of any object-oriented system. The
UML provides diagrams to model various structural aspects of classes and objects.
In this section so called class diagrams are discussed. A class diagram is a graph
that shows a set of classes and their relationships; it represents the static design
view of a system (Booch, Rumbaugh & Jacobson, 1999). Section A.2.1 discusses
how to model classes and objects. Modeling generalization relationships between
classes is discussed in Section A.2.2 and modeling association relationships is
discussed in Section A.2.3.

A.2.1 Drawing classes and objects
Object oriented programming allow the designer to use objects to construct software systems. These objects send messages to each other, by invoking methods (a
method is an implementation of an operation that can be performed on an object,
see [Booch, Rumbaugh & Jacobson, 1999]), and they respond to them. Furthermore, the objects are responsible for their own data, which may be protected from
other objects.
A class is a description of a set of objects that share the same attributes, operations,
relationships, and semantics (Booch, Rumbaugh & Jacobson, 1999). Every class
must have a class name to distinguish it from other classes.
Classes are pictured by using a rectangle. The name of a class, which is written
with a capital, must always be placed inside the rectangle. Besides the class name,
member variables (also called attributes) and methods (also called operations)
may be written inside the rectangle (this is optional). Each part (class name,
member variables and methods) is separated by a horizontal line. In Fig. A.1
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Figure A.1 Four different representation of the class Rectangle.

several examples of a class called Rectangle are pictured. This class has two
member variables (also called attributes), upper corner and lower corner,
which are of type Point. The Rectangle class also has a method draw() to
draw the rectangle and a method move(dx,dy) to move the rectangle.
Objects are depicted the same way as classes with only one difference: the class
name is replaced by an object name. The object name is underlined and it is
custom to write it in lower case. Examples of object names are: rectangle,
rectangle:Rectangle and :Rectangle (an anonymous Rectangle
object). In Fig. A.2 two representations of objects are illustrated.

Figure A.2 Two different representations of objects.

A.2.2 Generalization
In object oriented programming languages the concept of a derived class exists.
Derived classes provide a simple mechanism to define classes by adding new facilities to existing classes. For example, from the class Shape the classes Rectangle and Circle could be derived, because both “are-a-kind-of” shape. The
class Shape is called a base class (or super class) and the derived classes Rect-
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angle and Circle are called a subclasses. The relation between the superclass
and a subclass is called generalization (or inheritance).

Figure A.3 The class Shape is a generalization of the classes Rectangle and Circle.

A generalization relation between classes is pictured in a class diagram by using
a kind of arrow. In Fig. A.3 the kind of arrow indicates that the class Shape is a
generalization of the classes Rectangle and Circle.
A subclass has the same methods as its superclass, although the implementation
of it (programming code) may be different. For example, the class Shape has
a method draw() to draw the shape. Both the subclasses Rectangle and
Circle derive this method. However, the implementation is different because
drawing a rectangle is done differently then drawing a circle.

A.2.3 Associations
Besides inheritance also other relations between classes may exist. In the UML
a relation between classes is called an association. For example, in Fig. A.4 the
class Picture is related to the class Shape because a picture consists-of 0 or
more shapes. An other example would be a class Operator that is related to the
class Machine because an operator uses a machine. If both ends of an association
refer to the same class, the association is called a reflective association.
In a class diagram associations are pictured by using a solid line (see Fig. A.4).
The type of association is written in text near the line. Furthermore, the number
of instances of objects that are connected by the association needs to be speci-
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Figure A.4 The class Picture is related to the class Shape because a picture consists
of several shapes.

fied. This number is called the multiplicity and is written near the ends of the
association line. In Table A.1 several different multiplicities are listed.
Table A.1 Multiplicity.

Multiplicity
0,1
2,4,6
0 .. 4
2,4 .. 7
1 .. *
*

Meaning
0 or 1
2, 4 or 6
0, 1 , 2, 3 or 4
2, 4, 5, 6, or 7
1 or more
0 or more

A special association is the “has-a” relation, also called aggregation. An aggregation is used to model a “whole part” situation. For example, a Car has four
Wheels, and a Company has several Employees. In UML two kind of aggregations exists
Weak aggregation. An object (instance of a class) is part of an other object,
but can also exist in isolation or be part at the same time of some other object. An open diamond is used to picture this aggregation in class diagrams
(see Fig. A.5).
Strong aggregation. An object (instance of a class) can exist in isolation,
but it can not be part of several objects at the same time. A black diamond
is used to picture this aggregation in class diagrams (see Fig. A.6).
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Figure A.5 A company has several employees: because an Employee can exist without
a Company the relation between them is called a weak aggregation.

Figure A.6 A car has four wheels: because a Wheel must exist with a Car the relation
between them is called a strong aggregation.

A.3

Behavioral modeling

Besides modeling structural aspects of a software system, also behavioral aspects
can be modeled by using UML. Several kinds of diagrams are available to specify
various behavioral aspects of an object-oriented system. In this section only two
types of diagrams are discussed. In Section A.3.1 the so called state diagram is
discussed and in Section A.3.2 the sequence diagram is discussed.

A.3.1 State diagram
A state diagram specifies the sequence of states an object goes through during its
lifetime in response to events, together with its responses to those events (Booch,
Rumbaugh & Jacobson, 1999). In general, a status diagram is used to specify the
behavior of an object, or to specify a protocol according to which several objects
should operate.

A.3 Behavioral modeling
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In Fig. A.7 a state diagram of a simple Machine class is pictured. The machine
can be in two different states. The machine can be either operational (state is
“on”) or in-operational (state is “off”). A rectangle with rounded corners is
used to denote a state. The starting state is depicted by a solid circle. A transition
between states is pictured by a solid line with an arrow, which points to the new
state. The name of the event that causes this transition is written near this line. In
this example, the machine’s state changes if the on/off button is pushed.

Figure A.7 State diagram of simple machine.

A.3.2 Sequence diagram
Sequence diagrams are used to model the interaction between two or more objects. The interaction consists of sending messages, which in practice means that
one object calls particular methods of an other object. A sequence diagram emphasizes the time ordering of the messages.
In Fig. A.8 the interaction between an operator and a simple machine is modeled
by using a sequence diagram. Each object has a lifeline, which represents the
existence of an object over a period of time. This is a dashed line. Time progresses
from top to bottom. The period of time during which an object is performing an
action is called the focus of control. It is represented by a tall, thin rectangle. An
interaction (sending a message) or method call is depicted by a horizontal arrow.
The arrow points to the receiver of the message.

192

Appendix A. Unified Modeling Language

Figure A.8 Sequence diagram of an operator that operates a simple machine: the machine is switched on, the state of the machine is acknowledged and the machine is switched
off again.

Appendix B

Syntax specification of MACSL
B.1 Introduction
In this appendix a formal description of the Multi-Agent Controller Specification
Language (MACSL) is given. This description must (obviously) be done in some
other language, a so called metalanguage. To describe the MACSL, an extended
version of the Backus-Naur Form (BNF) language is used. The BNF notation
was originally introduced by John Backus and Peter Naur in 1960 to describe the
syntax of the ALGOL 60 programming language (Naur, 1960).
In general, any language contains sentences which are composed of a set of strings
of symbols (or tokens or words). The construction of these sentences is governed
by two sets of rules:
Syntax rules — These rules describe the form of the sentence.
Semantic rules — These rules describe the meaning of a sentence.
Although the BNF language can be used to describe the syntax of a programming
language, it cannot be used to describe the semantics. Therefore, if the semantics
of the MACSL needs to be explained, it will be done in normal English in the text.
In Table B.1 the extented BNF notation is summarized.
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Table B.1 Extended BNF notation.

notation
terminal
<non-terminal>
<x> ::=
<x> | <y>
( <x> <y> <z> )
<x> <y> <z> 1
<x> 0+
<x> 1+
<x> opt













meaning
terminal symbol or token
nonterminal symbol
<x> is defined as
choice between items; <x> or <y>
items are grouped and treated as one item
one of the items
zero or more items
one or more items
optional (zero or one item)

B.2 Lexical analysis
B.2.1

Comments

Comments are used to clarify the specification of a MAC. A comment is not a
token. There are two ways to insert commands. Either the format
/* This is a comment.

*/

is used, or the format
// This comment runs till the end of the line

These formats are equal to those used in C++.

B.2.2

Identifiers

Identifiers are tokens that are used to give particular objects or classes in the specification a unique name (within the scope of the object or class). Identifiers are
defined as follows:
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<identifier>

::=

( <letter> | " " )
<letter> | <digit> |
" " 0+
<uppercase> | <lowercase>
"A" | "B" | "C"  | "Z"
"a" | "b" | "c"  | "z"
"0" | "1"  | "9"


<letter>
<uppercase>
<lowercase>
<digit>

::=
::=
::=
::=

Examples of identifiers that are allowed are
x
Safeguard
position12
this IS a long IdenTIFIER

Identifiers that are not allowed are
5 controller
agent#2

B.2.3

/* starts with a digit */
/* the special symbol # may not be used */

Keywords

The MAC specification language contains some special identifiers, also named
reserved words or keywords. They have a special meaning and cannot be used as
normal identifiers. These keywords are:
activation
active
actuate
actuator
actuators
and
bool
cagency
cagent

B.2.4

cagents
calculate
combine
connections
coordination
decide
div
do
end

else
external
finalize
for
function
if
initialize
inputs
int

mac
mod
not
or
outputs
parameters
real
resolute
return

sense
sensor
sensors
states
update
while

Special variables

Some special variables and constants are defined that can be used while specifying
a MAC:
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sampling time: a parameter of type real which contains the sampling time of the MAC.
periods: an input of type int which contains the number of sampling
periods that have passed since the MAC started to operate.
active: an input of type bool which is true when the controller-agent
component is active and false if not.
nca: a parameter of type int which contains the number of controlleragent components the coordination object component coordinates.
mu[nca]: an input vector of type real which contains the activation values of the controller-agent components the coordination object component
coordinates.
ack[nca]: an output vector of type bool which is written as acknowledge signals to the controller-agent components the coordination object
component coordinates.
acknowledge: an input of type bool which indicates whether the composition (group) of controller-agent components may become active.

B.2.5

Literals

The MACSL contains four types of literals: boolean, integer, real and matrix
literals.
<literal>

::=

<boolean literal>
| <integer literal>
| <real literal>
| <matrix literal>

<boolean literal>

::=

false | true

<integer literal>
<nonzero digit>

::=
::=

<nonzero digit>
<digit>
"1" | "2"  | "9"



<float literal>

::=
::=

| "0"

<fixed point> | <floating point>


<fixed point>

0+

<digit>



1+

"."

<digit>

0+
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<point float>
<mantissa>
<exponent>

::=
::=
::=

<mantissa> <exponent>
<digit> 1+
"."
<digit>
( "e" | "E" )
"+" | "-" opt






0+

opt





<digit>

1+

The matrix literal is defined in Section B.12.

B.2.6

Operators

The operators that are available within MACSL are listed in Table B.2.
Table B.2 Precedence of infix operators (Breunese, 1996).

precedence
1
2
3
4
5
6

B.2.7

operator
* / mod div
+ == <> <= < >= >
and
xor
or

Delimiters

The following tokens are delimiters in the grammar:


(

)

[

]

;

,

:

=

.

B.3 Overall specification of a MAC
An overall specification of a MAC consists of a number of functions and class
specifications, such as sensor, actuator and controller-agent classes. This is followed by one MAC class specification.
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<overall mac>
<cls or fct defn>

::=
::=

<cls or fct defn> 0+ <mac class defn>
<function defn>
| <sensor class defn>
| <actuator class defn>
| <cagent class defn>
| <coordination class defn>
| <cagency class defn>

B.4 Component class definitions
The MAC implementation framework contains six component classes that can be
used to specify a MAC. These were discussed in Chapter 5.

B.4.1

Sensor component class definition

A sensor component is used to read data from the memory of some physical sensor
device. Therefore, a sensor component class doesn’t have inputs, but only outputs,
parameters and state variables. Other components of the MAC can be connected
to these outputs to read the data. A sensor component class has three methods
that can be specified. The start() and stop() methods are called resp. on
starting and stopping the MAC, and can be used to initialize and finalize the sensor
component at the start and stop events of the MAC. The sense() method is
called every sampling period and is used to take measurements.
<sensor class defn>

::=

sensor <sensor class name> ";"
<outputs decl> opt
<pars decl> opt
<states decl> opt
<start mthd defn> opt
<stop mthd defn> opt
<sense mthd defn> opt
end ";"












<sensor class name>

B.4.2

::=

<identifier>

Actuator component class definition

An actuator component is used to write data to the memory of some physical actuation device. An actuator component class doesn’t have outputs, but only inputs,
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parameters and state variables. Other components of the MAC can be connected
to these inputs to actuate these devices. An actuator component class has three
methods that can be specified. The start() and stop() methods have the
same functions as described for the sensor component class (see Section B.4.1).
The actuate() method is called every sampling period and is used to write the
data to the actuation device.
<actuator class defn>

::=

actuator <actuator class name> ";"
<inputs decl> opt
<pars decl> opt
<states decl> opt
<start mthd defn> opt
<stop mthd defn> opt
<actuate mthd defn> opt
end ";"












<actuator class name>

B.4.3

::=

<identifier>

Elementary controller-agent component class definition

The elementary controller-agent component implements a locally operating controller (see also Section 4.2). It contains inputs, outputs, parameters, state variables and several methods.
<cagent class defn>

::=

cagent <cagent class name> ";"
<inputs decl> opt
<outputs decl> opt
<pars decl> opt
<states decl> opt
<start mthd defn> opt
<stop mthd defn> opt
<initialize mthd defn> opt
<finalize mthd defn> opt
<activation mthd defn> opt
<calculate mthd defn> opt
<update mthd defn> opt
end ";"






















<cagent class name>

::=

<identifier>

If the activation function is not specified, a default activation function is used. This
defaults function always return 1.0; i.e. the controller-agent component always
wants to be active.
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Coordination object component class definition

A coordination object component is used to coordinate the activities of several
controller-agents in a controller-agency component. A coordination object component class contains inputs, outputs, parameters, state variables and several methods.
<coord class defn>

::=

coordination <coord class name> ";"
<inputs decl> opt
<outputs decl> opt
<pars decl> opt
<states decl> opt
<start mthd defn> opt
<stop mthd defn> opt
<resolute mthd defn> opt
<decide mthd defn> opt
<combine mthd defn> opt
end ";"


















<coord class name>

B.4.5

::=

<identifier>

MAC component class definition

A MAC component class consists of several sensor, actuator, and controller-agent
components, as well as connections and a coordination object component. If the
coordination object component is not specified, a Parallel coordination mechanism (see Section 4.3.2) will be used by default.
<mac class defn>

::=

mac <mac class name> ";"
<sensors decl> opt
<actuators decl> opt
<coord obj decl> opt
<cagents decl> opt
<connections decl> opt
end ";"










<mac class name>

::=

<identifier>
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B.4.6

Controller-agency component class definition

A controller-agency component consists of a group of coordinated controlleragent components. The controller-agency component class doesn’t have parameters and state variables, only inputs and outputs. These inputs and outputs are
also called external inputs and outputs, as they form the interface for connecting
components from inside to components outside the controller-agency component.
The inputs and outputs of components inside the controller-agency component are
called internal inputs and outputs.
If the coordination object component is not specified, a Parallel coordination
mechanism (see Section 4.3.2) will be used by default.
<cagency class defn>

::=

cagency <cagency class name> ";"
<inputs decl> opt
<outputs decl> opt
<coord obj decl> opt
<cagents decl> opt
<connections decl> opt
end ";"










<cagency class name>

B.4.7

::=

<identifier>

External classes

It is possible to specify the methods of a component class outside MACSL. This is
done by using the keyword external followed by a filename which contains the
implementation of the methods. All the specified methods of the class definition
are ignored.
<cls defn>

::=

<external cls dfn>

::=

<sensor class defn>
| <actuator class defn>
| <cagent class defn>
| <coordination class defn>
| <cagency class defn>
<cls defn> external <filename> ";"
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B.5 Declarations
B.5.1

Inputs

Inputs are used by components to read data from other components. Therefore,
an input is a variable that can only be read.


<inputs decl>
<input list>
<input>
<input name>

B.5.2

::=
::=
::=
::=

inputs
<type spec> <input list> ";"
<input>
"," <input> 0+
<input name>
<size> opt
<identifier>

1+





Outputs

Outputs are used by components to write data to other components. Therefore, an
output is a variable that can only be written.


<outputs decl>
<output list>
<output>
<output name>

B.5.3

::=
::=
::=
::=

outputs
<type spec> <output list> ";"
<output>
"," <output> 0+
<output name>
<size> opt
<identifier>

1+





Parameters

Parameters are variables that can only be set by a user. Parameters can therefore
be seen as constants within a component class. When a parameter is being declared, it can be given a default value. Parameters can be used by all methods of a
component class.


<pars decl>
<par list>
<par>
<default>
<par name>

::=
::=
::=
::=
::=

parameters
<type spec> <par list> ";"
<par>
"," <par> 0+
<par name>
<size> opt
"=" <default>
<expression>
<identifier>

1+
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B.5.4

State variables

State variables are variables that can be both written and read, and can be used by
all methods of a component class. On being declared, a state variable cannot be
given an initial value. State variables must be initialized by using the start()
or initialize() method of a component class.


<states decl>
<state list>
<state>
<state name>

B.5.5

::=
::=
::=
::=

states
<type spec> <state list> ";"
<state>
"," <state> 0+
<state name>
<size> opt
<identifier>

1+





Connections declarations

The inputs and outputs of components can be connected to each other by connections. There are three types of connections (see Section 5.3):
EII connection — An External Input to Input connection.
OI connection — An Output to Input connection.
OEO connection — An Output to External Output connection.
Only in case of an OI connection, the connection represents a shared variable. The
EII and OEO connection represents a reference to a shared variable. The syntax
of declaring a connection is:


<connections decl>
<connection>
<port>
<internal port>
<external port>
<obj name>
<port name>

::=
::=
::=
::=
::=
::=
::=

connections
<connection> ";" 1+
<port> "--" <port>
<internal port> | <external port>
<obj name> "." <port name>
<port name>
<identifier>
<identifier>

There are some semantic rules (restrictions) that needs to be taken into account
when connecting inputs and outputs:
Both <port>’s must exists.
Both <port>’s must have the same type.
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An external input can be connected to zero or more internal inputs.
An external input may not be connected to an external output.
An external output can be connected to zero or more internal outputs.
An internal output can be connected to one or more internal input or external
outputs.
All inputs and outputs of declared components must be connected.

B.6 Method definition
The methods of the discussed classes are specified as follows:
<activation mthd defn>
<actuate mthd defn>
<calculate mthd defn>
<combine mthd defn>
<decide mthd defn>
<finalize mthd defn>
<initialize mthd defn>
<resolute mthd defn>
<sense mthd defn>
<start mthd defn>
<stop mthd defn>
<update mthd defn>

::=
::=
::=
::=
::=
::=
::=
::=
::=
::=
::=
::=

activation <compound stmt>
actuate <compound stmt>
calculate <compound stmt>
combine <compound stmt>
decide <compound stmt>
finalize <compound stmt>
initialize <compound stmt>
resolute <compound stmt>
sense <compound stmt>
start <compound stmt>
stop <compound stmt>
update <compound stmt>

B.7 Component declarations
Components can be declared within the MAC and controller-agency component
classes. When declaring a component, parameters of that component can be redefined. This is done by providing a parameter redefinition list.


<par redef list>
<par redef>

::=
::=

<par redef>
"," <par redef>
<par name> "=" <expression>

0+
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B.7.1

Sensor objects declaration

<sensors decl>

::=

sensors
<sensor class name>
<sensor obj list> ";" 1+
<sensor obj>
"," <sensor obj>
<sensor obj name>
| <sensor obj name> "("
<par redef list> ")"
<identifier>


<sensor obj list>
<sensor obj>

::=
::=

<sensor obj name>

::=

B.7.2



0+

Actuator objects declaration

<actuators decl>

::=

actuators
<actuator class name>
<actuator obj list> ";" 1+
<actuator obj>
"," <actuator obj>
<actuator obj name>
| <actuator obj name> "("
<par redef list> ")"
<identifier>


<actuator obj list>
<actuator obj>

::=
::=

<actuator obj name>

::=

B.7.3



0+

Controller-agents and -agencies components declaration

When declaring controller-agent components, it may be either elementary controller-agent or controller-agency components. Thus in the syntax definition below,
<cagent class name> may be both the name of a cagent or cagency
class.
<cagents decl>

::=

cagents
<cagent class name>
<cagent obj list> ";" 1+
<cagent obj>
"," <cagent obj>
<cagent obj name>
| <cagent obj name> "("
<par redef list> ")"
<identifier>


<cagent obj list>
<cagent obj>

::=
::=

<cagent obj name>

::=



0+
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Coordination object declaration

<coord decl>

::=

<coord obj>

::=

<coord obj name>

::=

coordination <coord class name>
<coord obj> ";"
<coord obj name>
| <coord obj name> "(" <par redef list> ")"
<identifier>

B.8 Function definition
<function defn>

<fct
<par
<par
<par

name>
decl list>
decl>
name>

::=

::=
::=
::=
::=

function <type spec>
<fct name> "("
<par decl list>
<compound stmt>
<identifier>
<par decl>
"," <par decl> 0+
<type spec> <par name>
<identifier>


opt

")"



B.9 Type
Currently, MACSL only has three types: boolean, integer and floating point.
<type spec>

::=

bool | int | real

B.10 Statements
<statement>

::=

<variable decl>
| <compount stmt>
| <expression stmt>
| <if stmt>
| <while stmt>
| <do stmt>
| <for stmt>
| <jump stmt>
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<variable decl>
<var list>
<var>
<var name>
<initial>

::=
::=
::=
::=
::=

<type spec> <var list> ";"
<var>
"," <var> 0+
<var name>
<size> opt
"=" <initial>
<identifier>
<expression>

<compound stmt>

::=

" "











0+

" "

opt

";"

<statement>


<expression stmt>

::=

<selection stmt>

::=

<expression>

if "(" <expression> ")" <statement>
else <statement> opt


<while stmt>
<do stmt>

::=

::=

while "(" <expression> ")" <statement>

do <statement> while "(" <expression> ")" ";"


<for stmt>

::=

for "("
<expression>
<expression> opt ";"
<statement>

";"
<expression>

opt





<jump stmt>

::=

return

<expression>

opt

";"

B.11 Expressions
<expression>

<numeric expr>

::=

::=

<literal>
<index>
| <identifier>
| "(" <expression> ")"
| <numeric expr>
| <testing expr>
| <logical expr>
| <assignment expr>
| <function expr>
"-" <expression>
| "+" <expression>
| <expression> "+"
| <expression> "-"
| <expression> "*"
| <expression> "/"
| <expression> div
| <expression> mod



opt

<expression>
<expression>
<expression>
<expression>
<expression>
<expression>



opt

")"

opt

208

Appendix B. Syntax specification of MACSL

<testing expr>

::=

<expression> "==" <expression>
| <expression> "<>" <expression>
| <expression> "<" <expression>
| <expression> ">" <expression>
| <expression> "<=" <expression>
| <expression> ">=" <expression>

<logical expr>

::=

not <expression>
| <expression> or <expression>
| <expression> and <expression>

<assignment expr>

::=

<identifier> "=" <expression>


<function expr>
<argument list>

::=
::=

<fct name> "("
<argument list>
<expression>
"," <expression>

")"

opt


0+

B.12 Matrices and vectors


<size>

::=

"[" <expression>

"," <expression>

opt

"]"



"," <range>

"]"

<index>

::=

"[" <range>

<range>

::=

<expression> | ":" | <expression> ":" <expression>

opt



<matrix literal>
<matrix row>

::=
::=

"[" <matrix row>
";" <matrix row>
<expression>
"," <expression> 0+


opt

"]"

Appendix C

Listings
C.1

Water vessel problem

/*
-- standard functions and coordination mechanisms
-- are imported from a library
*/

import
import
import
import

../lib/function/mathfun.msf
../lib/function/FuzzyFunction.msf
../lib/coordination/FixedPriority.msf
../lib/coordination/FuzzyLogicAddition2.msf

// externally defined sensor
sensor WaterLevel;
outputs
real h; // water level h
end;
external "water level sensor.h";

// externally defined sensor
sensor Reference;
outputs
real r; // reference level r
end;
external "reference sensor.h";
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// externally defined actuator
actuator PumpCurrent;
inputs
real i; // pump curren i
end;
external "pump current actuator.h";

cagent Safeguard;
inputs
real water level;
outputs
real pump current;
parameters
real max level = 0.5;
real safe level = 0.4;
activation
if(not active)
return (water level >= max level);
else
return (water level > safe level);


calculate
pump current = 0.0;


end;

cagent Transient;
inputs
real water level;
real reference;
outputs
real pump current;
parameters
real delta1 = 0.01;
real delta2 = 0.02;
real max pump current = 0.02;
activation
real error = reference - water level;
return FuzzyLeftTriangle(error,-delta2,-delta1) +
FuzzyRightTriangle(error,delta1,delta2);


calculate
if( water level < reference )
pump current = max pump current;
else

C.1 Water vessel problem

pump current = 0.0;


end;
cagent Regulator;
inputs
real water level;
real reference;
outputs
real pump current;
parameters
real Kp = 1.0;
real Ki = 0.1;
real delta1 = 0.01;
real delta2 = 0.02;
real max pump current = 0.02;
states
real integrated error;
initialize
integrated error = 0.0;


activation
real error = reference - water level;
return FuzzyTrapezoidal(error,-delta2,-delta1,
delta1,delta2);


calculate
real error = reference - water level;
pump current = limit(Kp*error + Ki*integrated error,
0.0, max pump current);


update
if(active)
real error = reference - water level;
integrated error = integrated error +
error*samplingtime;




end;

cagency Tracking;
inputs
real water level;
real reference;
outputs
real pump current;
coordination
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FuzzyLogicAddition2 fuzzy logic addition2;
cagents
Transient transient;
Regulator regulator;
connections
water level -- transient.water level;
water level -- regulator.water level;
reference -- transient.reference;
reference -- regulator.reference;
transient.pump current -- fuzzy logic addition2.in1;
regulator.pump current -- fuzzy logic addition2.in2;
fuzzy logic addition2.out -- pump current;
end;

mac OverallController;
sensors
WaterLevel water level;
Reference reference;
actuators
PumpCurrent pump current;
coordination
FixedPriority fixed priority;
cagents
Safeguard safeguard;
Tracking tracking;
connections
water level.h -- safeguard.water level;
water level.h -- tracking.water level;
reference.r -- tracking.reference;
safeguard.pump current -- pump current.i;
tracking.pump current -- pump current.i;
end;

C.2

Modified water vessel problem

Only changes with respect to the listing of the previous section are listed.
import ../lib/coordination/MasterSlave.msf

cagent AdjustControlSignal;
inputs
real water level;

C.2 Modified water vessel problem

real tracking pump current;
outputs
real pump current;
parameters
real max level = 0.5;
real steady state current = 0.0093;
activation
if(not active)
return (water level >= max level) and
(controller pump current > steady state current);
else
return (controller pump current >
(steady state current));


calculate
pump current = steady state current;


end;

cagent PassControlSignal;
inputs
real tracking pump current;
outputs
real pump current;
// Activation request function not explicit
// specified, therefore the default activation
// request value 1.0 is returned!
calculate
pump current = tracking pump current;


end;

cagency Safeguard;
inputs
real water level;
real tracking pump current;
outputs
real pump current;
coordination
FixedPriority fixed priority;
cagents
AdjustControlSignal adjust control signal;
PassControlSignal pass control signal;
connections
water level -- adjust control signal.water level;
tracking pump current -adjust control signal.tracking pump current;
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tracking pump current -pass control signal.tracking pump current;
adjust control signal.pump current -- pump current;
pass control signal.pump current -- pump current;
end;

mac ModifiedOverallController;
sensors
WaterLevel water level;
Reference reference;
actuators
PumpCurrent pump current;
coordination
MasterSlave master slave;
cagents
Tracking tracking; // master
Safeguard safeguard; // slave
connections
water level.h -- tracking.water level;
water level.h -- safeguard.water level;
reference.r -- tracking.reference;
tracking.pump current -- safeguard.tracking pump current;
safeguard.pump current -- pump current.i;
end;

C.3

FCM

/*
-- standard functions and coordination mechanisms
-- are imported from a library
*/

import
import
import
import
import

../lib/function/mathfun.msf
../lib/Coordination/MasterSlave.msf
../lib/Coordination/Sequential.msf
../lib/Coordination/Cyclic.msf
../lib/Coordination/FixedPriority.msf

// externally defined sensor
sensor FCMSensor;
outputs
real position;

C.3 FCM

real velocity;
end;
external "FCMSensor.h";

// externally defined actuator
actuator FCMActuator;
inputs
real torque;
end;
external "FCMActuator.h";

cagent SecondOrderPath;
outputs
real out;
parameters
real tm = 1.0; // motion time
real td = 0.0; // delay after motion
real hm = 1.0; // motion distance
real h0 = 0.0; // starting point
states
real time; // local time
real a1, a2, b2, c2; // additional variables
start
// precalculate variables
a1 = 2 * hm / (tm * tm);
a2 = -a1;
b2 = 4 * hm / tm;
c2 = -hm;


initialize
time = 0.0;


activation
if(not active)
return 1.0;
else
return (time < (tm + td));


calculate
if(time < (0.5*tm))
out = h0 + a1 * time * time;
else if(time < tm)
out = h0 + ((a2 * time) + b2) * time + c2;
else
out = h0 + hm;


update
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if(active)
time = time + samplingtime;


end;

cagent PDController;
inputs
real position;
real velocity;
real reference;
outputs
real torque;
parameters
real Kp = 0.01;
real Kd = 0.0;
activation
return 1.0; // always wants to be active


calculate
torque = Kp * (reference - position) - Kd * velocity;


end;

cagency PeriodicSecondOrderPath;
outputs
real out;
coordination
Cyclic cyclic;
cagents
SecondOrderPath patha(tm = 1.0, hm = 0.2,
td = 1.0, h0 = -0.1);
SecondOrderPath pathb(tm = 1.0, hm = -0.2,
td = 1.0, h0 = 0.1);
connections
patha.out -- out;
pathb.out -- out;
end;

cagency PathGenerator;
outputs
real out;
coordination
Sequential seq;
cagents
SecondOrderPath path1(tm = 1.0, hm = -0.1, td = 1.0);
PeriodicSecondOrderPath path2;

C.3 FCM

connections
path1.out -- out;
path2.out -- out;
end;

cagency NormalOperation;
inputs
real position;
real velocity;
outputs
real torque;
cagents
PathGenerator path generator;
PDController pd controller;
connections
path generator.out -- pd controller.reference;
position -- pd controller.position;
velocity -- pd controller.velocity;
pd controller.torque -- torque;
end;

cagent GotoCenter;
inputs
real position;
outputs
real torque;
parameters
real tolerance = 0.002; // positioning accuracy
real open loop torque = 0.08;
real wait time = 2.0; //seconds
states
bool ready;
bool counting;
int counter;
initialize
ready = false;
counting = false;


activation
if(not active)
return 1.0;
else
return not ready;


calculate
if(position < -tolerance)
torque = open loop torque;
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else if(position > tolerance)
torque = -open loop torque;
else
torque = 0.0;


update
if(active)
if(not counting)
if((position >= -tolerance) and
(position <= tolerance))
counting = true;
counter = 0;




else
if((position >= -tolerance) and
(position <= tolerance))
counter = counter + 1;
if((counter*samplingtime) >= wait time)
ready = true;


else
counting = false;






end;

cagent Brake;
inputs
real position;
real velocity;
outputs
real torque;
parameters
real max brake torque = 0.4;
real left limit = -0.15;
real right limit = 0.15;
real velocity tolerance = 0.01;
real a = 20.0;
activation
if(not active)
return (position < left limit) or

C.3 FCM

(position > right limit);
else
return fabs(velocity) > velocity tolerance;


calculate
torque = max brake torque * ((2.0/(1.0+exp(velocity*a)))
- 1.0);


end;

cagency Safeguard;
inputs
real position;
real velocity;
outputs
real torque;
coordination
Sequential seq;
cagents
Brake brake;
GotoCenter goto center;
connections
position -- brake.position;
velocity -- brake.velocity;
brake.torque -- torque;
position -- goto center.position;
goto center.torque -- torque;
end;

cagency SafeController;
inputs
real position;
real velocity;
outputs
real torque;
coordination
FixedPriority fixed priority;
cagents
Safeguard safeguard;
NormalOperation normal operation;
connections
position -- safeguard.position;
velocity -- safeguard.velocity;
safeguard.torque -- torque;
position -- normal operation.position;
velocity -- normal operation.velocity;
normal operation.torque -- torque;
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end;

cagent Offset;
inputs
real measured position;
outputs
real position;
states
real offset;
initialize
offset = measured position;


activation
return 1.0;


calculate
position = measured position - offset;


end;

cagent Homing;
inputs
real measured position;
real velocity;
outputs
real torque;
parameters
real left torque = -0.08;
real right torque = 0.08;
real velocity tolerance = 0.05;
real tolerance = 0.01;
real wait = 2.0;
states
real left position;
real right position;
real mid position;
int mode;
int counter;
bool ready;
bool counting;
start
mode = 0;
left position = 0.0;
right position = 0.0;
mid position = 0.0;
ready = false;
counting = false;
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counter = 0;


activation
return (not ((mode==3) and ready));


calculate
if(mode == 0) // moving to left-most position
torque = left torque;
else if(mode == 1) // moving to right-most position
torque = right torque;
else if(mode == 2) // moving to center
if(measured position > (mid position + tolerance))
torque = left torque;
else if(measured position < (mid position - tolerance))
torque = right torque;
else
torque = 0.0;


else
torque = 0.0;


update
if(counting)
if(fabs(velocity) < velocity tolerance)
counter = counter + 1;
if((counter*samplingtime) >= wait)
ready = true;
counting = false;




else
counting = false;




else
if(fabs(velocity) < velocity tolerance)
counting = true;
counter = 0;




if(mode == 0) // determine left position
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if(ready)
left position = measured position;
mode = 1;
ready = false;




else if(mode == 1) // determine right position
if(ready)
right position = measured position;
mid position = (left position + right position) / 2.0;
mode = 2;
ready = false;




else if(mode == 2) // goto center
if(ready)
mode = 3;
ready = false;






end;

cagency HomedController;
inputs
real measured position;
real velocity;
outputs
real torque;
cagents
Offset offset;
SafeController safe controller;
connections
measured position -- offset.measured position;
offset.position -- safe controller.position;
velocity -- safe controller.velocity;
safe controller.torque -- torque;
end;

mac TotalController;
sensors
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FCMSensor sFCM;
actuators
FCMActuator aFCM;
coordination
Sequential seq;
cagents
Homing homing;
HomedController homed controller;
connections
sFCM.position -- homing.measured position;
sFCM.velocity -- homing.velocity;
homing.torque -- aFCM.torque;
sFCM.position -- homed controller.measured position;
sFCM.velocity -- homed controller.velocity;
homed controller.torque -- aFCM.torque;
end;
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