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Nomenclature

Latin symbols

a acceleration
A cross-section; amplifier gain
bj influence vector for the j-th ASE 161
C capacitance; controller
C•
el capacitance of a piezoelectric element (mechanical variable •

is kept constant)
253

Clocal(s) MIMO controller relating local displacements to local forces 171
Clocal,i(s) element (i,i) of Clocal(s) 171
Cmodal(s) MIMO controller relating targeted modal displacements to

associated modal forces
172

Cpas capacitance of a passive (non-piezoelectric) ceramic layer 78
d piezoelectric charge constant (piezoelectric element); damper
davc apparent damper resulting from ‘active (vibration) control’ 46
dh hysteretic damper 25
dij piezoelectric charge constant 248
dm,i modal damping associated with i-th vibration mode 35
dv viscous damper 24
�D dielectric displacement 247
Dx damping matrix in terms of generalised coordinates 21
�E electric field 247
E electric field; modulus of elasticity 70;248
E•,cycle energy dissipated per vibration cycle of a harmonic oscilla-

tion
25

f frequency
F force
Fact input signal for a force actuator 50
FASE tensile force in an ASE 107
Ferr error signal between a reference and a measured force 44
Fext external force applied to a relative degree of freedom 112
Fg gravitational force 83

iii



iv NOMENCLATURE

Fm,el vector of modal elastic forces 119
Fred

m,el vector of elastic forces associated with qred
act 172

Fm,el,i elastic force associated with the i-th vibration mode 117
Fp preload force 66
Fref reference signal for comparison with a measured force 44
Fsens output signal of a force sensor 44
Fsens vector of measured forces 115
Fx vector of generalised external forces 21
g piezoelectric voltage constant (piezoelectric element); gravi-

tational constant
gij piezoelectric voltage constant (material parameter) 250
h height, thickness
HASE(jω) frequency response function from Fext to xASE 142
Hol(jω) open-loop response for an IFF-controlled Smart Disc 148
Hsa(jω) “mechanical” Smart Disc response: frequency response func-

tion xact to collocated Fsens
116

HSD(jω) “true” Smart Disc response: frequency response function
from Uin to Uout

132

H̄SD crosstalk term: static (frequency-independent) contribution
to HSD(jω)

132

i index, electric current
j index
j

√−1
J moment of inertia
k index, stiffness
k(jω) dynamic stiffness 111
k• stiffness of a piezoelectric element (electric variable • is kept

constant)
252

k0 generalised preload stiffness 132
k0,j generalised preload stiffness acting across j-th Smart Disc 121
kη coupling constant associated with an ASE 111
kact,i i-th column of Kact 119
kxact

ASE stiffness of an ASE as experienced at the external port (con-
stant xact)

107

kavc apparent stiffness resulting from ‘active (vibration) control’ 45
kc coupling stiffness between the internal port and the external

port of an ASE
109

kc,i coupling stiffness of the i-th ASE 115
kxact

EASE(jω) dynamic stiffness of an embedded ASE (Fig. 4.4) as experi-
enced at the external port (constant xact)

112

keff,i,j effective modal stiffness for the i-th vibration mode, as ex-
perienced at the j-th generalised coordinate

32

kSD
eff,i,j effective modal stiffness for the i-th vibration mode, as ex-

perienced by the j-th Smart Disc
130

kf frame stiffness (defined within an ASE) 106



NOMENCLATURE v

kij piezoelectric coupling coefficient (dij-operation); stiffness be-
tween generalised coordinates i and j

ki,j transfer stiffness 175
kblint stiffness as experienced at the internal port of an ASE

(‘blocked’ situation)
109

kunlint stiffness as experienced at the internal port of an ASE (‘un-
loaded’ situation)

110

kFext
int (jω) dynamic stiffness as experienced at the internal port of an

ASE (constant force acting upon the external port)
114

kLS vertical stiffness of a lens support block 126
km,i modal stiffness associated with yhe i-th vibration mode 23
kp preload stiffness 106
ks stack stiffness (defined within an ASE) 106
kxact

SLS vertical stiffness of a Smart Lens Support block (constant
xact)

127

ksur(jω) dynamic stiffness of a mechanical structure surrounding an
ASE (Fig. 4.4)

112

K0 stiffness matrix representing the (low-frequency) crosstalk
contribution from xact to Fsens

120

Kd1 derivative feedback gain 52
Kd2 double derivative feedback gain 54
Ki1 integral feedback gain 45
Ki2 double integral feedback gain 47
Kact stiffness matrix relating xact to forces acting upon the gen-

eralised coordinates x
115

KIFF IFF-controller gain 145
Km modal stiffness matrix 23
Kol open-loop gain for an IFF-controlled Smart Disc 148
Kp proportional feedback gain 45
Ksa stiffness matrix representing the (high-frequency) feed-

through contribution from xact to Fsens

115

Ksens stiffness matrix relating (the displacement of) the generalised
coordinates x to Fsens

115

Kx stiffness matrix in terms of generalised coordinates 21
li vector denoting the influence of the i-th position actuator on

the vibration modes (i-th column of L)
119

lji i-th element of lj (element (i,j) of L), denoting the influence
of the j-th position actuator on the i-th vibration mode

119

L length (height) of an actuator-sensor-stack, built up of the
vectors li

65

L transformation matrix relating Smart Disc-based coordinates
to modal coordinates

119

L0 length of an actuator-sensor-stack (unloaded situation) 65
Lk length of an actuator-sensor-stack, preloaded by an elastic

element
66



vi NOMENCLATURE

Lm length of an actuator-sensor-stack, preloaded by a mass 66
Lred reduced-order version of L 172
m mass
mavc apparent mass resulting from ‘active (vibration) control’ 47
md diagonal term a mass matrix 127
meff,i,j effective modal mass for the i-th vibration mode, as experi-

enced at the j-th generalised coordinate
32

mSD
eff,i,j effective modal mass for the i-th vibration mode, as experi-

enced by the j-th Smart Disc
130

mm,i modal mass associated with the i-th vibration mode 22
mo off-diagonal term of a mass matrix 127
Mm modal mass matrix 23
Mx mass matrix in terms of generalised coordinates 21
n number of degrees of freedom 21
n• number of “•”-items
p pole (location in the s-plane), pitch 46;88
P (standard) plant; power; polarisation; pendulum mode
php pole corresponding to the cut-off frequency of a first-order

high-pass filter
155

pIFF pole of a leaking IFF-controller 153
q electric charge
q vector of modal coordinates 23
qact charge at a piezoelectric actuator 137
qact vector of actuated modal displacements 171
qred
act vector of targeted modal actuated displacements 171
qact,i actuated modal displacement associated with i-th vibration

mode
116

qi i-th modal coordinate (i-th element of q) 23
Q quality factor 28
r radius 126
R electric resistance
s Laplace variable; compliance (material parameter)
s•ij compliance (material parameter) (electric variable • is kept

constant)
248

�S strain 248
t time; thickness
�T stress 248
T• torque around “•”-axis 129
u controlled input signal within the standard plant notation

(Figs. 4.3, 5.1)
U voltage
U+ voltage at positive electrode 78
U− voltage at negative electrode 78
Uact ‘actuated’ voltage: output of the control electronics 192
Ucomp reconstructed voltage for crosstalk-compensation 192



NOMENCLATURE vii

Ufb ‘feedback’ voltage after crosstalk-compensation 192
Uin input voltage for a position actuator amplifier circuit
Umeas measured voltage: input for the control electronics 192
Uout output voltage of a force sensor amplifier circuit; (in sections

3.6.1 and 3.6.3) output voltage of a charge-feedback amplifier
circuit for a position actuator

w external disturbance signal within the standard plant nota-
tion (Figs. 4.3, 5.1); width

x direction; position (displacement); expansion (elongation) of
a piezoelectric element

x vector of generalised coordinates 21
xact input signal for a position actuator 44
xact,i input signal for the i-th position actuator (i-th element of

xact)
115

xact vector of actuated displacements 115
xASE elongation of an ASE 107
xerr error signal between a reference and a measured position 51
xij contribution of the j-th vibration mode to the i-th gener-

alised coordinate
30

xref reference signal for comparison with a measured position 51
xsens output signal of a position sensor 51
xSLS vector with elements denoting the elongation of a Smart Lens

Support block (Fig. 4.8)
128

y direction; measurement signal within the standard plant no-
tation (Figs. 4.3, 5.1)

z direction; error signal within the standard plant notation
(Figs. 4.3, 5.1)

zap zero of an all-pass filter 182

Greek symbols

α angle
δ distance over which an elastic element is stretched 85
∆L maximum expansion of an actuator-sensor-stack 65
ε•ij dielectric constant (material parameter) (mechanical vari-

able • is kept constant)
247

ζi relative damping associated with the i-th vibration mode 25
η loss factor 26
ηh loss factor (hysteretic damping) 26
ηblASE force actuation efficiency of an ASE 110
ηunlASE position actuation efficiency of an ASE 110
ηv loss factor (viscous damping) 26
µ• mean value of • 12
ν fraction of modal strain energy; Poisson’s ratio 162;250



viii NOMENCLATURE

νASE,ji fraction of modal strain energy in the j-th active stiffness
element for the i-th vibration mode

263

νji fraction of modal strain energy in the j-th actuator-sensor-
stack for the i-th vibration mode

266

νji,norm normalised fraction of modal strain energy in the j-th
actuator-sensor-stack for the i-th vibration mode

163

σ• standard deviation of • 12
τRC time-constant of an RC-circuit 74
ϕ• direction: rotation around “•”-axis
φi eigenvector (mode-shape vector) of the i-th vibration mode

(i-th column of Φ)
22

φij j-th element of φi (element (j,i) of Φ) 29
Φ transformation matrix, built up of the eigenvectors φi 23
ω angular frequency (ω = 2πf)
ωa anti-resonance frequency 148
ωd damped natural frequency 28
ωe,i undamped natural frequency of the i-th vibration mode 22
ωe,min frequency of the lowest vibration mode of interest 153
ωh frequency halfway ωa and ωe (on a logarithmic scale: ωh =√

ωaωe)
149

Ω normalised frequency (Ω = ω/ωe) 26

Special notation

ki//kj series connection of the stiffness elements ki and kj 108
[•]i,j element at the i-th row and the j-th column of the matrix •
•̂ estimate of • (except for section 2.3.3 in which it denotes the

amplitude of a harmonic oscillation)
•T parameter • for constant stress T
•T transpose of •
3σ the 3σ-value is used as a measure of the magnitude of a noisy

signal
13

Abbreviations and acronyms

act actuator
ap all-pass filter 182
ASE active stiffness element 107
avc active vibration control
bl blocked situation 109
CMA ceramic multi-layer actuator 256
cumPSD cumulative Power Spectral Density 11



NOMENCLATURE ix

DOF degree of freedom 19
EASE embedded active stiffness element 111
err error signal
FEM Finite Element Modelling 20
FRF frequency response function 20
IFF Integral Force Feedback 144
I/O input/output 5
IPC Intrinsically Passive Control 43
IPM ideal physical model 30
MIMO multiple input, multiple output
PALM Piezo Active Lens Mount 92
PD proportional and derivative control 54
PSD Power Spectral Density 11
PZT piezoelectric material; piezoelectric actuator 258
red reduced order 172
ref reference signal
SD Smart Disc
sens sensor
SISO single input, single output
sl single layer 256
SLS Smart Lens Support 80
SSA self-sensing actuator 135
unl unloaded situation 110

Bond graph elements

0 zero-junction: summation of flows; all connected elements
share the same effort (mechanical domain: summation of
velocities; all connected elements share the same force)

1 one-junction: summation of efforts; all connected elements
share the same flow (mechanical domain: summation of
forces; all connected elements share the same velocity)

C generalised potential energy storage element (mechanical do-
main: compliance, stiffness)

I generalised kinetic energy storage element (mechanical do-
main: mass)

MSe modulated effort source (mechanical domain: modulated
force actuator)

MSf modulated flow source (mechanical domain: modulated ve-
locity actuator)

R dissipative element (mechanical domain: damper)
TF transformer
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Chapter 1

Introduction

1.1 High-precision machines

Modern technology to a great extent relies on the use of high-precision equip-
ment. On the one hand, high precision is essential for the ongoing trend of
miniaturisation in manufacturing, a striking example of which is found in elec-
tronics industry, with integrated circuit patterns of ever decreasing size. On the
other hand, high precision is essential for leading-edge research. Modern mi-
croscopy techniques for instance enable analysis of materials in ever decreasing
detail, even down to the level of individual atoms.

In this thesis we will deal with the dynamic behaviour of high-precision ma-
chines. Focus will be on the various vibration modes of the mechanical structure,
the corresponding resonance frequencies, and the impact thereof on the final
machine accuracy. Optimisation of the dynamic behaviour of a high-precision
machine in general boils down to minimising the effect of the dominant vibra-
tion modes by maximising their resonance frequencies. This is in turn usually
achieved bymaximising the stiffness, andminimising the mass of the mechanical
structure.

The design of high-precision machines is usually accomplished along a limited
number of well-known design principles. Maximisation of the dominant reso-
nance frequencies may be regarded as a generalisation of the design principle
known as stiffness management, and should take place in the context of other
design principles, examples of which are symmetry, kinematic design, vibration
isolation and thermal management (Slocum 1992, Smith & Chetwynd 1992,
Nakazawa 1994, Hale 1999, Koster 2000). This implies that physical, geometri-
cal or dimensional limitations may pose a practical upper limit for the dominant
resonance frequencies within a high-precision machine.

1
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In addition to the frequencies associated with the vibration modes, an other
important aspect of a machine’s dynamic behaviour is the amount of damping
associated with the mechanical resonances. Damping management however is
not yet a mature design principle. High-precision machines are merely designed
free of various damping phenomena, like friction, hysteresis, and micro-slip, as
these are, due to their unpredictable nature, notorious sources of inaccuracy. As
a consequence, damping in high-precision machines is typically very low, giving
rise to small but persistent vibrations. These vibrations may in the end easily
appear as a major factor in limiting the accuracy (Van Schothorst 1999).

Optimisation of the dynamic behaviour of high-precision machines should thus
not only aim at the maximisation of the frequencies associated with the domi-
nant vibration modes, but also at the realisation of sufficient damping for these
vibration modes. The two aspects mentioned above, stiffness and damping, will
closely be examined throughout this thesis.

1.2 Active vibration control

All strategies to optimise a machine’s dynamic behaviour belong to the field
of motion and vibration control. The aim of motion control is in prescribing
a certain desired motion. Vibration control, on the other hand, is most often
concerned with unwanted motion: the aim of vibration control as such is in
reducing vibrations.

Vibration control can be split up into passive and active methods. Passive vi-
bration control methods directly deal with the physical properties of a machine,
like its stiffness, mass and damping. Passive vibration control may boil down
to a basic structural change, to the use of other materials, or simply to the
addition of a ‘passive’ element, i.e., an element the function of which does not
rely on an external power source. Passive vibration control primarily belongs
to the field of the mechanical engineer (Harris 1987, Mead 1998).

Active vibration control methods, on the other hand, do rely on the use of an
external power source. Active control traditionally belongs to the field of the
control engineer. It is based on the use of sensors, actuators, signal conditioning
electronics and control electronics, cooperating such that possible errors that
may occur within a machine are anticipated or compensated for (Preumont
1997, Hansen & Snyder 1997).

Obviously, in case active methods are considered as a possible solution to a
vibration problem, mechanical, electrical and control engineering skills need to
be combined. Active vibration control thus is inherently closely related to the
field of mechatronics, which has been appropriately defined as “a synergistic
combination of precision mechanical engineering, electronic control and systems
thinking in the design of products and manufacturing processes” (IRDAC 1986).
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1.3 Smart Disc

The research described in this thesis has been part of the ‘Smart Disc’ project at
the University of Twente. This project has originated from a truly mechatronic
view on the design of high-precision machines, based on the following ideas.

1. As soon as passive methods for improving accuracy have been exhausted,
one should consider the use of active methods.

2. A mechanical engineer should be able to easily gain advantage of active
(vibration) control concepts, i.e.,

(a) the control system should not rely on a ‘complex’ measurement sys-
tem, requiring severe modifications of the machine;

(b) the mechanical engineer should not need knowledge of ‘complex’ con-
trol theory.

These ideas have been combined into the following ‘ultimate’ research aim:

The development of a so-called “Smart Disc”, i.e., a structural ele-
ment that can easily be used for active (vibration) control within
high-precision machines.

At the start of the research project, a Smart Disc was envisioned to be inserted
in the line of force, rather than attached to the mechanical structure. In other
words: a Smart Disc was envisioned as a load bearing element, rather than
as an ‘add on’. Instead of giving a formal definition of a Smart Disc, we will
discuss the main requirements that were formulated at the start of the Smart
Disc project (Haasjes 1995).

At the start of the Smart Disc project, a more or less ‘quasi-static’ viewpoint was
adopted on the role of the mechanical structure (or ‘frame’) of a high-precision
machine: due to the limited stiffness (rather than the lack of damping), the
frame may slightly deform upon mechanical loading, and this deformation serves
as a source of inaccuracy. As such, the first requirement for a Smart Disc was
that it should be able to compensate for the deformation of the frame. It was
decided to use so-called “smart materials” for this purpose, i.e., materials the
shape of which may be modified actively. (For a discussion on smart materials,
see appendix A.)

The smart material that has been used in the Smart Disc project is piezoelectric
material, which is known to deform upon the application of an electric field.
(This phenomenon is called the inverse piezoelectric effect.) This implies that,
by applying a voltage to a piezoelectric element, the element can readily be
used as a position actuator (or ‘displacement generator’) within a mechanical
structure (see appendix B).
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Smart Disc – requirement 1
A Smart Disc should contain a (piezoelectric) position actuator.

As a second requirement, the operation of a Smart Disc should be based on a
measurement signal that is correlated with the (in)accuracy of the high-precision
machine. One might argue that the ideal measurement signal would be the
actual accuracy of the machine, i.e., for instance the position of the machine
tool relative to the workpiece. However, in practice it is often undesirable, if
not impossible, to perform a direct measurement of the actual accuracy.

Therefore, and in the light of the desired ease of implementation (idea 2a at the
start of the present section), it was decided to obtain an appropriate measure-
ment signal from a sensor that could be spatially integrated with the position
actuator. A Smart Disc was thought of as a stand-alone structural element,
which for its operation should not rely on measurement signals derived from
other locations in the machine frame. At the start of the Smart Disc project,
the structural element was envisioned as a ‘disc’ (which explains the second
part of the name of the research project); a disc-like element was expected to
be easily inserted between two parts of a machine frame.

Smart Disc – requirement 2
A Smart Disc should be a stand-alone structural element, in the
sense that it should not rely on external sensors.

At the start of the Smart Disc project, it was furthermore decided that the
integrated sensor should measure the force that is acting upon the actuator:
the measured force might, in combination with an appropriate model of the
overall mechanical structure, be used to determine the deformation that needs
to be compensated for.

Similar as for the position actuator, for the force sensor use has been made of
piezoelectric material. Upon application of a mechanical force, a piezoelectric
sensor generates an electric charge. (This phenomenon is called the direct piezo-
electric effect; see appendix B.) The piezoelectric charge can easily be converted
into a voltage that can be used for further processing, and thus for the purpose
of active control.

Smart Disc – requirement 3
A Smart Disc should contain a (piezoelectric) force sensor.

Remark 1.1 In section 2.5 it will be shown that the use of a position actuator
and a ‘collocated’ force sensor (i.e., an actuator and a sensor at the same location
within a mechanical structure) enables ‘intrinsically passive’ and thus robustly
stable control.
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The fourth requirement for a Smart Disc is closely related to requirement 2 : aim-
ing for a single, stand-alone structural element, it was expected to be practical
to have all functional components of a Smart Disc spatially integrated. This
implies that not only the sensor should be integrated with the actuator, but also
all electronics that are needed for active control (signal processing electronics,
amplifier electronics, and control electronics).

Smart Disc – requirement 4
The Smart Disc electronics should be spatially integrated in the
structural element.

In Fig. 1.1a, the consequence of spatial integration of the electronics is illus-
trated. A fully integrated Smart Disc requires only a minimum amount of wires:
the power supply leads (though essential for active control, the power source is
not considered to be part of a Smart Disc), and eventually some means for I/O
to an external computer, for manual tuning of the Smart Disc controller, or for
trouble-shooting.

In this thesis however, spatial integration of the electronics is hardly touched
upon. In chapter 3, which deals with the hardware involved in a Smart Disc, fo-
cus is primarily on proper incorporation of the piezoelectric actuator and sensor
within the surrounding mechanical structure (see Fig. 1.1b). The requirements
for the electronics will also be discussed in chapter 3, but only with respect to
functionality, and not in the light of miniaturisation and spatial integration.

The fifth and last requirement for a Smart Disc once again stems from the
desired ease of implementation (idea 2b at the start of the present section):
the structural element should be ‘smart’, in the sense that it should have some
kind of on-board intelligence, present in an embedded controller. The demand
for ‘smartness’ has originated from the idea that a mechanical engineer, having
decided upon the use of one or more Smart Discs within a machine frame,
should be able to easily take advantage from advanced control theory concepts.
By having some kind of learning, adaptive, or self-tuning mechanism within
a Smart Disc, the mechanical engineer would not be burdened by the task of
controller design.

high-precision
machine

frameSmart
Disc

Smart Disc

high-precision
machine

frameactuator
and sensor

(a) (b)

electronics

Figure 1.1: A Smart Disc may be (a) a single element, or (b) built-up modularly
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Smart Disc – requirement 5
A Smart Disc should be equipped with some kind of learning mechanism.

Though the latter requirement explains the first part of the name of the research
project, this thesis will not deal with any kind of learning mechanism for the
Smart Disc. The discussion on smartness is rather postponed to the last chapter.
In spite of this, throughout this thesis we will keep using the term “Smart Disc”,
as it conveniently captures the ‘ultimate’ aim of the research project, i.e., the
development of “active structural elements for high-precision machine vibration
control”. The idea of using a position actuator and a ‘collocated’ force sensor,
combined into a load bearing structural element for active vibration control,
will in this thesis be referred to as the “Smart Disc concept”.

1.4 Research questions

The research questions that will be dealt with in this thesis, may be split up in
three categories.

1. When to use a Smart Disc? or: What kind of (vibration) problems within
high-precision machines can appropriately be solved by means of the Smart
Disc concept? This question will be dealt with in chapter 2.

2. How to design a Smart Disc? or: How to incorporate a (piezoelectric)
position actuator and a (piezoelectric) force sensor within a mechanical
structure? This question is dealt with in chapter 3.

3. How to use a Smart Disc? or: How to perform active (vibration) control,
using a position actuator and a ‘collocated’ force sensor? This question
will be dealt with in chapters 4 and 5, which will provide the theoretical
background for Smart Disc-based vibration control. In chapter 6 this
theory is experimentally evaluated.

1.5 Thesis outline

The outline of this thesis is as follows.

Chapter 1: Introduction
In the sequel of this first chapter, we will introduce the wafer stepper as an
example of a high-precision machine. A specially designed mechanical set-up,
based on an ASML PAS5500 wafer stepper, has served as a test-bed for all
Smart Disc experiments described in this thesis. Focus of the experiments has
been on the lens suspension within the wafer stepper.
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Chapter 2: Vibration problems, vibration control
Chapter 2 deals with the first research question: What kind of vibration problems
can be solved by means of the Smart Disc concept? This question is answered
in three steps:

- examination of all important aspects of a vibration problem, with em-
phasis on the modelling of a mechanical structure (using the graphical
representation as proposed by Rankers (1997): the ‘modal lever’, captu-
ring the interaction between local and modal coordinates);

- consideration and evaluation of common vibration control methods, both
passive and active;

- interpretation in terms of the passive equivalent of active vibration control
concepts based on ‘collocation’ (amongst which the Smart Disc concept).

Chapter 3: Hardware
Chapter 3 deals with the second research question: How to design a Smart Disc?
The purpose of this chapter is as follows:

- to highlight important considerations with respect to the design of the
piezoelectric actuator and the piezoelectric sensor, and with respect to
the issue of combining these into a single element;

- to highlight important design considerations with respect to the mechani-
cal interface of the Smart Disc, i.e., the interface between the piezoelectric
elements and the mechanical structure in which they are incorporated;

- to highlight important design considerations with respect to the electrical
interface of the Smart Disc, i.e., the interface between the piezoelectric
elements and the control electronics;

- to discuss the mechanical design of the two Smart Disc-prototypes that
have been developed for the wafer stepper experiments.

Chapter 4: Modelling
Chapters 4 to 6 deal with the third research question: How to perform ac-
tive vibration control, using a position actuator and a ‘collocated’ force sensor?
Chapter 4 presents a thorough analysis of the interaction between a Smart Disc
as a local structural element and the various modes of vibration of the overall
mechanical structure. To capture this interaction in a graphical representation,
similar as the ‘modal lever’ in chapter 2, the ‘Smart Disc lever’ is put forward.

Chapter 5: Controller design
Chapter 5 deals with Smart Disc control, applied to the models developed in
in chapter 4. In the light of section 1.1, two control goals are distinguished:
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active damping and active stiffness enhancement. It will be shown that active
stiffness enhancement is difficult to realise in practice, whereas active damping
can conveniently be realised by means of the Smart Disc concept.

Active damping based on a ‘Smart Disc-like’ concept has already been described
in previous research on active control of flexible truss-like structures for space-
crafts (Preumont, Dufour & Malékian 1992), and on active control of tendons in
cable-stayed bridges (Achkire 1997). The main distinctive feature of the work
that is described in this thesis, is that it is directed towards a tool for active
damping management, in the context of other principles for high-precision ma-
chine design. As such, the approach taken in this thesis explicitly accounts for
the (negative) effect of active damping on the effective stiffness of the mecha-
nical structure. Furthermore, the approach is truly mechatronic: the guidelines
that are given for the design of the mechanics and the electronics are all assessed
explicitly with respect to the effect on the attainable active control performance.
Another distinctive feature is that this thesis explicitly deals with the design of
MIMO (multiple input, multiple output) controllers for active damping.

Chapter 6: Experiments
Chapter 6 deals with active damping experiments on the lens suspension of the
wafer stepper, using the control approach as developed in chapter 5. The effect
of the insertion of Smart Discs on the effective stiffness on the lens suspension
will be examined explicitly. Two cases are considered: a set-up with three active
degrees of freedom, and a set-up with six active degrees of freedom.

Chapter 7: Review and conclusions
Chapter 7 presents the main conclusions of the present research, as well as a
discussion in the light of the original requirements that have been formulated
at the start of the Smart Disc project.

1.6 Lens suspension of a wafer stepper

As an example of a high-precision machine, in this thesis we will consider a so-
called wafer stepper. In particular, we will deal with vibrations of the lens within
a wafer stepper. Therefore, in section 1.6.1 focus will be on the lens suspension
of a wafer stepper, and on several conflicting requirements which are typical for
the design of a high-precision machine. Subsequently, in section 1.6.2 we will
describe a ‘reference experiment’, in order to illustrate the dominant vibration
modes of the lens, and the lack of damping associated with these modes.

1.6.1 Conflicting high-precision machine design principles

A wafer stepper is an advanced microlithography machine with sub-micrometer
accuracy. Microlithography is used by manufacturers of integrated circuits (ICs)
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to transfer a circuit pattern from a photomask to a thin slice of silicon referred
to as the wafer, from which the ICs are cut out in the end. The circuit pattern
is projected onto the wafer through a carefully constructed lens (see Fig. 1.2),
which in fact consists of multiple lenses. The most important variable to control
in the lithography process is the line width of the circuitry on the wafer, as this
width has direct impact on the final IC speed and performance. The current IC
line width is about 0.1 µm (Edgar, Butler, Campbell, Pfeiffer, Bode, Hwang,
Balakrishnan & Hahn 2000).

One of the future bottlenecks in decreasing the line width, and thus in the minia-
turisation of ICs, is that the lens of the wafer stepper suffers from vibrations (as
will be illustrated in section 1.6.2). It is therefore important to control these
vibrations, but only methods that do not interfere with other high-precision
machine design principles, like mentioned in section 1.1, are of interest.

In order to get a feel for the typical conflicting design requirements within
a high-precision machine, refer Fig. 1.3 which presents a simplified view on
the mechanical test set-up: an ASML PAS5500 wafer stepper, which has been
modified so as to enable the Smart Disc experiments as described in this thesis.
Besides the lens, this figure shows the main plate, which serves as a positional
reference for all other parts of the machine. The lens is held in a flange, which
is connected to the main plate by means of three symmetrically located lens
support blocks, only two of which are in sight in Fig. 1.3. Here the design
principle concerning ‘symmetry’ is noteworthy, as this ensures the optical axis
of the lens to remain constant for small temperature changes of the lens.

Up till now, vibration problems within high-precision machines could often be
relieved by means of adequate isolation of the equipment from the floor, through
which most of the disturbing vibrations enter. In this respect, the design prin-
ciple concerning ‘vibration isolation’ is also indicated in the figure: the main
plate is resiliently isolated from the floor, both passively and actively, by means
of three so-called airmounts.

light source

photomask

lens

wafer

Figure 1.2: Wafer stepper principle
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Figure 1.3: Simplified view on the lens suspension of a wafer stepper

However, once the equipment is sufficiently isolated from floor vibrations, an
other disturbance source becomes dominant: acoustics. It is practically im-
possible to come up with isolation means for acoustic vibrations, due to for
instance the design principle concerning ‘thermal management’ which requires
a well-conditioned airflow within the machine. The incoming vibrations thus can
not be further reduced, and as a consequence, the mechanical structure needs
to be changed, such that it becomes less sensitive to these vibrations: maxi-
misation of the stiffness within the machine, according to the design principle
concerning ‘stiffness management’.

However, once again design principles conflict: the three lens support blocks
should be designed according to the ‘kinematic design’ principle, in order to
prevent the position of the lens from being overconstrained. As a consequence,
the overall passive stiffness of the lens suspension, and related resonance fre-
quencies of the machine cannot be increased infinitely.

1.6.2 Badly damped vibrations: reference experiment

The two lowest vibration modes within the wafer stepper are referred to as the
joystick modes. They correspond to tilt of the lens relative to the main plate,
i.e., relative rotation of the lens around two perpendicular axes in the plane
of mounting, where it should be noted that in Fig. 1.3 the choice for the x-
and y-axis has been rather arbitrary. The joystick modes are mainly due to the
limited vertical stiffness of the lens support blocks. A more severe problem than
the vibration modes themselves, is the lack of damping associated with these
modes.

A straightforward experiment on the test set-up has been performed in order to
illustrate the small amount of damping in a wafer stepper (Jansen 2000). Focus
here is on the relative tilt of the lens around the x-axis in Fig. 1.3 (in-plane



1.6. LENS SUSPENSION OF A WAFER STEPPER 11

2,3

x
amp,1 amp,2

a
top

a
bottom

Tam

Tam

y

z

wmp

h
lens

side view

Figure 1.4: Planar view on the experimental set-up, used for determining rela-
tive tilt of the lens around the x-axis

rotation in Fig. 1.4). The airmounts are used to apply a controllable torque
Tam around the x-axis of the main plate. For the excitation signal, band-limited
white noise of sufficient amplitude has been chosen.

The relative tilt of the lens can not be measured directly; instead the relative
tilt is calculated from appropriate acceleration measurements at both the main
plate and the lens (indicated by the white cubes in Fig. 1.4):

ϕ̂x(t) =
∫∫

abottom(t)− atop(t)
hlens

− amp,2(t)− amp,1(t)
wmp

(dt)2 (1.1)

Here both the lens and the main plate are considered rigid. Obviously, the
calculation of the relative tilt is only valid as long as the rigid body assumption
holds.

The experiment as described above, will serve as a reference for the Smart Disc
experiments in section 6.1. The results of the reference experiment are shown
in Fig. 1.5:

• a time record of the calculated relative tilt: ϕ̂x(t) (upper plot)
• the corresponding Power Spectral Density: PSDϕ̂x(f) (a squared version
of the Fourier Transform of the time record, see e.g. (Harris 1987); middle
plot)

• the corresponding cumulative PSD (lower plot):

cumPSDϕ̂x(f) =
∫ f

0

PSDϕ̂x(ρ)dρ (1.2)
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Figure 1.5: Experimental results illustrating badly damped joystick modes

The final value of the cumulative PSD is known to represent the power associated
with the time-domain signal:

Pϕ̂x = σ2ϕ̂x
+ µ2ϕ̂x

= cumPSDϕ̂x(∞) (1.3)

with

• µϕ̂x
: the mean value of ϕ̂x

• σϕ̂x
: the standard deviation of ϕ̂x

Remark 1.2 For a fair comparison of measurements like the one described
above, the conditions for the experiments should be sufficiently similar. We
have tried to comply with this, by ensuring a sufficiently large noise level for the
airmount-excitation signal (such that other, uncontrollable disturbances may be
neglected) and by keeping the airmount noise at the same level for subsequent
measurements. In that case the airmount-experiments can conveniently be used
to qualitatively evaluate Smart Disc performance.

Remark 1.3 In the analysis of measurements like the one described above,
the actual disturbance signal as generated by the airmounts has not been taken
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into account, as it has not been monitored during the experiments. This implies
that, because of the inherent unpredictable nature of a white noise source, care
should be taken in drawing quantitative conclusions from the experiments.

Response quantity of interest: 3σ-value

As a measure of the amplitude of a noisy signal, we may use the so-called 3σ-
value, as in case of normally distributed white noise, 99.7% of the values over
time are within the range [µ − 3σ, µ + 3σ]. From the PSD plot, however, it is
obvious that the signal is by no means white. Instead the signal is dominated
by one of the joystick modes (at 110 Hz). Note that the acceleration sensors
also pick up a small contribution of the other joystick mode (at 105 Hz), due
to the fact that the set-up is not perfectly symmetric. Other modes can be
seen around 140 Hz (known to be due to internal torsion of the main plate)
and around 280 Hz (known to be so-called ‘pendulum’ modes, in which the lens
moves approximately horizontally with respect to the main plate in the plane
of mounting; see Fig. 1.6b). Nevertheless, the 3σ-value is an appropriate and
practical measure of the amplitude of the signal, which will therefore be used
throughout this thesis for judging the dynamic behaviour of the lens of the wafer
stepper.

From the lower plot in Fig. 1.5 the 3σ-value for the relative tilt appears to be
4.3 · 10−7 [rad], which is almost fully due to the lack of damping associated
with the joystick mode at 110 Hz, as can be seen from the steep increment of
the cumulative PSD. These experimental results unambiguously illustrate the
need to damp the joystick modes. Damping of the lens vibrations by passive
treatments however has turned out to be hard to realise.

lens support blocks

‘pendulum’ mode‘joystick’ mode

lens

(a) (b)

Figure 1.6: Dominant vibration modes of the lens relative to the main plate
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Obviously, after having pointed out in the previous section the importance of
vibration control and the conflicting design principles that typically occur during
the development of high-precision machines, the lens suspension of the wafer
stepper constitutes a challenging test-bed for evaluation of the active vibration
control potential of the Smart Disc concept.



Chapter 2

Vibration problems,
vibration control

2.1 Introduction

In the previous chapter, the Smart Disc concept has been put forward as an
active means to improve the dynamic behaviour of high-precision machines. As
such, the Smart Disc concept is one of many methods that are available for
vibration control.

In order to determine the most appropriate solution to a particular vibration
problem, one should have:

1. an adequate model of the particular vibration problem at hand;

2. basic knowledge of various practical vibration control methods.

The purpose of the present chapter is to provide some general background on
these two issues: vibration problem modelling and vibration control methods.

Vibration problem modelling
The most ‘raw’ model of a vibration problem, is a person’s reflection of the
problem. However, in order to enable communication and detailed analysis of
the problem, the model and the assumptions therein should be made explicit.

A model of a vibration problem is broader than a mathematical description
of the mechanical structure suffering from vibration. Therefore, in section 2.2
we will first deal with two other important aspects of a vibration problem:
the source of the vibration and the specifications regarding a certain response

15
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quantity of interest. The issue of modelling the mechanical structure will be the
subject of section 2.3.

Vibration control methods
In section 1.2 it was stated that vibration control can be implemented by passive
or by active means. Therefore, in section 2.4 we will provide a brief introduction
to both passive vibration control and active vibration control. In case so-called
‘collocated’ actuator-sensor-pairs are available for active control, it is possible to
actively implement a passive vibration control method. Section 2.5 presents an
overview of active control concepts based on collocation. Here the Smart Disc
concept will be shown to be one of the concepts enabling collocated control.

2.2 Modelling the vibration problem

The general representation of a vibration problem is given in Fig. 2.1. A mecha-
nical structure suffers from vibrations, which are excited by some vibration
source(s). At the same time, the mechanical structure should meet certain
specifications. Within the context of a high-precision machine, these specifica-
tions would typically be derived from the particular task the machine needs to
fulfill. The vibration problem consists in that the vibrations within the machine,
expressed in terms of an appropriate response quantity, in some sense conflict
with the performance specifications.

From the general representation described above, it follows that, in order to
solve a vibration problem, three main aspects need to be examined:

1. the specifications with respect to a certain response quantity of interest,
in control engineering terms usually referred to as ‘error’; in vibration
engineering the term ‘receiver’ is sometimes associated with the response
quantity of interest;

2. the vibration source(s), in control engineering terms usually referred to
as ‘disturbance(s)’; in motion control applications the ‘reference signal’
is likely to excite vibrations, and may therefore also be considered as a
source of vibration;

vibration
source

mechanical
structure

response
quantity

specifications

Figure 2.1: Vibration problem
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3. the mechanical structure suffering from vibration, in control engineering
terms usually referred to as the ‘plant’ or ‘process’ to be controlled; in
vibration engineering the mechanical structure is sometimes referred to as
the ‘path’ between the source and the receiver.

Vibration control methods, as introduced briefly in section 1.2, usually boil
down to a modification of (the dynamic behaviour of) the mechanical structure,
based on an appropriate mathematical model. In that case it is often impli-
citly assumed that the disturbances generated by the vibration source(s) can
not be alleviated, and that the performance specifications have been derived
correctly. However, in order to model a vibration problem in its entirety, the
latter assumptions should first be verified, and hence they should be made
explicit. The first step towards vibration control should thus be in explicit
modelling of the vibration source(s) (section 2.2.2) and the specifications with
respect to the response quantity of interest (section 2.2.1).

2.2.1 Specifications

The analysis of a vibration problem in general should start with an examina-
tion of the specifications, stemming from the application or the environment in
which the mechanical structure is used. Within the context of a high-precision
machine, the vibration may in some sense limit the achievable accuracy, such
that the performance specifications for the machine can not be met.

For analysis of the specifications, it is first of all important to establish what
response quantity actually constitutes the problem. In this respect one has to
distinguish between ‘movements’ and ‘stresses’.

Movement or stress
In most vibration problems the response quantity of interest is simply the move-
ment of one or more parts of the mechanical structure. Here the term ‘move-
ment’ may refer to displacements as well as velocities or accelerations, either
linear or angular. A vibration problem however may also deal with fatigue of a
structure, due to repeatedly induced mechanical loading. The response quan-
tity of interest then obviously is the stress within the structure rather than a
movement (Mead 1998).

Though stresses and movements are closely related, in this thesis we will mainly
deal with movements.

Movement: absolute or relative
In case the response quantity of interest indeed is a movement, it is important
to establish unambiguously which movement actually constitutes the problem.
In case of a relative movement, it should be made clear which parts of the
structure, moving with respect to each other, are involved in the troublesome
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vibration. In case the problem is believed to be caused by an absolute movement
of a part of the structure, it is subsequently important to explicitly indicate the
inertial frame with respect to which this absoluteness is defined.

In either case, both the parts of the structure involved in the movement and the
inertial frame that serves as the absolute reference, need to be identified clearly
within the model of the mechanical structure (section 2.3).

Characterisation and quantification
In order to come up with an adequate solution to the vibration problem, it
is desired to explicitly quantify the performance specifications for the system
under consideration. In this respect, it may for instance be useful to characterise
the frequency range in which the specifications are critical.

Methods for (active) controller design often require specifications in terms of
a suitable mathematical criterion. Well-known mathematical criteria are the
H2-norm (minimising the energy associated with the response), the H∞-norm
(minimising the maximum response over all frequencies), and weighted versions
thereof (Skogestad & Postlethwaite 1996). In practice, both the derivation and
the use of such a mathematical criterion may be far from straightforward.

A criterion that is often used in practice, is maximisation of the damping for a
certain harmful vibration mode. This criterion is of particular interest for vibra-
tion problems in which mechanical resonances dominate the response (section
2.3.4).

2.2.2 Vibration source

The second important aspect of a vibration problem (Fig. 2.1) is the actual cause
of the problem: Which vibration source is exciting the mechanical structure?

Force or movement
Vibration of a mechanical structure may be generated in a variety of ways.
Firstly, it could be by forces that are not affected by the vibration of the struc-
ture. These forces may be either localised and concentrated, or distributed in
the form of surface pressures. Secondly, vibration can be generated when the
structure is externally subjected to certain movements that are not affected
by the dynamics of the structure. A typical example thereof, in the context
of high-precision machines, is vibration of the floor on which the machine is
mounted.

In addition to characterisation of the vibration source(s), it is important to
unambiguously establish the locations at which the excitations effectively enter
the mechanical structure, as this knowledge should be incorporated explicitly
in the model of the mechanical structure (section 2.3).
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Time-dependence
An other important aspect of a vibration problem is the time-dependence of the
vibration source. In this respect four categories can be distinguished (Harris
1987, Mead 1998).

1. Harmonic time-dependence constitutes the first and simplest category. It
forms the basis from which the other categories can be understood.

2. Periodic time-dependence is the second category. A periodic signal is
known to be built up of, and can hence be analysed as, a finite number of
simple harmonic components.

3. The third category of time-dependence is that of discrete, transient exci-
tation, in vibration literature also referred to as ‘shock’. The important
characteristic of shock is that the vibration of the structure upon which
the shock acts, includes both the frequencies of the shock excitation and
the natural frequencies of the mechanical structure.

4. The fourth category includes all forms of random, non-deterministic time-
dependent excitation. Random vibration may be defined in statistical
terms, indicating the probability of occurrence of magnitudes and fre-
quencies (Miles & Thomson 1987).

2.3 Modelling the mechanical structure

The way in which the response quantity of interest reacts to the vibration source
depends on the mechanical structure, as indicated in Fig. 2.1. A competent
model of the mechanical structure should at least incorporate the interaction
between the identified vibration source(s) and the response quantity of interest.
To this end, both the vibration source(s) and the response quantity of interest
as well as their locations should be indicated clearly within the model.

2.3.1 Lumped parameter models

A mechanical structure can be characterised by the distribution of mass, stiff-
ness, and damping properties. These properties depend on the material used
and the dimensions of the structure. Understanding of the interaction between
these physical properties is an essential prerequisite for successful vibration con-
trol. The model of the mechanical structure should appropriately reflect this
understanding.

In practice the mass, stiffness, and damping properties within a mechanical
structure are continuously distributed, giving rise to an infinite number of de-
grees of freedom (DOFs), and in turn to an infinite number of vibration modes.



20 CHAPTER 2. VIBRATION PROBLEMS, VIBRATION CONTROL

In order to simplify analysis, for example for (active) vibration control, the
distributed-parameter structure is usually approximated by a discrete-parameter
(or lumped) model. A lumped model is characterised by a limited number of
DOFs, such that only a limited number of dominant vibration modes can be
captured (Meirovitch 1986).

Analytical versus experimental modelling

The key to proper lumping of a mechanical structure, is to recognise a concep-
tual structure of interconnected masses, stiffness elements (i.e, sources of com-
pliance), and damping mechanisms. However, for complicated mechanical struc-
tures this may not be feasible. An appropriate model, with a small amount of
lumped parameters, may then be deduced from a Finite Element Model (FEM)
of the structure. The lumped model should then comprise the dominant vibra-
tion modes of the structure as predicted by the Finite Element Model.

Complementary to analytical modelling as described above, is the process of
experimental modelling, in which the model is constructed on the basis of expe-
riments on the real system. Whereas analytical modelling is crucial for obtaining
the model structure, identification experiments are crucial for obtaining, and
possibly validating, the numerical values of the lumped parameters within this
model.

Model validation

Practical experiments may also be used for validation of the model structure.
In case identification experiments turn out to invalidate the structure of the
model, a new phase of analytical modelling should be considered. The process
of switching between analysis and experiments, and matching the model struc-
ture with the experimental identification results, may be repeated several times
before a satisfactory model has been obtained. Convergence of this process to
a large extent depends on practical modelling and experimentation experience.

Practical identification experiments usually consist of the measurement of several
frequency response functions (FRFs; here it is assumed that the mechanical
structure behaves linearly – see section 2.3.2). This yields numerical values
for typical characteristics, like the response level in a certain frequency band,
the resonance frequencies and corresponding damping factors. The presence of
anti-resonance frequencies can be an important clue in order to validate the
model structure. However, care should be taken in comparing the values of
the measured anti-resonance frequencies with the values as predicted by the
model. This will become clear in section 2.3.7, which deals with model reduc-
tion through modal truncation.
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Obviously, frequency responses of a mechanical structure may be obtained using
actuators and sensors that are already embedded in the structure. For identi-
fication purposes however, it is common practice to use additional dedicated
experimentation equipment, for example to perform experimental modal ana-
lysis (Allemang & Brown 1987, Døssing 1988).

2.3.2 Modal decomposition

The core of the model of a mechanical structure is the set of equations of motion
in terms of a limited number of generalised coordinates, corresponding to the
physical degrees of freedom (DOFs) that have been identified. These equations
may have been derived in various ways, for instance through application of the
laws of Newton, or through an energy-based description, for instance based
on Lagrange’s principle. Irrespective of the derivation, the resulting model is
mathematical, and therefore we will first deal with the mathematics involved in
the analysis of vibration. For an extensive elaboration on this subject, we refer
to Meirovitch (1986) or Harris (1987).

For vibration analysis it is often convenient to consider small motions around
a certain equilibrium, such that a linear description suffices to describe the
dynamic behaviour. In that case the general form of the equation of motion,
governing the dynamic equilibrium between the inertia forces, the damping
forces, the stiffness forces and externally applied forces, is given by:

Mxẍ(t) +Dxẋ(t) +Kxx(t) = Fx(t) (2.1)

with:

• x: the n-dimensional vector of generalised coordinates (with n the number
of DOFs)

• Fx: the n-dimensional vector of generalised external forces acting upon
the corresponding generalised coordinates x

and the following constant matrices (i.e., the system is assumed to be time-
invariant):

• Mx: the n× n mass matrix in terms of the generalised coordinates x

• Dx: the n× n damping matrix in terms of the generalised coordinates x

• Kx: the n× n stiffness matrix in terms of the generalised coordinates x
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In (2.1) the damping mechanism is assumed to be viscous (see section 2.3.3).
However, in order to simplify analysis, the damping matrix is often omitted,
which is allowed in case the structure is lightly damped:

Mxẍ(t) +Kxx(t) = Fx(t) (2.2)

In general the system of equations (2.2) is coupled, through either the mass ma-
trix, or the stiffness matrix, or both. The system of equations can be decoupled
by means of a coordinate transformation based on the non-trivial solutions φi
of the following eigenvalue problem:

(Kx − ω2e,iMx)φi = 0 (2.3)

Solving the eigenvalue problem (2.3) yields:

• ω2e,1, ω
2
e,2, . . . , ω

2
e,n: the eigenvalues, representing the squared undamped

natural frequencies

• φ1, φ2, . . . , φn: the corresponding eigenvectors, or mode-shape vectors

For a given mechanical structure, the mode-shape vectors are unique, except for
the magnitude, which depends on the particular scaling method used (Meirovitch
1986, Rankers 1997).

The mode-shape vectors are orthogonal with respect to the mass matrix:

φTi Mxφj = 0 (i �= j) (2.4)

For i = j, multiplication according to (2.4) yields a non-zero result:

φTi Mxφi = mm,i (2.5)

Here mm,i is referred to as the modal mass associated with the modal DOF
qi, corresponding to the i-th vibration mode. Note that the value of a modal
mass depends on the scaling method that has been used for the corresponding
mode-shape vector.

The orthogonality property also holds for the stiffness matrix:

φTi Kxφj = 0 (i �= j) (2.6)
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φTi Kxφi = ω2e,imm,i = km,i (2.7)

Contrary to the modal mass, the modal stiffness km,i may equal zero, corre-
sponding to a so-called rigid-body mode, for which ωe,i = 0.

Associated with each mode-shape vector φi is a (decoupled) ‘modal’ coordinate
qi. The relation between the vector of generalised DOFs, x(t), and the vector
of modal DOFs, q(t), is given by:

x(t) = Φq(t) (2.8)

with the transformation matrix Φ built up of the mode-shape vectors:

Φ = [φ1 φ2 . . . φn] (2.9)

The set of decoupled equations of motion is obtained by substituting (2.8) in
(2.2) and pre-multiplying the result with the transpose of the transformation
matrix:

ΦTMxΦq̈(t) +ΦTKxΦq(t) = ΦTFx(t) (2.10)

This can be written shortly as:

Mmq̈(t) +Kmq(t) = ΦTFx(t) (2.11)

with:

• the modal mass matrix:
Mm = ΦTMxΦ = diag(mm,1, . . . , mm,n) (2.12)

• the modal stiffness matrix:
Km = ΦTKxΦ = diag(km,1, . . . , km,n) (2.13)

The equation of motion for the i-th modal DOF is given by:

mm,iq̈i(t) + km,iqi(t) = φTi Fx(t) (2.14)

which is a simple second-order differential equation, similar to that of an un-
damped single mass-spring system. Due to the orthogonality properties of the
mode-shape vectors, the dynamic behaviour of the individual vibration modes
may be analysed independently in order to understand the dynamic behaviour
of the entire structure.
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2.3.3 Modelling structural damping

In order to analyse the influence of a single vibration mode within an entire
structure, we will first consider a single mass-spring-damper system (Fig. 2.2).
Here stiffness and mass are well-known and nice-behaving phenomena, but
damping in mechanical structures is not.

Viscous damping

For reasons of simplicity, the damping mechanism in a vibrating structure is
often assumed to be viscous, which implies that energy is dissipated at a rate
that varies linearly with a certain velocity associated with the mechanical struc-
ture. If the damper in the elementary mass-spring-damper system in Fig. 2.2 is
assumed to be viscous, the damping force is given by:

Fd(t) = dvẋ(t) (2.15)

and the equation of motion is given by (compare (2.1)):

mẍ(t) + dv ẋ(t) + k x(t) = F (t) (2.16)

Here the subscript ‘v’ indicates the viscous damping mechanism. The instanta-
neous power dissipated in the viscous damper is given by:

Pv = dvẋ
2(t) (2.17)

and the energy dissipated per vibration cycle of a harmonic oscillation between
[−x̂, x̂] at angular frequency ω = 2πf is given by:

Ev,cycle =
∫
cycle

dvẋ
2(t) dt = ω · πdvx̂2 (2.18)

x

F

dk

m

Figure 2.2: Single-mode mass-spring-damper system
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In a viscous damping model the energy dissipated per vibration cycle thus does
not only depend on the vibration amplitude (quadratically) but also on the
vibration frequency (linearly).

Hysteretic damping

Experimental evidence suggests, however, that when real structures vibrate,
the energy dissipated per cycle within the structure does not depend on the
frequency (Meirovitch 1986, Blake 1987, Mead 1998, Rivin 1999). Realistic
structural damping is therefore better described by a hysteretic damping model.
The energy per vibration cycle of a harmonic oscillation between [−x̂, x̂] for a
hysteretic damper is given by:

Eh,cycle = πdhx̂
2 (2.19)

with dh constant (the subscript ‘h’ indicating a damping mechanism based on
hysteresis). In comparison with (2.18), in the hysteretic damping model only
the factor ω is left out. Hysteresis may be viewed as a viscous damping mecha-
nism with a variable damping rate dv(ω), which is inversely proportional to the
frequency (Mead 1998):

dv(ω) =
dh
ω

(2.20)

The popularity of the viscous damping model is due to the fact that this model
can be transferred directly into an appropriate time-domain description (2.15),
while the hysteretic damping model can not.

Modal damping

Because of the difficulties in modelling the physical nature of structural dam-
ping, it is customary to include damping functionally by incorporating it into
the individual vibration modes (Karnopp, Margolis & Rosenberg 2000):

mm,i(q̈i(t) + 2ζiωe,iq̇i(t) + ω2e,iqi(t)) = φTi Fx(t) (2.21)

where ζi is the modal damping ratio (or ‘relative damping’). Unless special
measures have been taken to include extra damping, mechanical structures are
typically lightly damped, with ζi in the range of 0.001-0.02. Here the lower
value is representative for high-precision machines (see section 1.1), whereas the
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higher value is representative for mechanical structures with joint interfaces that
dissipate vibration energy (see section 2.4.1) (Mead 1998, Karnopp et al. 2000).

The special kind of (viscous) damping as introduced in (2.21) is an example of
uniform damping (also referred to as classical or normal damping), possessing
the nice property that the mode-shape vectors are built up of real elements
rather than complex elements. This implies that for each vibration mode, all
generalised DOFs are, with respect to one another, moving exactly in-phase or
exactly out-of-phase. Such a vibration mode is referred to as a normal mode,
in contrast to complex modes which are known to result from more complicated
damping distributions (Blake 1987, Preumont 1997).

2.3.4 Single-mode vibration

In order to determine the influence of the parameters ‘controlling’ single-mode
vibration we will analyse the behaviour of the mass-spring-damper system for
both the viscous and the hysteretic damping model. The behaviour is analysed
in terms of the frequency response function (FRF) from the force F applied to
the mass, to the position x of the mass.

The FRF is given by:

viscous :
x

F
(jω) =

1
m(jω)2 + dv jω + k

(2.22)

hysteretic :
x

F
(jω) =

1
m(jω)2 + jdh + k

(2.23)

The magnitude of this FRF is plotted (for normalised parameters: m = 1,
k = 1) in Fig. 2.3 (Mead 1998) for different values of the loss factor η, being a
non-dimensional measure of the damping:

viscous : ηv =
dv√
mk

hysteretic : ηh =
dh
k

(2.24)

In Fig. 2.3 use is made of the normalised frequency Ω = ω/ωe, with the undamped
natural frequency of the system given by ωe =

√
k/m.

In case of viscous damping the relationship between the loss factor and the
relative damping ζ is given by:

viscous : ηv = 2ζ (2.25)
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Figure 2.3: Single-mode response for viscous damping (left) and hysteretic
damping (right)

Single-mode controlling parameters

With respect to the parameters‘ controlling’ single-mode vibration the following
conclusions can be drawn (Meirovitch 1986, Blake 1987, Mead 1998, Karnopp
et al. 2000).

At very low frequencies (ω 	 ωe):

viscous : | x
F
(jω)| � 1

k
hysteretic : | x

F
(jω)| � 1

k
√
1 + η2h

(2.26)

The amplitude of vibration displacement is governed principally by the stiffness.
In this region the vibration level may be described as stiffness-controlled.

At very high frequencies (ω � ωe) for both damping models:

| x
F
(jω)| � 1

mω2
(2.27)

The vibration level can be regarded as mass-controlled ; the acceleration ampli-
tude approaches a constant value.

At the natural frequency (ω = ωe):

viscous : | x
F
(jωe)| = 1

dvωe
hysteretic : | x

F
(jωe)| = 1

dh
(2.28)



28 CHAPTER 2. VIBRATION PROBLEMS, VIBRATION CONTROL

At this frequency (and also close to this frequency) the vibration is usually
described as being damping-controlled. This is an accurate description for hys-
teretic damping, as the sole structural parameter involved is dh and this is
purely a measure of the capacity of the system to dissipate energy. For hys-
teretic damping, the peak frequency does not depend on the damping value (as
indicated by the straight vertical line in Fig. 2.3), but only on the stiffness and
the mass.

For viscous damping however, the description is not entirely accurate (as indi-
cated in the left plot in Fig. 2.3 by the vertical curve). The amplitude depends
on the product of the damper rate dv (a measure purely of damping) and the
natural frequency ωe (a function of the stiffness and the mass). The vibration
level at resonance of the viscously damped system is therefore affected by the
mass, stiffness and damping of the system, with the damping being the most
important. Note furthermore that for viscous damping the peak occurs at the
damped natural frequency ωd = ωe

√
1− 2ζ2 as long as ζ < 1

2

√
2.

The left plot in Fig. 2.4 (with a logarithmic Ω-axis) illustrates the frequency
regions in which either the stiffness, mass, or damping controls the vibration.
Below the natural frequency, the response may be approximated by a line with
zero slope; beyond the natural frequency, the response may be approximated by
a line with a −2-slope (the response falls off with −40 dB per decade).

The frequency bandwidth over which the vibration is damping-controlled, is
proportional to the amount of damping. A rule of thumb is often used to
experimentally determine the value for the loss factor η (or the relative damping
ζ, or the so-called ‘quality factor’ Q in electrical engineering) for low damping
(ζ < 0.1):
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Figure 2.4: Single-mode frequency response (left) and zoom in at the resonance
frequency (right)
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ηv (= Q−1) = 2ζ � ω2 − ω1
ωe

(2.29)

with ω1 < ω2 being the ‘half-power’ frequencies (see the right plot in Fig. 2.4,
for which the response (Meirovitch 1986, Blake 1987)

| x
F
(jω1)| = | x

F
(jω2)| = 1

2

√
2max

ω
| x
F
(jω)| (2.30)

2.3.5 Multiple-mode vibration

Understanding of the meaning of the parameters for single-mode vibration forms
the basis for understanding of the total motion of the system, which is obtained
through use of the transformation given by (2.8).

The contribution of a single mode i to the transfer function from Fx,j to xk
can be derived by first considering the response of the modal DOF qi to a
generalised force vector Fx with only a non-zero component Fx,j . In that case
(2.14) is reduced to:

mm,iq̈i(t) + km,iqi(t) = φijFx,j(t) (2.31)

yielding, after Fourier transformation:

qi(jω) =
φij

mm,i(jω)2 + km,i
Fx,j(jω) (2.32)

Once the modal response qi is known, the response of the generalised DOF xk
is found by multiplication with φik (2.8), which finally leads to the following
expression for the contribution of mode i to the FRF from Fx,j to xk:

(
xk
Fx,j

)
i

(jω) =
φijφik

mm,i(jω)2 + km,i
(2.33)

The overall frequency response function from Fx,j to xk can be found by sum-
mation of the individual modal contributions:

xk
Fx,j

(jω) =
n∑
i=1

(
xk
Fx,j

)
i

(jω) =
n∑
i=1

φijφik
mm,i(jω)2 + km,i

(2.34)
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2.3.6 Graphical representation

A graphical representation, based on IPM (ideal physical model) notation, of the
influence of a vibration mode in physically motivated terms, has been introduced
by Rankers (1997). The key in the representation is the so-called ‘modal lever’,
shown in Fig. 2.5. The modal DOF qi is associated with the displacement of the
lever at a distance “1” from the pivot, and the modal parameters are lumped
at this point. (For simplicity, the modal damping is ignored in the figure.)

As the contribution of the single mode qi to the generalised DOF xk is given
by:

xki(t) = φikqi(t) (2.35)

the generalised DOF xk can be associated with the displacement of the lever at
a distance φik.

On the basis of this graphical representation, the meaning of the modal contri-
bution (2.33) can be physically interpreted: the force Fx,j , applied at generalised
DOF xj , must be multiplied by the distance φij in order to find the equivalent
excitation force at the location of qi on the lever. Similarly the resulting modal
displacement qi must be multiplied by the distance φik in order to obtain the
displacement of the generalised DOF xk.

Note that so-called ‘user-defined’ DOFs (relative rather than absolute displace-
ments) can also be incorporated in this representation easily; x̃u for instance
might have been a user-defined DOF xj − xk, which therefore is located at a
distance φ̃iu = φij − φik. (Here the tilde above φiu is used to indicate that we
are not dealing with an ordinary element of the mode-shape vector φi.)

In order to represent the total displacement xk due to individual contribu-
tions from the various modes, this representation needs a mechanism for the

�ijqi

xu

k

m

xj xk

�iu �ik

1

~

~

m,i

m,i

Figure 2.5: Modal lever
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Figure 2.6: Addition of motion

summation of displacements. A possible representation is given in Fig. 2.6
(Koster 1973). The motion of the point halfway x1 and x2 equals their average
(x1 + x2)/2, and the lever with arms 1:2 then produces the sum of both input
motions: x1+2 = x1 + x2. The above mechanism correctly describes addition
of motion, also with respect to the transmission of the force: F1,2 = F1 = F2
(compare a 0-junction in a bond graph).

The summation of two modal contributions is shown in Fig. 2.7. Though this
figure may show a correct IPM-based representation of the summation of modal
contributions, it becomes a messy picture for more modes, as the summation
of n modes requires n− 1 summation mechanisms. The bond graph notation is
more convenient for this purpose; see Fig. 2.8. Each mode is represented by a 1-
junction with a C-element and an I-element attached (respectively representing
the modal stiffness and the modal mass). Summation of the modes takes place
at a single 0-junction, to which all the 1-junctions are connected through a
TF-element with a transformation ratio equal to the corresponding element of
the mode-shape vector (Karnopp et al. 2000).
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Figure 2.7: Summation of two modal contributions
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Example

As an illustration we consider the two-mass system shown at the left of Fig. 2.9.
Modal decomposition yields the results in table 2.1. Here scaling is such that
the length of the mode-shape vectors is normalised to 1. The two modes the
system exhibits are depicted graphically at the right of Fig. 2.9.

Now let’s consider the construction of the FRF from F1 to x1. Each mode i
contributes:

• a low-frequency term, which may be regarded as (the inverse of) the
effective modal stiffness as experienced at DOF x1 (see table 2.2):

1
keff,i,1

=
φ2i,1
km,i

(2.36)

• a high-frequency term, which is due to the effective modal mass as expe-
rienced at the DOF x1 (see table 2.2):

1
meff,i,1(jω)2

=
φ2i,1

mm,i(jω)2
(2.37)

The contribution of the two modes, as well as the result of the summation, are
illustrated in Fig. 2.10. (For both modes a relative damping ζi = 0.01 has been
included in the model.)
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Figure 2.9: Two-mass system (left) exhibiting two vibration modes (right)

mode 1 (in-phase) mode 2 (out-of-phase)
natural frequency [rad/s] ωe,1 = 17.7 ωe,2 = 56.4
mode-shape vector [-] φ1 = (0.64 0.76)T φ2 = (−0.51 0.86)T
modal mass [kg] mm,1 = 1.42 mm,2 = 1.26
modal stiffness [N/m] km,1 = 444.3 km,2 = 4051.2

Table 2.1: Modal decomposition results for the system in Fig. 2.9 (the length of
the mode-shape vectors has been normalised to 1)

mode 1 (in-phase) mode 2 (out-of-phase)
effective modal mass [kg] meff,1,1 = 3.41 meff,2,1 = 4.84
effective modal stiffness [N/m] keff,1,1 = 1.07 · 103 keff,2,1 = 1.54 · 104

Table 2.2: Effective modal parameters as experienced at DOF x1 for the system
in Fig. 2.9
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Figure 2.10: Construction of the FRF from F1 to x1 for the two-mass system
shown in Fig. 2.9

2.3.7 Modal truncation

In the resulting FRF of the previous example, one can observe an interference
of the two modal contributions in the frequency range of the second natural
frequency, which in this example leads to an anti-resonance frequency in-between
the two resonance frequencies. In section 5.4 the meaning of anti-resonances
and resonances for active control is discussed in more detail. The purpose of
the present section merely is to point out the effect of modal truncation on
the location of the anti-resonance frequencies (Preumont 1997, Rankers 1997,
Karnopp et al. 2000).

To that end, let’s assume that the two modes identified in the previous exam-
ple, are just the two dominant modes to be included in the model of a structure
that exhibits many more modes. By incorporating only the first two modes,
the other modes are disregarded, and so are the low-frequency contributions
of those modes to the total FRF. In section 2.3.4 it was pointed out that
the low-frequency contributions of higher-order modes are dominated by their
modal stiffness. This implies that in the low-frequency range we are mainly
disregarding a static contribution, in this case given by:

R =
n∑
i=3

1
km,i

(2.38)

which is referred to as the ‘residual mode’ (Preumont 1997).

Disregarding the static contribution of the higher-order modes leads to an erro-
neous static level of the modelled FRF, as well as to erroneous locations of the
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anti-resonance frequencies in the modelled FRF. In order to correctly model the
anti-resonance frequencies, the residual mode (2.38) should therefore be taken
into account explicitly.

2.3.8 Multiple-mode controlling parameters

At this point we can summarise on the parameters ‘controlling’ multiple-mode
vibration. To that end we include modal damping in (2.33) and obtain:

(
xk
Fx,j

)
i

(jω) =
φijφik

mm,i(jω)2 + dm,i jω + km,i
(2.39)

with the modal damping given by (refer (2.21)):

dm,i = 2ζimm,iωe,i = 2ζi
√
km,imm,i (2.40)

The features that ‘control’ the contribution of a particular mode qi to the total
displacement xk, due to a force Fx,j , are as follows (Mead 1998).

• The magnitude of the force in modal terms. This implies that the ampli-
tude of the actual force Fx,j should be multiplied by a factor referred to
by Mead (1998) as the ‘displacement function’ φij (i.e., the j-th element
of mode-shape vector φi), which determines the influence of the force at
physical DOF xj on the particular mode qi considered. If the physical
DOF is close to a so-called anti-node (respectively node) of the particular
mode, the mode will be excited powerfully (respectively weakly).

• The magnitude of the modal contribution. The magnitude of the same
displacement function, but now evaluated at xk: φik. This will be large or
small depending on whether the physical DOF xk is close to an anti-node
or a node of the particular mode.

• The frequency components that are present in the force Fx,j . If these
frequency components are close to the natural frequency of the particular
mode, this mode resonates and can make a large contribution to the total
response.

• The magnitude of the damping ζi, corresponding to the particular mode.
In case the exciting frequency is close to the natural frequency of a badly
damped vibration mode, this mode will have a large contribution to the
total response.

Knowledge of the parameters ‘controlling’ multiple-mode vibration, as sum-
marised above, is essential for successful vibration control. Vibration control,
by passive as well as by active means, will be the subject of the sequel of this
chapter.
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2.4 Vibration control

At the beginning of this chapter it was stressed that, in order to solve a vibra-
tion problem, one should consider three aspects (Fig. 2.1): the specifications,
the vibration source, and the mechanical structure. Vibration control methods
often concern the latter aspect. The other two aspects however should not be
disregarded beforehand.

Reconsidering the specifications
Before any attempt is taken to modify the mechanical structure, it is important
to establish unambiguously that the encountered vibrations indeed constitute
a problem. This implies that it should be verified that the specifications have
been derived correctly and can not be relieved. The complexity of this task has
been addressed in section 2.2.1.

Dealing with the source
Once it has been established that a problem does exist, the first attempt to
solve it, should be by reducing the vibration input from the source. This may
for instance be possible if the vibration problem is due to actuator activity within
a machine. The vibration problem should then be regarded as a motion control
problem. In this case one may reconsider the input signals for the actuator, and
prevent vibrations by techniques referred to as input shaping.

Modifying the mechanical structure
In case the disturbances from the source can not be sufficiently alleviated, resort
should be made to solutions based on a modification of the (dynamic behaviour
of) the mechanical structure. In section 1.2 it was already stated that such a
modification may be implemented by passive means or by active means. The
distinctive feature is that active vibration control relies on the use of an external
power source, whereas passive vibration control does not.

In the subsequent sections we will first give a brief overview of passive methods
(section 2.4.1), subsequently deal with active vibration control methods (section
2.4.2), and provide a general comparison between passive and active vibration
control (section 2.4.3).

2.4.1 Passive vibration control

Passive vibration control methods involve the modification of a machine’s phy-
sical properties, like its stiffness, mass, and damping. Such a modification may
take the form of basic structural changes, or the addition of passive elements
like masses, stiffeners, vibration isolators, fluid dampers or damped rubbers.
Passive vibration control methods can be divided into four categories, which
will be briefly addressed below (Mead 1998).
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1. Vibration isolation

Vibration isolation is closely related to ‘dealing with the source’, in the sense
that it aims at minimising the incoming disturbing excitation. In Fig. 2.1,
‘vibration isolation’ may be located in-between the source and the mechanical
structure. The mechanical structure is said to be isolated from the source (and
vice versa) when the transmission of vibration between them is considerably re-
duced. Rather than isolating the entire mechanical structure from the vibration
source, it may in some cases be more practical to isolate only a specific sensitive
part of the mechanical structure.

When two mechanical structures are necessarily joined together, complete iso-
lation is never possible. Transmission of vibration however can be minimised
if the interconnecting elements are sufficiently ‘soft’ or ‘resilient’. The main
problem in the design of ‘vibration isolators’ or ‘anti-vibration mounts’, is to
combine sufficient isolation (from dynamic disturbances) with adequate static
stiffness and strength (Crede & Ruzicka 1987, Mead 1998). A solution to this
problem may be found in active vibration control.

2. Structural re-design

Structural re-design is only applicable in situations where vibration problems are
anticipated at the design stage, or actually occur on a prototype of a mechanical
structure. The subject of structural (re)design is far to broad to deal with in
this thesis; refer for instance (Mead 1998, Koster 2000). We will merely mention
two interesting methods, which may be applicable if the vibration problem is
dominated by a single resonance, stemming from a poorly damped vibration
mode. Denoting the response quantity of interest as xk and the main disturbance
source as Fx,j , the contribution of the particular vibration mode can be described
by (refer section 2.3.8):

(
xk
Fx,j

)
i

(jω) = φijφik
mm,i(jω)2 + dm,i jω + km,i

(2.39)

De-tuning
In case the natural frequency ωe,i =

√
km,i/mm,i of the particular vibration

mode coincides with a harmonic frequency component of the vibration source
Fx,j , it may be useful to shift the natural frequency. In terms of (2.39) this can
be accomplished by changing either the modal mass mm,i or the modal stiffness
km,i of that particular mode. This approach is referred to by Mead (1998) as
‘de-tuning’.

Nodalising
In case the particular vibration mode is excited by a (random) disturbance Fx,j
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entering the structure at a discrete point, it may be useful to modify the struc-
ture such that this point coincides with a node of that vibration mode. In
terms of (2.39) this implies that φij is minimised. Equivalently, the sensitive
part of the mechanical structure may be effectively moved towards a node of the
harmful vibration mode (or vice versa), which in terms of (2.39) corresponds to
minimisation of φik. This approach is referred to by Mead (1998) as ‘nodalis-
ing’. Examples of this approach, in the context of motion control, are given by
Rankers (1997).

3. Added damping

Many real vibration problems are associated with structural resonances. Such
problems can always be alleviated by a sufficient increase of the damping, al-
though other methods may sometimes be more appropriate. Most non-resonant
vibration problems can not be solved by damping.

The most commonly used method of increasing damping is to include highly
damped, polymeric materials at strategic locations within the structure (so-
called viscoelastic materials; see appendix A). The structure and polymer must
interact with one another in such a way that the polymer dissipates as much
energy as possible. Therefore the damping material is usually applied to large
surfaces of the structure. This vibration control method essentially boils down
to distributed damping systems, contrary to ‘damping’ devices which act at
discrete points on a structure (see the next item: ‘localised additions’).

It is obvious that for a damping system (distributed as well as localised) to be
effective, the increased damping that it yields must be significantly larger than
the initial damping. In this respect it is important to know what energy dissi-
pation mechanisms may play a role. Typical mechanisms by which structural
vibrations may be damped are (Mead 1998, Rivin 1999):

• material damping (usually negligible, unless special measures are taken),
• friction at the interfaces of structural joints,
• energy lost into the surrounding air, fluids or ground,
• friction between the structure and its environment or mounted equipment,
• viscous damping between sliding and lubricated machine surfaces.

Remark 2.1 Though friction is listed here as an important damping mecha-
nism, in the introduction of this thesis it was presented as a notorious source
of inaccuracy. High-precision machines are therefore typically designed free of
friction and hence have low damping. In a similar way, ‘high stiffness’ and ‘high
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damping’ are often contradictory requirements, because most damping mecha-
nisms are associated with some movement within the structure. Increased stiff-
ness, aimed at reduction of a local movement, typically leads to lower overall
damping in the mechanical structure (Mead 1998, Rivin 1999).

4. Localised additions

Rather than complete structural re-design, in some situations the simplest way
of reducing vibration levels is to add an extra ‘system’ at a discrete point on
the existing structure. This localised addition may be as simple as a single mass
attached at one point, or an extra stiffener joining two points of a structure.
A combination of these is possible, with a simple mass-spring system being
attached at a single point of the structure, constituting a so-called ‘vibration
absorber’ (Meirovitch 1986). A vibration absorber is sometimes also referred
to as ‘vibration neutraliser’ (Mead 1998), ‘dynamic absorber’, or ‘tuned mass
damper’ (Reed 1987).

A vibration absorber may be useful if a mechanical structure is excited by
a harmonic disturbance force. The purpose of the vibration absorber is to
counteract this force, either at the location of the source, or at the location
of the ‘receiver’, i.e., a specific sensitive part of the structure. To this end, the
resonance frequency of the absorber should be carefully tuned to the frequency of
the disturbance, in which case the vibration is not ‘damped’, but truly absorbed.
A solution to the problem of careful tuning may be found in active vibration
control.

In order to be less sensitive to tuning errors, the vibration absorber may be given
a certain amount of damping, so as to broaden the effective bandwidth. In that
case the system may be referred to as a tuned ‘damper’, though its primary
action is absorbing. Contrary to the distributed damping systems mentioned
before, which are effective over a broad frequency range, a tuned damper is only
effective in the vicinity of the frequency for which it is tuned.

2.4.2 Active vibration control

In contrast to the passive vibration control methods discussed in the previous
subsection, active vibration control methods require ‘external assistance’: they
depend on an external power source to drive ‘active’ devices, like electrome-
chanical, electrohydraulic or electropneumatic actuators. The purpose of these
actuators is to compensate for the vibrations that are induced by the distur-
bance source. The input signal for the actuators is based on information about
the vibration, as provided by sensors on the mechanical structure. To that end,
the information is processed by a controller, typically implemented in a com-
puter or an electronic system, generating a control signal for power amplifiers
which in turn drive the actuators.
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Active control systems may be divided in two categories: feedforward and feed-
back. Feedback control systems differ from feedforward systems in the manner in
which the control signal is derived. Whereas feedforward systems rely on some
predictive measure of the incoming disturbance in order to cancel the distur-
bance, feedback systems aim to attenuate the residual effects of the disturbance
after it has passed.

Feedforward control

In Fig. 2.11 the basic scheme for (adaptive) feedforward control is depicted. The
purpose of feedforward control is to generate a secondary ‘disturbance’ so as to
counteract the primary disturbance source. An ‘error signal’, derived from the
mechanical structure, may serve as a performance measure, and may be used to
adapt the feedforward controller. Feedforward control is suitable in two cases:

• if a measurement correlated to the disturbance signal is available;

• if the disturbance has a repetitive or predictive nature.

The simplest example of the latter is a disturbance from a harmonic vibration
source.

In comparison with passive vibration control methods, the main advantage of
feedforward control is that it can be made ‘adaptive’ or ‘self-tuning’, in the
sense that it can adapt to small changes of the characteristics of either the
mechanical structure of the disturbance source. An example of this is an active
vibration absorber, equipped with a control system that is actively tuned to the
vibration to be absorbed. An other example may be found in active vibration
isolation systems, which may be controlled so as to perfectly isolate (a sensitive
part of) a mechanical structure from a harmonic vibration source (Hansen &
Snyder 1997).

secondary
source error

signal

disturbance source

mechanical
structure

(adaptive)
feedforward

controller

Figure 2.11: Feedforward control
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Feedback control

Whereas the purpose of feedforward control is to counteract a specific primary
disturbance, the purpose of feedback control (Fig. 2.12) is to modify the dynamic
behaviour of the plant to be controlled, so as to reduce its sensitivity to any kind
of disturbance. Disturbance rejection is achieved by closing the loop between a
measured output and a reference input (which in vibration problems typically
is zero). Disturbance rejection can only be achieved within a certain limited
bandwidth. Outside the bandwidth of the controller, disturbances are amplified
rather than attenuated, due to the so-called ‘Bode sensitivity integral’ (Bode
1945).

One of the main problems in feedback control, contrary to feedforward control,
is to guarantee stability of the controlled system. This is especially a problem in
lightly damped mechanical structures, because of the risk of destabilisation of
vibration modes that are not captured by the model upon which the controller
is designed. We will come back to the issue of ‘spillover instability’ in chapter
5.

The general way to prevent spillover instability is to use so-called ‘collocated’
actuator-sensor-pairs, which within vibration problems are well known to be
suitable for active damping. Active damping modifies the dynamic behaviour of
the plant only in the vicinity of its resonance frequencies, for which the structure
is ‘dynamically weak’, i.e., highly sensitive to disturbances. In section 2.5 we
will give an overview of various concepts enabling collocated control.

2.4.3 Active versus passive vibration control

Comparing passive and active vibration control methods, the following general
remarks can be made (Preumont 1997, Hansen & Snyder 1997, Mead 1998).

• Active vibration control enables performance that could not have been
achieved with passive methods. However, the superiority of active methods
is usually obtained at a higher cost: active systems are in general more

reference

control
signal

disturbanc
source

e

mechanical
structure

feedback
controller

measurement

_

Figure 2.12: Feedback control
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expensive and more likely to malfunction, necessitating thorough mainte-
nance. Because of the higher cost, active methods should normally only
be considered when other passive means have been exhausted.

• Active is not necessarily better than passive. An active system should
only be used in structures that have been ‘passively optimised’ already.
An active system can not compensate for a bad passive design. In most
cases, a bad design will remain bad, active or not.

• Due to the limited dynamics of actuators, sensors, and the associated
(control) electronics, active vibration control systems are only suited for
use in the low-frequency range, below approximately 500 Hz. A complete
vibration control system often consists of active control for low frequencies,
and passive control for higher frequencies. In this respect one should keep
in mind that an active system may in practice become inactive. This
implies that in case an active control method is chosen, a passive system
may be required as back-up.

2.5 Collocated control

In the previous section it was stated that one of the main problems within feed-
back control systems is to ensure stability. In this respect it was claimed that
it is often advantageous to consider the use of so-called ‘collocated’ actuator-
sensor-pairs, due to the inherent stability properties. Besides being used in ac-
tive vibration control applications, this approach is well known from interactive
robot control applications (Colgate 1988, Stramigioli 2001). In this section we
will take a closer look at collocated control.

The inherent stability properties of collocated actuator-sensor-pairs can be ex-
plained with help of the notion of a power port (Paynter 1961). A power port in
a mechanical structure is an interface between two parts of the structure through
which the two parts can exchange power. A power port is characterised by two
power-conjugated port variables (signals), a force and a velocity, the product of
which denotes the instantaneous power flowing between the two parts.

Instead of defining a power port between two parts of a mechanical structure,
it is also possible to define a power port between a mechanical structure and
an active control system. An actuator and a sensor are said to be collocated if
the associated signals constitute a power port between the active control system
and the mechanical structure. A collocated actuator-sensor pair thus enables
control of the power that is supplied to the mechanical structure by the active
control system.

Moreover, a collocated actuator-sensor-pair enables the implementation of a so-
called ‘intrinsically passive’ control law, designed such that only a finite amount



2.5. COLLOCATED CONTROL 43

of energy can be supplied to the mechanical structure. As the mechanical struc-
ture itself is also passive, application of a passive control law yields a passive, and
thus robustly stable, controlled system. In case the control law is designed such
that energy can only be extracted from the mechanical structure, the control
system is said to be ‘dissipative’.

The stability of intrinsically passive control (IPC) is robust against errors in the
model of the mechanical structure, because hardly any model knowledge is used.
The stability is in practice endangered by limited dynamics of the actuator, the
sensor, and the control electronics (see section 5.7 and chapter 6).

2.5.1 Collocation concepts

In the subsequent sections we will give an overview of all possible collocation
concepts within a mechanical structure, not only in terms of mechanical IPMs
(ideal physical models), but also in terms of bond graphs, in order to express
the energy-based point of view. The purpose of this overview is to broaden the
setting for the Smart Disc concept to a general robust active (vibration) control
setting (Holterman & De Vries 2000a, Holterman & De Vries 2002c).

In order to constitute a power port between a mechanical structure and an
active control system, either the actuated quantity should be a velocity and
the measured quantity should be the collocated force, or the actuated quantity
should be a force and the measured quantity should be the collocated velocity.

Instead of velocity, we may however also deal with the position or acceleration, as
these are directly related to the velocity. We will discuss most of the collocation
concepts in terms of a position. In the bond graph notation this necessitates
the use of integrators and derivative operators, in order to convert a velocity (a
flow) into a position and vice versa.

In section 1.3, the Smart Disc concept was briefly introduced as force measure-
ment with ‘collocated’ position actuation. The dual of the Smart Disc concept
is force actuation and position measurement (or derivatives of the position). As
already indicated in section 2.2.1, it is important to distinguish between abso-
lute and relative position measurement. Consequently, there are basically three
different collocation concepts in mechanical structures:

1a. Smart Disc: force measurement and position actuation (section 2.5.2).

2a. Servo control : force actuation and relative velocity measurement (section
2.5.3).

3a. Skyhook damping : force actuation and absolute velocity measurement (sec-
tion 2.5.4).
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Associated with these three basic concepts are the following concepts:

1b. Force measurement and force actuation (across a stiffness); in section 2.5.2
we will discuss the equivalence with the Smart Disc concept (1a).

2b. Force actuation across a passive structure and relative velocity measure-
ment; in section 2.5.3 we will compare this concept with the ‘servo control’
concept (2a).

3b. Force actuation across a passive structure and absolute velocity measure-
ment; though this concept appears similar to the ‘skyhook damping’ con-
cept (3a), in section 2.5.4 it will be shown that this is not a collocation
concept.

The concept of IPC and its passive physical interpretation will be examined in
detail for the Smart Disc concept in section 2.5.2. The other concepts will be
briefly addressed in the subsequent sections.

2.5.2 Force measurement, position actuation (Smart Disc)

The Smart Disc concept is based on position actuation and collocated force mea-
surement. In order to model force measurement within a mechanical structure,
a stiffness element is required. This is shown in Fig. 2.14, in which the position
actuator xact is also incorporated. We assume that the measured force Fsens is
positive if the stiffness element is in compression.

In Fig. 2.14 the signal that is available for control is given by the difference
between a ‘reference’ force and the measured force: Ferr = Fref − Fsens.

However, as the reference signal in vibration problems is typically zero, the
input for the controller C(s) is simply given by Ferr = −Fsens. Here the minus
sign stems from the explicit use of a summation point in the feedback loop.

From the bond graph in Fig. 2.14 it can be seen that the power port that is
available for active control is the 0-junction associated with the force in the
mechanical structure. By implementing intrinsically passive control, it is pos-
sible to actively implement the behaviour of a passive structure connected to
the 0-junction. The 1-junction in-between this 0-junction and the flow source
(MSf) is included in order to explicitly indicate the relative actuated velocity
ẋact.

Remark 2.2 The controller C(s) in Fig. 2.14 (relating the measured force to the
actuated position) is intrinsically passive if the transfer function C ′(s) = sC(s)
(from the measured force to the actuated velocity) is positive real, i.e., if the
Nyquist contour C ′(jω) is in the right-half of the s-plane.
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Proportional feedback

The simplest form of IPC is proportional feedback:

xact(t) = KpFerr(t) (2.41)

imposing a static linear relation between the measured force and the actuated
displacement. This corresponds to the behaviour of a stiffness. The value of
the apparent stiffness that results from the active vibration control (‘avc’) law
(2.41) is equal to:

kavc =
1
Kp

(2.42)

In the bond graph, (2.41) can simply be represented as a C-element, as indi-
cated at the upper level of Fig. 2.15. Here it can be seen that the actively
implemented stiffness and the original stiffness are connected to the same 0-
junction, indicating that they share a common force. In the IPM (also shown at
the upper level of Fig. 2.15) this implies that the actively implemented stiffness
kavc appears in series with the original stiffness element. As a consequence, the
overall stiffness decreases. The active control law (2.41) may thus be interpreted
as vibration isolation between port 1 and port 2 in Fig. 2.14.

A stiffness increase may in theory be realised by applying negative proportional
feedback (Kp < 0). This corresponds to a negative stiffness, which however is
known to be unstable in itself. We will come back to the issue of active stiffness
enhancement in section 5.8.

Integral feedback

In addition to applying static feedback, it is also possible to include dynamics
in the controller. Here we will consider only the simplest kind of dynamics. The
first is a single integrator in the feedback loop:

xact(t) = Ki1

∫
Ferr(t)dt (2.43)

This implies that the following static relation holds for the measured force and
the actuated velocity :

ẋact(t) = Ki1Ferr(t) (2.44)
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corresponding to the behaviour of a viscous damper. The value of the apparent
damper that results from (2.43) is equal to

davc =
1
Ki1

(2.45)

In the bond graph, (2.43) can simply be represented as an R-element (indicated
at the second level in Fig. 2.15). In the IPM the actively implemented damper
appears in series with the original stiffness element.

The control law (2.43) is in vibration control applications referred to as Integral
Force Feedback (IFF) (Preumont et al. 1992). It is well known to be suitable
for applying active structural damping within lightly damped mechanical struc-
tures. We will deal with IFF extensively in chapter 5.

Combining proportional and integral feedback

It is also possible to combine proportional and integral feedback. The simplest
idea is to perform proportional plus integral feedback:

xact(t) = KpFerr(t) +Ki1

∫
Ferr(t)dt (2.46)

which can be interpreted as the series connection of a damper and a stiffness
(see the upper level in Fig. 2.16). A parallel connection of a damper and a
stiffness can be obtained by imposing a control law such that:

Ferr(t) = davcẋact(t) + kavcxact(t) (2.47)

This can be realised by means of a first-order transfer function between the
measured force and the actuated position (see the second level of Fig. 2.16):

C(s) =
1

s davc + kavc
=

Ki1
s+ p

(2.48)

with

Ki1 =
1
davc

p =
kavc
davc

(2.49)

We will come back to this in section 5.3.
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Double integral feedback

In addition to a damper and a stiffness, it is also possible to implement the
behaviour of a mass. To that end, we consider double integral feedback:

xact(t) = Ki2

∫ ∫
Ferr(t)(dt)2 (2.50)

which imposes a static linear relation between the measured force and the ac-
tuated acceleration:

ẍact(t) = Ki2Ferr(t) (2.51)

This corresponds to the behaviour of a mass. The value of the apparent mass
that results from the active vibration control law (2.50) is equal to:

mavc =
1
Ki2

(2.52)

In the bond graph, the active controller (2.50) can simply be represented as an
I-element (see the lower level in Fig. 2.15).

Though the mass may be easily modelled in the bond graph, its physical inter-
pretation is not that simple. This is due to the fact that the mass is associated
with a relative velocity, rather than an absolute velocity. As a consequence,
in order represent the actively implemented mass within an IPM, we need the
summation construction as introduced in Fig. 2.6. Refer Fig. 2.13, which shows
two equivalent IPM representations of the Smart Disc concept.
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Combining proportional, integral, and double integral feedback

Proportional, integral, and double integral feedback can be combined to arrive
at any passive behaviour. Two examples are provided in the lower part of
Fig. 2.16. The third level in this figure represents simply the summation of
proportional, integral, and double integral feedback:

xact(t) = KpFerr(t) +Ki1

∫
Ferr(t)dt+Ki2

∫ ∫
Ferr(t)(dt)2 (2.53)

The actively implemented stiffness, damper and mass all experience the same
force, and thus are connected to a single 0-junction.

A completely different situation is shown at the lower level in Fig. 2.16. In order
to have the actively implemented stiffness, damper, and mass sharing the same
velocity the following relation should be imposed:

Ferr(t) = mavcẍact(t) + davcẋact(t) + kavcxact(t) (2.54)

This can be realised by means of a second-order transfer function:

C(s) =
1

mavcs2 + davcs+ kavc
(2.55)

representing the FRF of a single vibration mode (compare section 2.3.4).

Force actuation, force measurement

A concept that is closely related to the Smart Disc concept is shown in Fig. 2.17.
The similarity may rather easily be seen from the IPM by recognising that a
position actuator xact in series with a stiffness element k is externally equivalent
to a force actuator (an effort source MSe in the bond graph)

Fact(t) = k xact(t) (2.56)

acting across the stiffness element. This implies that proportional feedback in
Fig. 2.17 effectively implements the same behaviour as the control law (2.41)
within the Smart Disc concept: vibration isolation. Similarly, Integral Force
Feedback results in the same behaviour as the control law (2.43) within the
Smart Disc concept: active damping.

Whereas the primary goal of the Smart Disc concept is to add damping in lightly
damped mechanical structures, the concept from Fig. 2.17 has been proposed
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for adding damping in vibration isolation systems (Preumont 2000). The main
difference between this concept and the Smart Disc concept thus is the value
of the stiffness k in the models of Figs. 2.14 and 2.17, which is kept as low as
possible in vibration isolation.

Despite the similarity between the concepts, collocation is not clearly apparent
from the bond graph in Fig. 2.17. In the bond graph for this concept as well as
in the IPM it is not that easy to draw the passive equivalent; to that end the
Smart Disc representation (Fig. 2.14) is more suitable.

2.5.3 Force actuation, relative position measurement

The dual configuration of the Smart Disc concept is the concept based on force
actuation and position measurement. We will first consider relative position
measurement.

In order to model relative velocity measurement within a mechanical structure,
two masses are required as shown in Fig. 2.18. The concept shown here is well
known from motion control applications, in which the masses should be moved
so as to maintain a certain relative position. Robust stability is often obtained
by means of collocation, i.e., by measuring the relative position (xsens) of the
masses upon which the force actuator acts. The measurement is compared with
the desired position or reference motion xref , and the error xerr = xref −xsens is
used as the input for the controller.

From the bond graph the collocation is obvious, as the actuator and the sensor
are connected to the same junction (a 1-junction, indicating velocity measure-
ment). This implies that by means of active control, we can add any passive
structure to the 1-junction, consisting of stiffness elements, dampers and masses.

Remark 2.3 The controller C(s) in Figs. 2.18, 2.20, and 2.21 (relating the
measured position to the actuated force) is intrinsically passive if the transfer
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function 1
s C(s) (from the measured velocity to the actuated force) is positive

real (compare remark 2.2).

Proportional control

Let’s once again consider the simplest form of IPC, i.e., proportional control:

Fact(t) = Kpxerr(t) (2.57)

imposing a static linear relation between the force and the displacement. Similar
as for proportional feedback within the Smart Disc concept, this corresponds
to the behaviour of a stiffness element. Proportional control within the ‘motion
control’ concept results in an increased stiffness (compared with the original
zero stiffness) in-between the two masses. The value of the actively implemented
stiffness is equal to (see the upper level in Fig. 2.19):

kavc = Kp (2.58)

In motion control applications, kavc is referred to as servo stiffness (Koster, Van
Luenen & De Vries 1998, Coelingh 2000).

Derivative control

Similar as for the Smart Disc concept, we will here include simple dynamics in
the controller, while preserving the intrinsically passive behaviour. Let’s first
consider derivative control:

Fact(t) = Kd1ẋerr(t) (2.59)

imposing a static linear relation between the actuated force and the relative
velocity. In vibration control applications, this is referred to as Direct Velocity
Feedback (Balas 1979). It effectively implements the behaviour of a viscous
damper (see the second level in Fig. 2.19):

davc = Kd1 (2.60)

In motion control applications, davc is referred to as servo damping (Koster et
al. 1998, Coelingh 2000). It is the dual of integral feedback within the Smart
Disc concept.
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Combining proportional and derivative control

Motion control is in practice often based on the combination of proportional and
derivative (‘PD’) control. Its passive equivalent is shown at the lower level in
Fig. 2.19. A high value for the servo stiffness kavc corresponds to a high closed-
loop bandwidth, ensuring a fast response. The servo damping davc ensures good
settling behaviour, i.e., damping of residual vibrations.

Double derivative control

Double derivative control imposes a static linear relation between the actuated
force and the relative acceleration:

Fact = Kd2ẍerr (2.61)

This corresponds to the behaviour of a mass:

mavc = Kd2 (2.62)

associated with neither one of the absolute velocities ẋ1 or ẋ2, but to the relative
velocity ẋerr.

Passive structure in-between

The active control configurations as discussed for the ‘motion control’ concept
in Fig. 2.18 can also be used if the two masses are connected already by a passive
mechanical structure. The servo stiffness and the servo damping, provided by
the active controller in that case simply act parallel to this passive structure.

We will here consider the simplest case: a stiffness in-between the masses
(Fig. 2.20). This particular concept can be recognised in active vibration iso-
lation applications, where the stiffness k represents a passive isolation mount.
In these cases the active controller may be used to improve the static stiffness
(or a static force compensating gravity for instance) or to add active damping
of the so-called ‘suspension mode’, i.e., the vibration mode that is induced by
the passive isolation mount.

2.5.4 Force actuation, absolute position measurement

Two concepts that seem quite similar as the concepts in Figs. 2.18 and 2.20,
are shown in Figs. 2.21 and 2.23. Instead of a relative measurement, it is
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assumed here that the absolute position of one of the masses can be measured.
This concept is known in practical vibration control applications as ‘skyhook
damping’, as the position is measured with respect to a fixed point in a certain
reference frame, i.e., a skyhook.

Skyhook damping is, similar to servo damping, achieved by imposing a static
linear relation between the measured velocity ẋsens and the actuated force Fact;
compare (2.59). In practice use is often made of an accelerometer mounted on
mass m2 and integral feedback of the measured acceleration ẍsens.

In order to draw a passive equivalent of this configuration, the system must be
split up in two parts. This however is only allowed as long as no power can flow
between the two parts of the mechanical structure (i.e., between port 1 and port
2). This implies that:

• either the two masses should not be connected (like in Fig. 2.21),
• or mass m1 should represent earth, associated with the inertial reference
frame with respect to which the absoluteness of the measurement has been
defined.

In the latter case we have collocation, similar as for the concepts that were based
on relative measurement, the only difference being that one of the masses (m1)
corresponds to the inertial reference frame. In other words, we do not only have
absolute measurement, we also have absolute actuation.

This implies that, if mass m1 in Fig. 2.23 does not represent the inertial refe-
rence frame, we do not have collocation. This means that care has to be taken
to ensure stability of the control scheme. Stability now depends on (a correct
model of) the dynamic behaviour of the mechanical structures connected to
port 1 and 2. Non-collocated actuator-sensor-pairs can not be used to imple-
ment intrinsically passive control, and thus necessitate accurate modelling and
a detailed stability analysis.
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2.6 Review

In this chapter we have provided a general background on modelling vibration
problems and on various vibration control methods.

Modelling vibration problems

In order to model a vibration problem in its entirety, three aspects need to be
examined:

1. the vibration source, which may be characterised as either (i) harmonic,
(ii) periodic, (iii) shock, or (iv) random;

2. the specifications with respect to a certain response quantity of interest;
here it is important to (i) distinguish between movements and stresses, (ii)
distinguish between relative and absolute quantities, and (iii) determine
an appropriate characterisation of the performance criterion;

3. the mechanical structure, the dynamic behaviour of which should be ana-
lysed in terms of the contribution of various vibration modes; important
characteristics here are (i) the proximity of the vibration source to an
anti-node of a vibration mode, (ii) the proximity of the ‘receiver’ to an
anti-node of a vibration mode, (iii) the proximity of frequency components
in the spectrum of the vibration source to the natural frequency of the
vibration mode, and in case the latter are close (iv) the damping involved
in the vibration mode.

Vibration control methods

Once it has been established that a vibration problem indeed exists, and it can
not be solved by dealing with the source, first passive vibration control methods
should be explored:

1. vibration isolation, which is applicable if the vibration enters the mecha-
nical structure at a limited number of discrete points;

2. structural re-design, which is applicable if the vibration problems are anti-
cipated at the design stage or actually occur on a prototype of a mechanical
structure;

3. added damping, which is applicable if the vibration is dominated by struc-
tural resonances; this is usually implemented as distributed damping;

4. localised additions, a special case of which is the vibration absorber, which
may be applicable if the vibration source is harmonic.
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In case passive solutions can not sufficiently relief the vibration problem, resort
may be made to active vibration control, which may be divided in:

• feedforward control, which effectively generates a secondary source of vi-
bration, so as to counteract the effect of the primary disturbance source;
this is only applicable:

– if a measurement correlated to the primary disturbance is available;

– or if the disturbance has a repetitive or predictive nature;

• feedback control, which modifies the dynamic behaviour of the mechanical
structure, so as to reduce its sensitivity to disturbances within a certain
frequency band

Smart Disc

Feedback based on so-called collocated actuator-sensor-pairs enables the imple-
mentation of intrinsically passive control, which may be interpreted in terms
of the behaviour of masses, dampers, and stiffness elements. The Smart Disc
concept has been identified as one of the collocation concepts. It can be used to
implement robustly stable active damping (one of the goals put forward in chap-
ter 1). It may also be used for robustly stable active vibration isolation, which
contradicts with the other goal put forward in chapter 1, stiffness enhancement.



Chapter 3

Hardware

The graphical representation of a Smart Disc (Fig. 1.1b) and the general frame-
work for vibration problems (Fig. 2.1) can be combined into the graphical rep-
resentation shown in Fig. 3.1. The purpose of the present chapter is to discuss
design issues related to the hardware involved in a Smart Disc, as indicated by
the dashed box in the figure:

• sensor and actuator
• mechanical interface
• signal processing and amplifier electronics

signal
processing

and amplifier
electronics

high-precision
machine

frame

control
algorithm

vibration
source

response
quantity

specifications

sensor
actuator

Figure 3.1: Smart Disc concept within a general vibration problem framework;
the Smart Disc hardware is indicated by the dashed box

59
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3.1 Introduction

Actuator-sensor-stack

In the introductory chapter of this thesis, the Smart Disc concept was said
to be based on the incorporation of a position actuator and a collocated force
sensor within a mechanical structure. Furthermore, for both the actuator and
the sensor, it was decided to use piezoelectric material (see appendix B). For
the Smart Disc-prototypes that have been used for the experiments described
in chapter 6, the actuator and sensor have been combined into a single element.
This single element, the basic layout of which is shown in Fig. 3.2, will be
referred to in this thesis as an actuator-sensor-stack.

The actuator-sensor-stack is built up of a (single-layer) sensor on top of an
actuator (consisting of multiple layers, as will be explained in section 3.5.2).
In-between the sensor and the actuator is a passive (non-piezoelectric) ceramic
layer, in order to electrically insulate the upper electrode of the actuator from
the lower electrode of the sensor. Furthermore the stack is equipped with pas-
sive ceramic layers at the outer ends, in order to insulate the electrodes from
the mechanical structure around the stack. The actuator-sensor-stack can be
characterised by a single cross-section, as this is chosen equal for the sensor, the
actuator, and the passive ceramic layers.

For both the sensor and the actuator, the piezoelectric material is used in d33-
operation, i.e., interest is in the force respectively the elongation along the poling
axis (the z-axis in Fig. 3.2; see also appendix B).

Mechanical interface: ‘flexure block’

In order to prevent damage to an actuator-sensor-stack, it should only be loaded
axially, i.e., along the z-axis in Fig. 3.2. Tilting and shearing forces should be
avoided (PI Tutorial 2000). Correct mechanical loading can be ensured by means
of kinematic design principles, aimed at preventing overconstrained mechanical
design (Slocum 1992, Smith & Chetwynd 1992, Nakazawa 1994, Hale 1999,

sensor (single-layer)
plus electrodes

passive ceramic layer

actuator electrode

actuator (multi-layer)

actuator electrode

x

z

Figure 3.2: Basic layout of an actuator-sensor-stack
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Koster 2000). In the Smart Disc-prototypes presented in this thesis, this is
accomplished by means of flexure hinges in the mechanical interface around the
actuator-sensor-stack. The structural elements in which the actuator-sensor-
stacks are incorporated, are therefore referred to as ‘flexure blocks’.

Obviously, the kinematically correct design of a flexure block for a particular
application depends to a large extent on the requirements for the overall me-
chanical structure, and the use of other high-precision machine design principles
therein (as briefly addressed in the first chapter of this thesis). This implies that
it is not possible to come up with a ‘one size fits all’ or generally applicable Smart
Disc. It is rather only possible to present guidelines with respect to some general
Smart Disc requirements (section 3.2). With respect to the mechanical design
of a Smart Disc, these requirements concern:

• the design of the actuator-sensor-stack as a whole (section 3.3),
• the incorporation of an actuator-sensor-stack within a flexure block (sec-
tion 3.4),

• the design of the actuator and the sensor (section 3.5).

In the two final sections of the present chapter, we will discuss these issues for
the two Smart Disc-prototypes that have been developed for the experiments
on the lens suspension of the wafer stepper (see section 1.6.1). The first Smart
Disc-prototype, having a single active degree of freedom, is referred to as the
Smart Lens Support, or ‘SLS’ for short (section 3.7). Its successor, having two
active degrees of freedom, is referred to as the Piezo Active Lens Mount, or
‘PALM’ for short (section 3.8).

Electronics

For the SLS- and PALM-experiments, focus has been on evaluation of the feasi-
bility of active vibration control based on the Smart Disc concept. No attempts
have been taken to spatially integrate the amplifier and signal conditioning elec-
tronics within the mechanical structure. Neither has integration of the control
electronics been considered; the Smart Disc controllers have simply been imple-
mented on a dSPACE platform (dSPACE 2002). In this thesis we will therefore
merely focus on the functional requirements for the electronics (section 3.6).

3.2 General Smart Disc requirements

In order to enable proper Smart Disc-functionality within a mechanical struc-
ture, the following general requirements should be met.
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1. The actuator-sensor-stack should have sufficient strength and stiffness,
i.e.,

a. the stack should at least be able to withstand the expected mechani-
cal load during ‘normal’ operation (in practice it should also be able
to withstand higher loads during handling or transport);

b. the stiffness of the ‘passive’ stack should be sufficiently high (in com-
parison with the overall stiffness of the machine frame; design prin-
ciple ‘stiffness management’, see section 1.1).

These requirements directly translate to the sensor and the actuator.

2. The actuator-sensor-stack needs to be correctly loaded, i.e.,

a. the stack should be prevented from tilting and shearing forces, by
means of appropriate kinematic design of the flexure block;

b. in order to withstand tensile loads, the stack should be subjected to
a compressive preload force.

3. The actuator-sensor-stack and the flexure block need to be assembled in
an appropriate manner.

4. The position actuator is subject to the following specific requirements:

a. the actuator should have sufficient stroke, in order to compensate for
the expected vibration levels;

b. the actuator should be accompanied by appropriate electronics, en-
abling proper position control, within a sufficiently large frequency
range.

5. The force sensor is subject to the following specific requirements:

a. the sensitivity should be sufficient;

b. the sensor should be accompanied by appropriate electronics, gene-
rating well-conditioned measurement signals, within a sufficiently
large frequency range.

6. The overall design of the actuator-sensor-stack and the electronics should
be such that the output of the sensor electronics is primarily determined
by the external force applied on the stack. This implies that the output
of the sensor electronics should not be disturbed by the operation of the
actuator. In other words: the ‘crosstalk’ between the actuator input and
the sensor output should be minimised. (The negative consequences of
crosstalk will be discussed in greater length in sections 4.10 and 5.5.)

Except for requirement 2a, the above requirements will all be addressed in more
detail in sections 3.3 to 3.6.
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3.3 Actuator-sensor-stack

3.3.1 Strength and stiffness

The first requirement to deal with, concerns the strength of the actuator-sensor-
stack. Requirement 1a states that “the stack should at least be able to withstand
the expected mechanical load during ‘normal’ operation.”

In this respect we need to distinguish between the ‘mechanical strength’, char-
acterised by the maximum load for which the stack does not yet break me-
chanically, and the ‘practical load capacity’, characterised by the maximum
applicable load before the piezoelectric material will depolarise. Depolarisation
typically occurs for loads in the order of 20% to 30% of the mechanical limit
(PI Tutorial 2000).

Both the mechanical strength and the practical load capacity of an actuator-
sensor-stack depend linearly on the cross-section of the stack. This implies that
the minimum desired load capacity (determined by the maximum expected load
and a certain safety margin) directly determines the required effective cross-
section for the actuator-sensor-stack.

The above requirement for the actuator-sensor-stack is closely related to re-
quirement 1b, which states that “the stiffness of the ‘passive’ stack should be
sufficiently high.”

In this respect, let’s assume for simplicity that an actuator-sensor-stack may be
characterised by a single modulus of elasticity. In that case the stiffness of the
stack is given by:

ks =
AstEc
hst

[N/m] (3.1)

with Ec [N/m2] the modulus of elasticity for the (piezoelectric) ceramic material,
and Ast [m2] and hst [m] respectively the cross-section and the height of the
stack. For the stiffness, similar as for the strength, it is beneficial to have a
large cross-section. Furthermore, for high stiffness, the total height of the stack
should be kept as small as possible. This implies that the thickness of the
individual stack components (passive layers, sensor, actuator) should be kept as
small as possible.

Both the maximum cross-section as well as the minimum height of the stack
are limited by practical, application-dependent considerations. The maximum
cross-section for instance is mainly determined by the available space within a
certain application. The minimum height of the actuator is directly related to
the desired stroke (see section 3.5.2). Furthermore the thickness of the individual
piezoelectric and passive ceramic layers should be sufficiently large in practice,
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in order to prevent accidental short-circuiting between the sensor electrodes, the
actuator electrodes and the (steel) flexure block.

3.3.2 Internal mechanical crosstalk

In addition to the strength and the stiffness of the actuator-sensor-stack, we
also need to consider requirement 6, which states that “the crosstalk between the
actuator input and the sensor output should be minimised.”

The passive layer in-between the actuator and the sensor determines the first
crosstalk-term, in this thesis referred to as ‘internal crosstalk’. Consider for
example the isolated stack shown in Fig. 3.3a. The sensor within the stack would
ideally produce a measurement signal equal to zero, as an isolated stack does
not experience an externally applied force. In practice, however, if the actuator
is subjected to an electric field, it will not only deform in the intended direction
(d33-operation; z-direction), but also in the lateral directions (characterised by
the material parameter d31; see appendix B). This is shown, exaggerated, in
Fig. 3.3b: if the actuator expands, its cross-section slightly decreases. Lateral
deformation of the actuator will inherently induce some deformation of the
sensor, and this in turn induces a displacement of the charge within the sensor,
resulting in a non-zero measurement signal.

In Fig. 3.3b it is shown that, upon expansion of the actuator, the thickness of the
sensor increases. From the viewpoint of the sensor, an increase of its thickness
corresponds with a tensile force applied along the z-axis. Having defined both
expansion of the actuator and a compressive force at the sensor to be positive,
the sign of internal mechanical crosstalk thus is negative. In section 3.4.2 we will
encounter external mechanical crosstalk, which will be shown to have a positive
sign.

Minimisation of the internal crosstalk (requirement 6 ) can be accomplished by
means of a passive layer with low shear stiffness in-between the actuator and
the sensor. The layer however should have an as high as possible stiffness in the
z-direction (requirement 1b). For ‘ordinary’ materials, these are contradictory
requirements, resulting in a trade-off between the overall stiffness of the stack

(b)(a)

x

z

Figure 3.3: Illustration of internal mechanical crosstalk



3.4. MECHANICAL INTERFACE 65

and internal mechanical crosstalk. In this trade-off, however, we should also
take into account the external mechanical crosstalk (section 3.4.2).

3.4 Mechanical interface

With respect to the mechanical interface, we will first discuss the design issues
involved in the compressive preload for the actuator-sensor-stack (sections 3.4.1
and 3.4.2) and subsequently discuss the manner in which a stack and a flexure
block can be assembled (section 3.4.3).

3.4.1 Mechanical preloading

Due to the brittle nature of ceramics, an actuator-sensor-stack should prefer-
ably not be exposed to tensile forces (PI Tutorial 2000). This implies that for
dynamic applications, in which it is desirable to have a significant pull force
capacity, “in order to withstand tensile loads, the stack should be subjected to a
compressive preload force” (requirement 2b).

A preload force can be realised in two ways: by a gravitational force due to a
mass on top of the stack, or by the use of an elastic element that compresses
the stack. In general, a gravitational force is preferred above an elastic element,
because the latter results in:

• a decrease of the maximum actuator expansion;

• external mechanical crosstalk (section 3.4.2).

The decrease of the actuator expansion will be illustrated with the aid of Fig. 3.4.
Situation (a) represents an unloaded actuator-sensor-stack, with a length at rest
(U = 0) equal to L0, and a maximum expansion ∆L0.

kp

mp

L0

L

U

L0 Lk

LkLm

Lm

(c)(b)(a)

Figure 3.4: Gravitational versus elastic preloading of an actuator-sensor-stack
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Situation (b) represents the same stack preloaded by a gravitational force, due
to the mass mp. The length at rest of the stack (Lm) is smaller than in the
unloaded case, the difference being given by:

L0 − Lm =
Fp
ks

(3.2)

with:

• Fp [N]: the preload force;

• ks [N/m]: the stiffness of the actuator-sensor-stack.

The maximum actuator expansion remains unchanged:

∆Lm = ∆L0 (3.3)

Situation (c) once again represents the same stack, but now preloaded by an
elastic element, as indicated by the spring kp. Both the spring and the stack
are in compression at rest (U = 0). The length of the stack at rest is given by
Lk < L0, the difference once again given by:

L0 − Lk =
Fp
ks

(3.4)

with Fp now being the force built up in the preload spring (for U = 0).

In contrast to the gravitational preload force, the elastic force increases upon
expansion of the actuator. As a consequence, the maximum expansion of the
actuator decreases:

∆Lk =
ks

ks + kp
∆L0 < ∆L0 (3.5)

In order to limit the loss of stroke, the stiffness kp of the preload element should
be as small as possible.

The practical problem associated with an elastic preload element thus is that
it should have an as low as possible stiffness, while at the same time it should
provide a sufficiently high preload force. The trade-off between these require-
ments is constrained by the strength of the material that is used for the elastic
element. As a rule of thumb, the preload stiffness should be at most 10% of the
stack stiffness, corresponding to a decrease of the actuator expansion of about
9% (PI Tutorial 2000).

Remark 3.1 For the SLS and the PALM we have aimed at a preload force
halfway the force capacity of the actuator-sensor-stack, in order to end up with
a symmetric push-pull force range. In a general Smart Disc application, however,
a symmetric push-pull force range is not necessarily desirable.
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3.4.2 External mechanical crosstalk

The use of an elastic preload element not only causes a loss of stroke, it also
results in a crosstalk component from actuator to sensor, i.e., in a contribution
to the measured force Fsens that is linearly related with the actuator expansion
xact (see requirement 6 ). In the absence of any internal mechanical crosstalk
(section 3.3.2; Fig. 3.3) and in the absence of an external force, the equation for
the measured (compressive) force reads:

Fsens = Fp +
kpks
kp + ks

xact (3.6)

We will refer to the second term in (3.6) as external mechanical crosstalk. In
contrast to internal mechanical crosstalk, the sign of the external mechanical
crosstalk is positive: upon expansion of the actuator, the elastic preload element
causes the sensor to be compressed. Whether the total crosstalk from actuator
input to sensor output is positive or negative, does not only depend on the
mechanical crosstalk terms, as in the sequel of this chapter we will encounter a
third, electrical cause of crosstalk (section 3.6.3).

3.4.3 Bonding the stack and the flexure block

Requirement 3 has been formulated rather vaguely as follows: “the actuator-
sensor-stack and the flexure block need to be assembled in an appropriate man-
ner.”

In case the stack is subject to a compressive preload force, like described above,
simply clamping is the most straightforward method for keeping the stack at its
place. However, for applications in which vibrations are involved, the actuator-
sensor-stack may ‘walk’ out of the clamp. Another problem with clamping is
the risk of tilt, due to possible manufacturing tolerances with respect to the
parallelism between the actuator-sensor-stack and the clamp.

According to Waanders (1991) gluing is usually the best approach, and in-
deed, adhesive joints are more often used in high-precision machines (Slocum
1992, Koster 2000). Nevertheless, the inherent viscosity of the glue may cause
long-term stability problems (so-called creep). However, for the Smart Disc ex-
periments presented in this thesis, long-term stability was not yet of the utmost
importance. For the above reasons it has been decided to use glue to fix the
actuator-sensor-stacks for the SLS and the PALM.

The use of so-called hot setting glues is not desirable, for two reasons:

• In order to prevent depolarisation (see appendix B), the Curie temperature
for the piezoelectric material, typically between 150◦C and 300◦C (PI
Ceramics 2000), should be avoided.
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• Upon cooling after curing, the actuator-sensor-stack, the glue and the flex-
ure block may deform differently, due to different temperature coefficients,
causing undesirable internal stresses in the glue and the stack.

With respect to the thickness of the glue layer, we remark that:

• The layer should be sufficient thick, in order to compensate for surface
inequalities.

• The layer should not be too thick in order not to act as a too compli-
ant joint. After all, limited structural stiffness has been considered in
this thesis as the main cause of the vibration problems in high-precision
machines.

Practical guidelines recommend a glue layer thickness of 50 to 100 [µm], in order
to obtain a bond of maximum strength. For the SLS and the PALM, we have
aimed at glue layers of 50 [µm]. Finite Element Analysis for the PALM indicates
that this indeed is an adequate thickness, also with respect to the stresses in
the glue layers (Van den Elzen 2001).

Ensuring a layer of a specific thickness is not that straightforward however.
Depending on the gluing procedure, more or less uncertain parameters may be
involved, due to manufacturing tolerances. We will come back to this issue in
the discussion concerning the design of the SLS and the PALM, at the end of
this chapter.

3.5 Piezoelectric transducers

3.5.1 Modelling piezoelectric elements

In order to describe the dominant behaviour of both a piezoelectric position
actuator and a piezoelectric force sensor, we can use one of two sets of equations,
linearly relating the variables at the electrical port and the variables at the
mechanical port (see section B.2):

• F : tensional force applied [N]

• U : voltage applied [V]

• x: elongation built up [m]

• q: charge built up [C]



3.5. PIEZOELECTRIC TRANSDUCERS 69

In case the voltage across a piezoelectric element is taken as an independent
variable, the description reads (see (B.20)):

(
x
q

)
=

[
(kU )−1 d

d CF
el

] (
F
U

)
(3.7)

In case the charge at the electrodes is taken as an independent variable, the
description reads (see (B.21)):

(
x
U

)
=

[
(kq)−1 g
−g (CF

el )
−1

](
F
q

)
(3.8)

In these equations, we have used the following parameters describing the piezo-
electric element (single-layer, with thickness h [m], cross-section A [m2] (see
Fig. 3.5a), in so-called d33-operation; see section B.1):

• stiffness at constant voltage:

kU =
A

hsE33
[N/m] (3.9)

• stiffness at constant charge:

kq =
A

hsD33
[N/m] (3.10)

• capacitance at constant force:

CF
el =

AεT33
h

[F] (= [C/V]) (3.11)

• piezoelectric charge constant:

d = d33 [C/N] (= [m/V]) (3.12)

• piezoelectric voltage constant:

g =
h d33
AεT33

[V/N] (= [m/C]) (3.13)

with sE33, s
D
33, ε

T
33, and d33 material parameters (see section B.1).

The following relations hold:

g =
d

CF
el

(3.14)
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kq =
kU

1− k233
(3.15)

Here k33 is the coupling coefficient of the piezoelectric material (not depending
on the geometric dimensions; see section B.1). A high value of the coupling
coefficient is beneficial for transduction efficiency. For currently available high-
quality piezoelectric ceramics, k33 ≈ 0.7.
The most adequate description in a particular situation depends on the electrical
conditions – we will come back to this later on. In order to choose the dimensions
for an actuator and a sensor for a particular application, (3.7) is convenient.

3.5.2 Piezoelectric actuator

The main functional requirement for a piezoelectric actuator often is that “the
actuator should have sufficient stroke, in order to compensate for the expected
vibration levels” (requirement 4a).

In this respect it is interesting to note that in (3.7) the relation between the
elongation x and the applied voltage U only depends on the piezoelectric charge
constant d, which is a material parameter for a single-layer element (3.12). The
absolute stroke of a single-layer actuator for a certain applied voltage thus does
not depend on the thickness or the cross-section of the layer.

The maximum stroke for a piezoelectric element is determined by limits imposed
by the dielectrics:

• The maximum elongation is limited by the maximum allowed voltage,
which should be kept below the electric field causing dielectric breakdown
(practical maximum Emax = 2 [kV/mm]).

• The maximum contraction is limited by the maximum allowed negative
voltage, which should be kept sufficiently small so as not to cause depo-
larisation. For safety reasons, it is in practice often recommended to use
only positive voltages for a piezoelectric actuator.

The maximum practical strain Smax (i.e., the maximum stroke xmax relative to
the height h of the actuator) for high-quality piezoelectric ceramics is given by:

Smax =
xmax
h

= d33
Umax
h

= d33Emax
≈ 500 · 10−12 · 2 · 106 = 0.1% (3.16)

The maximum stroke that can be obtained from an actuator, used in d33-
operation, thus is about 0.1% of its height. As a consequence, the minimum
actuator height is directly determined by the desired maximum actuator stroke.
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Figure 3.5: (a) Single-layer piezoelectric element; (b) multi-layer piezoelectric
element

Once the height of an actuator has been chosen, the minimum desired cross-
section for the actuator then is determined either by the minimum desired stiff-
ness of the piezoelectric element, or by the static or dynamic forces the actuator
will be exposed to (section 3.3).

For currently available high-quality piezoelectric ceramics, the piezoelectric char-
ge constant d33 is about 500 [pC/N] (= [pm/V]). This implies that, in order to
obtain 1 [µm] stroke out of a single-layer element (‘sl’), the required voltage is
as high as

Usl,1µm =
1 · 10−6
500 · 10−12 = 2 · 10

3 [V] (3.17)

which is not practical. In order to obtain a reasonable stroke for lower volt-
ages, several piezoelectric elements may be stacked upon each other (Fig. 3.5b),
yielding the well-known commercially available ceramic multi-layer actuators
(CMA), with stacked layers which may be as thin as 20 [µm] or less.

3.5.3 Piezoelectric sensor

The main functional requirement for a piezoelectric force sensor is that its “sen-
sitivity should be sufficient” (requirement 5a). In this section we will therefore
examine the influence of the dimensions of a sensor on the sensitivity.

The primary variable of interest at the electrical port of a piezoelectric sensor,
is the charge that results from an applied force. This can be seen from (3.7): for
a single-layer element, the charge at the electrodes upon application of a force,
only depends on the piezoelectric charge constant, and not on the geometric
dimensions of the element. The voltage that may in turn result at the electrodes
does depend on the dimensions.

For the actuator-sensor-stack to be used in a Smart Disc, the cross-section of
the sensor is matched to the cross-section of the actuator. In case of a single-
layer sensor, the layer thickness then is the only free design variable. A small
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thickness is preferable, both from a mechanical point of view (high stiffness,
requirement 1b) as from an electrical point of view (see section 3.6.2).

In case a multi-layer element is considered for use as a force sensor, the charge
that is produced upon application of a force, grows linearly with the number
of layers. The use of a multi-layer element thus is beneficial for the sensitivity.
However, for the Smart Disc-prototypes considered in this thesis, a single-layer
sensor has proven sufficiently sensitive.

3.6 Electronics

As already indicated in section 3.5.1, at the electrical port of a piezoelectric
element, one may choose either the voltage or the charge as the independent
variable. This implies that for the actuator we may choose between voltage-
and charge-control, whereas for the sensor we may choose between voltage- and
charge-measurement.

3.6.1 Actuator electronics

We will first consider the electronics for the actuator. These should “enable
proper position control, within a sufficiently large frequency range” (requirement
4b).

Voltage- versus charge- control

The simplest way to operate a piezoelectric actuator is by controlling its volt-
age, and using the simple linear model given by (3.7). However, the positioning
accuracy associated with voltage-control is limited, due to the non-linearity, hys-
teresis, and creep involved in the relation between the voltage and the expansion
(see section B.3). There are three methods to deal with this.

1. Instead of using the simple linear description (3.7), a more complicated
model may be used in which the above-mentioned problematic effects
are accounted for (Kuhnen & Janocha 1998, Kuhnen & Janocha 2000,
Adriaens 2000, Croft, Shed & Devasia 2001). The main problem with this
approach is that such an accurate model is often not available, or can only
be obtained at a high cost.

2. A robust method that is often used in practice, relies on the measurement
of the actual displacement of the actuator, enabling operation in closed-
loop (PI Tutorial 2000). Positioning accuracy is then obtained at the cost
of an additional component, i.e., a position sensor.



3.6. ELECTRONICS 73

3. As the relation between the electric charge and the mechanical displace-
ment is known to be nearly linear, positioning accuracy can also be ob-
tained by controlling the charge at the actuator electrodes (rather than
the voltage), and using (3.8). Accuracy is then obtained at the cost of
a more complicated actuator amplifier (Waanders 1991, Main, Garcia &
Newton 1995, Furutani, Urushibata & Mohri 1998).

Charge-feedback amplifier

We will here discuss the charge-feedback amplifier in its simplest form. It is
based on the use of a ‘feedback’ capacitor Cfb, which is placed electrically in
series with the actuator capacitance (denoted by Cpiezo; see Fig. 3.6a). Assuming
the amplifier Aamp to have an infinitely high input impedance, the same current
runs through both the reference capacitor and the actuator, which implies that
they will be charged equally:

qpiezo = qfb (3.18)

Assuming the feedback capacitor to be ideal, the voltage over it varies linearly
with its charge and hence with the charge built up in the actuator:

Ufb =
qfb
Cfb

=
qpiezo
Cfb

(3.19)

This implies that the feedback voltage Ufb is a linear measure of the charge built
up on the actuator, and thus a linear measure of the expansion of the actuator.
If in addition the amplifier gain Aamp is sufficiently large, the following relations
approximately hold.

Ufb = Uin ⇒ qpiezo = CfbUin (3.20)
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fb
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in out

Figure 3.6: (a) Basic scheme for a charge-feedback amplifier; (b) basic scheme
equipped with shunt resistors (the + indicates the positive electrode)
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Relation (3.20) indicates that the charge at the actuator is directly controlled by
the input voltage, with a gain that is determined by the feedback capacitance.
Note that, in case the actuator capacitance Cpiezo were linear, the gain from the
input voltage to the voltage across the actuator would be determined by the
ratio of the capacitances:

Upiezo ≡ Uout − Ufb =
Cfb
Cpiezo

Uin (3.21)

Remark 3.2 The fact that in the charge-feedback amplifier configuration nei-
ther one of the actuator electrodes is grounded, may appear as a problem when
electrical crosstalk is considered (see section 3.6.3).

Minimum operating frequency

A piezoelectric actuator does not have a lower bound for the frequency range
in which it can be used, i.e., it can also be used statically. A charge-controlled
actuator however does have a minimum frequency for which it operates properly.
This is due to the fact that, in practice, the charge-feedback amplifier circuit
should also comprise resistors, in parallel to the actuator and the feedback
capacitor (see Fig. 3.6b).

The shunt resistor Rshunt for the actuator capacitance is needed to prevent
actuator drift. The reference capacitor should also have a shunt resistor Rfb,
dimensioned such that the time-constants (τRC) of the two resulting RC-pairs
are equal:

RfbCfb = RshuntCpiezo (= τRC) (3.22)

Below the frequency associated with this time-constant,

fRC =
1
τRC

(3.23)

the actuator voltage is determined by the resistors only:

Upiezo ≡ Uout − Ufb =
Rshunt
Rfb

Uin (3.24)

This implies that for low frequencies (typically below 1 Hz), the actuator is
effectively voltage-controlled rather than charge-controlled. For low frequencies,
the actuator thus still suffers from non-linearity, hysteresis, and creep.
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Maximum operating frequency

One of the main practical limitations of the amplifier circuit for the actuator,
be it voltage- or charge-controlled, is set by the maximum current the amplifier
can supply. This in turn poses a limit on the maximum operating frequency in
combination with the maximum stroke at that frequency. Disregarding these
power requirements, the functional bandwidth of the amplifier is set by the high-
frequency internal dynamics of the amplifier (typically above a few kilohertz).

An other limitation of the practical frequency range in which a piezoelectric
actuator can be used, is due to the hysteresis in piezoelectric ceramics (see
section B.3), which inherently leads to the generation of heat. The energy loss
in dielectric materials is often characterised by the loss tangent (tan δ), which
in general is specified for small signal conditions. For standard piezoelectric
ceramics the loss tangent is between 1% and 2% (PI Tutorial 2000). For large
signal conditions, however, the effective loss tangent may take values up to ten
times as high (Jendritza 1995).

For an actuator suffering from a reasonable amount of hysteresis, typically 15%,
the loss tangent will also be as large as 15%, which implies that 15% of the
supplied electrical power is converted to heat. In order to prevent depoling
of a piezoelectric ceramic actuator, its temperature should remain well below
the Curie point (see section B.3). As a consequence, the maximum operational
frequency is often limited to a few kilohertz (Culshaw 1996). When piezoelectric
ceramic actuators are operated at higher frequencies and with large amplitude,
cooling measures are necessary (PI Tutorial 2000).

Linear versus switching amplifier

Finally, it should be mentioned that a linear amplifier is highly inefficient: due
to the capacitive nature of the actuator, most of the electrical energy that is
exchanged with the actuator, is converted into heat upon (dis)charging. In
order to increase efficiency and to prevent heat problems in the case of future
miniaturisation of the Smart Disc electronics, a solution may be found in a
switching amplifier (Main 1997, Janocha & Stiebel 1998, Nijmeijer 1998). The
design of a switching amplifier, however, is rather complicated. Furthermore,
the use of a switching amplifier will introduce new problems, an example of
which is the ‘ripple’ on the output signal due to the (high-frequency) switching.
Because of these complications, for the wafer stepper experiments, it has been
decided to simply use linear amplifiers.

3.6.2 Sensor electronics

The main functional requirement for the sensor electronics was formulated as
“generating well-conditioned measurement signals, within a sufficiently large fre-
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quency range”(requirement 5b). For the sensor we may decide to measure either
the charge or the voltage of the piezoelectric element. Though for further pro-
cessing we need a voltage, the primary variable of interest of a piezoelectric
sensor is the charge that results from an applied force.

Voltage- versus charge-amplifier

The main problem with voltage measurement is the fact that the capacitance of
the cable between the sensor and the electronic circuit influences the conversion
of the piezoelectric charge to the measured voltage, as illustrated in Fig. 3.7a,
in which the voltage that serves as the basis for further processing is given by:

Uamp,in =
1

Cpiezo + Ccable
qpiezo (3.25)

In order to eliminate the cable influence, use is often made of a so-called charge-
amplifier, the basic scheme of which is given in Fig. 3.7b (Tichy & Gautschi
1980).

Assuming infinite gain Aamp, this scheme enforces the voltage across the sensor
to zero:

Upiezo = Uamp,in = 0 (3.26)

by letting the piezoelectric charge flow to the ‘range’ capacitor Cr:

ir = −ipiezo (3.27)
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Figure 3.7: (a) Influence of the cable capacitance on the measured voltage; (b)
basic scheme for a charge-amplifier (the + indicates the positive electrode)
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The piezoelectric charge is thus effectively converted into a voltage at the am-
plifier output:

Uout =
1
Cr

∫
irdt = − 1

Cr

∫
ipiezodt = − 1

Cr
qpiezo (3.28)

In this relation neither the sensor capacitance, nor the cable capacitance is
involved.

Minimum operating frequency

For both the voltage- as well as the charge-readout configuration, it should be
noted that it is not possible to perform static force measurements. This is due to
the fact that over time, the charge built up at the sensor leaks away. The lower
bound for the frequency range of the force measurement is determined by the
effective capacitance (of either the sensor and the cable or the range capacitor)
and the effective resistance in the circuit; it may be designed well below 1 Hz
(Tichy & Gautschi 1980).

In order to have the minimum operating frequency as low as possible, the ca-
pacitance of the force sensor should be as high as possible. Returning on the
dimensions of the force sensor (section 3.5.3), this implies that, given a certain
cross-section for the actuator-sensor-stack, the thickness of the sensor should be
chosen as small as possible (see (3.11)) or use could be made of a multi-layer
sensor.

Maximum operating frequency

The maximum operating frequency of a piezoelectric force sensor is limited only
by the electronics. In case the Smart Disc controller is implemented digitally
(as in the case of the wafer stepper experiments), the sensor electronics should
be equipped with an anti-aliasing filter, with a cut-off frequency that is at least
two times smaller than the sampling frequency (Åström & Wittenmark 1997).

3.6.3 Electrical crosstalk

In sections 3.3 and 3.4 we encountered two mechanical causes of crosstalk for
an actuator-sensor-stack that is subjected to an elastic preload. A third contri-
bution to the crosstalk, electrical crosstalk, may result due to bad design of the
actuator and sensor electronics, as we will illustrate with the aid of Figs. 3.8
and 3.9. Fig. 3.8 shows the amplifier circuits for the actuator and the sensor,
together with the actuator-sensor-stack. As shown in Fig. 3.9, in practice there
are parasitic capacitances:
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• between the upper electrode of the sensor and the flexure block (Cpas,1);
• between the lower electrode of the sensor and the upper electrode of the
actuator (Cpas,2);

• between the lower electrode of the actuator and the flexure block (Cpas,3).

Electrical crosstalk may occur if the circuits for the actuator amplifier and the
sensor amplifier share a common ground. Obviously, for both the actuator and
the sensor, at least one electrode is not directly grounded; we refer to such
an electrode as a ‘signal-electrode’. For an actuator amplifier based on charge-
feedback (like shown in Fig. 3.9), both electrodes are not grounded. Let’s assume
here that one of the sensor electrodes indeed is grounded. Crosstalk may now
occur if the voltage on the other electrode, i.e., on the signal-electrode of the
sensor, is influenced by a voltage on the signal-electrode of the actuator.

Let’s for instance assume that the positive sensor-electrode in Fig. 3.9 is groun-
ded: U+sens = 0. In that case a voltage at the positive actuator electrode (Uout)
induces, via the parasitic capacitance of the intermediate passive layer (Cpas,2),
a voltage at the sensor:

Usens = U−
sens − U+sens =

Cpas,2
Csens + Ccable

Uout (3.29)

This causes a non-zero, positive input voltage for the sensor amplifier. This
results in a non-zero output for the sensor amplifier, both in case of voltage
measurement (obviously), as well as in case of charge measurement (as the
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Figure 3.8: Idealised representation of the actuator-sensor-stack and the ampli-
fier circuits
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charge amplifier will compensate for the voltage Usens, by charging the range
capacitor Cr in Fig. 3.7b).

The above problem is not necessarily solved by interchanging the grounds for
the sensor (such that, in Fig. 3.9, U−

sens = 0), because then the voltage at the
other actuator electrode (Ufb) may, via the parasitic capacitance of the outer
passive ceramic layers (Cpas,1 and Cpas,3) and the flexure block, induce a voltage
at the sensor:

Usens = U+sens − U−
sens =

Cpas,13
Csens + Ccable

Ufb (3.30)

with:

Cpas,13 =
Cpas,1Cpas,3
Cpas,1 + Cpas,3

(3.31)

(unless the flexure block is also grounded (Uflex = 0)). This again causes a non-
zero, positive input voltage for the sensor amplifier. The contribution of the
electrical crosstalk to the total crosstalk (between the input for the actuator-
amplifier to the output of the sensor-amplifier) may be either positive or nega-
tive, depending on whether the sensor amplifier behaves as a ‘normal’ amplifier
or as an inverting amplifier. Changing the grounds for the electrodes of either
the actuator or the sensor may decrease the amount of electrical crosstalk; it
does not change the sign of the electrical crosstalk.

The main lesson that should be drawn from the above analysis, is that electrical
crosstalk should be prevented (see requirement 6 ), by proper grounding of the
electrodes, or eventually by introducing an additional electrode for grounding,
in-between the actuator and the sensor.
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Figure 3.9: Illustration of the parasitic capacitances within an actuator-sensor-
stack
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3.7 Smart Lens Support

Whereas in the previous sections we have dealt with general requirements for
the hardware involved in a Smart Disc, we will conclude this chapter with a
description of the design of two particular Smart Disc-prototypes, both deve-
loped for experiments on the lens suspension of the wafer stepper (as introduced
in the first chapter). The present section deals with the ‘Smart Lens Support’
(SLS), which is described in more detail by Holterman & Tacoma (2001). The
next section deals with its successor, the ‘Piezo Active Lens Mount’ (PALM).

3.7.1 Introduction

The main function of the Smart Lens Support within the wafer stepper is to
reduce motion of the lens relative to the main plate. As the main contributors
to the relative motion are the so-called joystick modes (see section 1.6), the
main objective is to damp these particular modes. In order to achieve this with
a lens suspension based on three identical SLS’s, each SLS should locally have
Smart Disc functionality in vertical direction, i.e., the ability to measure a local
vertical force and produce a local vertical displacement.

The mechanical design of the SLS has primarily been based on the conventional
lens support for the ASML PAS5500 wafer stepper. As such the SLS is equipped
with two ‘longitudinal’ flexure hinges, in order to provide two elastic degrees of
freedom (DOFs) between the upper and the lower part: x and ϕy (see Fig. 3.10).
Furthermore, with respect to the outer dimensions (height: 60 [mm], width: 100
[mm], depth: 20 [mm]) and the interfacing means for attachment to the lens
flange and the main plate, the SLS is exactly identical to the conventional lens

z

x

y
�x

�y

�z

‘longitudinal’
flexure hinges

free DOF
fixed DOF

Figure 3.10: Side view on the conventional lens support block, indicating the
elastic degrees of freedom (DOFs; x and ϕy) due to the ‘longitudinal’ flexure
hinges
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support. This enables a fair comparison of the dynamic behaviour of the ‘smart
supported’ lens to the original dynamic behaviour.

Remark 3.3 Note that each lens support block actually prescribes four DOFs
(y, z, ϕx, and ϕz), whereas according to the kinematic design principle, it should
only prescribe y and z. The reason for having only two elastic DOFs in a lens
support block, has probably been to keep its stiffness as high as possible. For
the design of the SLS, in order to prevent tilt of the actuator-sensor-stack, this
implies that the tolerances have been set rather tight: the height of the SLS’s
should be equal within 5 [µm], and the parallelism of the top surface with respect
to the bottom surface of an SLS should be better than 0.3%.

The SLS is shown in Fig. 3.11. It is built up of:

• a flexure block,
• two actuator-sensor-stacks,
• a preload bolt with two accompanying nuts.

Before discussing the design considerations concerning these elements, it impor-
tant to touch upon the symmetry of the SLS with respect to the vertical plane
(A–A) through the preload bolt.

SLS symmetry

The need for symmetry directly results from the need for the SLS to generate
pure vertical displacements, which implies that the elongation at the left side of
the SLS should equal the elongation at the right side. Equal elongation at both
sides is most easily ensured by a symmetric design.

1

2 3

4 5A

A

1. flexure block
2. preload bolt
3. nut
4. nut
5. actuator-sensor-stack

( A-A: plane of symmetry )

Figure 3.11: Front view on the Smart Lens Support block; dimensions: 60 ×
100× 20 [mm3]
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From the design of the actuator-sensor-stack for the SLS (section 3.7.2) it will
follow that the gravitational force due to the mass of the lens is smaller than
the desired preload force. This implies that an additional elastic element is
necessary to achieve the desired level of preloading. For the SLS design, it has
been decided to use a bolt as the additional functional preload element (section
3.7.4). With respect to the issue of preloading, for symmetry reasons, a choice
had to be made between:

1. a single actuator-sensor-stack in the centre and two preload bolts at either
side;

2. a single preload bolt in the centre and two actuator-sensor-stacks at either
side.

The first option brings about a difficulty in achieving symmetry, as symmetry
implies equal stress in the bolts at either side of the SLS. This in turn implies
that both bolts should be tightened equally, which is difficult to ensure in prac-
tice. When using a single preload bolt, this problem does not occur. Therefore
the second option has been chosen, in which two actuator-sensor-stacks together
provide Smart Disc functionality for a single degree of freedom, i.e., both sensors
are electrically connected in parallel, and so are both actuators.

Remark 3.4 At the time of designing the SLS, requirement 6, concerning
crosstalk, was not considered.

3.7.2 Actuator-sensor-stack

Strength and stiffness

In order to end up with an as stiff as possible SLS, the height of the actuator-
sensor-stacks has been chosen small, and the cross-section has been chosen
large. For the cross-section, the largest standard value for actuators available
from Physik Instrumente (PI Actuators 2000) seemed to be appropriate: 10×10
[mm2]. Fig. 3.12 shows the ‘bottom’ of the actuator-sensor-stack, in order to il-
lustrate the cross-section, as well as the ‘front’ of the stack, in order to illustrate
the wiring.

The mechanical load that the overall lens suspension should withstand, is mainly
determined by the gravitational force of the lens. The dynamic forces associated
with the expected vibration levels of the lens are much lower. As the mass of
the lens is distributed over three SLS’s, the minimum required strength of an
SLS is given by:

Fload,max = Fg, 13 lens =
mlensg

3
=
250 · 9.8
3

≈ 800 [N] (3.32)
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Figure 3.12: View on the ‘bottom’ cross-section and the wiring of the SLS
actuator-sensor-stack

As the push force capacity of the chosen actuator is 3000 [N] (see section 3.7.4),
the push force capacity of two actuator-sensor-stacks in parallel equals 6000 [N],
which is sufficiently large to ensure proper operation of the SLS’s.

With respect to the height of the stacks, two practical constraints play a role.
Firstly, the limited space available within the flexure block sets a maximum value
for the height: hmax ≈ 15 [mm]. Secondly, the separate elements within a stack
all have a practical minimum value, the sum of which represents the minimum
practical height of the stack (Holterman & Tacoma 2001). The actuator-sensor-
stack design is summarised below (see Fig. 3.2 for the basic layout).

Actuator
material : multi-layer taken from P-804.10-actuator (PI Actuators
2000)
height : 4 [mm]
stroke (0 – 100 [V]):≈ 4 [µm] (more than 100× oversized with respect
to the expected vibration level)
Sensor
material : PIC 151 (PI Ceramics 2000)
height : 1 [mm] (single layer with small but practical thickness)
sensitivity : d33 = 360 · 10−12 [C/N]
electrode thickness: 0.05 [mm] (2×)
Insulating ceramic layers
height : 2.2 [mm] (summed thickness of three insulating layers)

The total height of the actuator-sensor-stack thus is 7.3 [mm]. Using (3.1), with
the ‘average’ modulus of elasticity for the used ceramics, Ec = 66 · 109 [N/m2],
the theoretical stiffness of two SLS stacks in parallel can be calculated to be
1.8 · 109 [N/m]. The use of glue, in order to accommodate the stacks within
the flexure block, decreases the effective stiffness of two parallel stacks to a
theoretical value of:

kglued stacks = 1.5 · 109 [N/m] (3.33)
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As the vertical stiffness of a conventional lens support block was given to be
1.2 · 109 [N/m], the overall vertical stiffness of the SLS was expected to be:

kvert,SLS =
(

1
1.2 · 109 +

1
1.5 · 109

)−1
= 6.7 · 108 [N/m] (3.34)

By replacing the conventional lens support blocks with the SLS’s, the overall
stiffness of the lens suspension thus was expected to be almost halved. Though
this stiffness decrease is considerable, it was assumed to be acceptable from
a research point of view: the SLS’s have been designed primarily to enable
experiments for evaluation of the feasibility of vibration control based on the
Smart Disc concept. In this respect, further optimisation of the mechanical
design was therefore considered not necessary.

3.7.3 Flexure block

The front view and two cross-sections (side views) of the SLS flexure block are
shown in Fig. 3.13. In the middle part of the flexure block, two holes (1) have
been milled in order to accommodate the actuator-sensor-stacks. In-between
the holes a horizontal cut (2) has been made and at the outer sides of the
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1. holes for piezoelectric stacks
2. horizontal cut, enabling vertical movement
3. accordion springs, keeping upper and lower part together
4. vertical groove for preload bolt and accompanying nuts
5. soldering notches

6. conventional holes
7. upper thread holes
8. lower thread holes

( 6 - 8: copied from conv.
lens support block )

Figure 3.13: SLS flexure block
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flexure block so-called accordion springs (3) have been milled. Furthermore in
the centre of the flexure block, a vertical groove (4) has been made at the front,
in order to accommodate the preload bolt and the accompanying nuts, and to
provide space to insert and handle the bolt and the nuts.

Due to the accordion springs, the upper part of the flexure block can be moved
slightly with respect to the lower part: z has become an elastic DOF (and so
has ϕx). The flexure block however is still monolithic, the advantage of which
is that the upper and lower part are automatically aligned correctly. Another
advantage is that the actuator-sensor-stacks are more or less preserved from tilt
and shear during handling.

Actuator-sensor-stack holes

With respect to the location of the holes for the actuator-sensor-stacks within
the flexure block, the main consideration has been to place the stacks as much
as possible in the ‘line of force’, in order to load them axially. For that reason,
the stacks are for instance not placed at the outer ends of the flexure block, but
rather beneath the points where the SLS is connected to the lens flange. As a
consequence of choosing this location for the stacks, at the outer sides of the
flexure block sufficient space was left to locate the accordion springs.

It has already been stated that the actuator-sensor-stacks should be prevented
from tensile forces; hence the presence of the preload bolt in the SLS design.
However, in the absence of the preload bolt, for instance right after the gluing
procedure, the stacks should also be prevented from tensile forces. Therefore,
from a safety point of view, the height of the holes for the actuator-sensor-stacks
has been chosen a little bit too small, such that the accordion springs are in
slight expansion after the gluing procedure. This implies that the stacks will be
exposed to a default small compressive force, at least as long as the dimensions
of the flexure block holes and the stacks are within the specified manufacturing
tolerances.

In order to ensure sufficient safety in the light of the manufacturing tolerances,
the height of the holes for the actuator-sensor-stacks has been chosen as 7.2
[mm] which is 0.1 [mm] smaller than the height of the actuator-sensor-stacks.
As a consequence, in order to accommodate the stacks plus two 50 [µm] glue
layers (see section 3.4.3), after the gluing procedure the accordion springs are
stretched over a distance of:

δstretch,result = 0.2 [mm]. (3.35)

The width of the holes has been chosen sufficiently large for handling the
actuator-sensor-stacks plus actuator-leads during the gluing procedure. A width
of 18 [mm] appeared to be appropriate, leaving sufficient design freedom for the
accordion springs.
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Accordion springs

The accordion springs have been designed such that the stiffness is relatively
small, but the strength is still sufficient for the stretching that is needed to
enable a practical gluing procedure. For that reason the flexure blades of the
accordion springs have been chosen as wide as possible. In order to achieve pure
vertical (and not tangential) displacement, each accordion spring should consist
of an even number of flexure blades.

In order to enable a practical gluing procedure, it seemed appropriate to have
0.3 [mm] space for each of the two glue layers, at the upper and the lower face
of the piezoelectric stack. Therefore the flexure blocks needed to be stretched
over a distance of:

δstretch,max = 2 · 0.3 + δstretch,result = 2 · 0.3 + 0.2 = 0.8 [mm] (3.36)

The accordion springs are built up out of four flexure blades, i.e., the minimum
number for which the maximum stress in a flexure blade during stretching re-
mains below the yield stress (Holterman & Tacoma 2001). The vertical stiffness
of a single accordion spring is given by

kacc = 1.8 · 105 [N/m] (3.37)

The force built up in these accordion springs by stretching over δstretch,result
(3.35) is given by:

Fp,acc = 2 · kaccδstretch,result = 2 · 1.8 · 105 · 0.2 · 10−3 = 72 [N] (3.38)

In the next section, this force will appear to be far lower than the desired elastic
preload force.

Soldering notch

In order to conclude on the SLS flexure block, it should be noted that right
above the holes for the actuator-sensor-stacks, at the front side, two half circular
notches have been made (labelled ‘5’ in Fig. 3.13). These notches leave room to
enable soldering of the leads to the sensor-electrodes, in case one of these would
break by accident.

Remark 3.5 The two holes labelled ‘6’ in Fig. 3.13 have been copied from the
conventional lens support block. These holes prevent interference of the upper
thread holes (7) with the upper longitudinal flexure hinge (see plane B–B in
Fig. 3.10). Note that there is no risk of interference of the lower thread holes
(8) with the lower longitudinal flexure hinge, such that here no additional holes
are required.
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3.7.4 Preload bolt

For the actuator-sensor-stacks, the push/pull force capacity is assumed to be
given by the push/pull force capacity of the P-804.10 actuator: 3000/20 [N] (PI
Actuators 2000). For the SLS it was decided to design the preload bolt such
as to end up with an equal push/pull force capacity. Neglecting the pull force
capacity, and taking into account that an SLS consists of two stacks, the desired
preload force can be calculated to be:

Fp,desired = 50%(nstacksFpush,P−804.10)
= 50%(2 · 3000) = 3000 [N] (3.39)

As each SLS experiences a gravitational preload force (due to the lens of the
mass) of about 800 [N] (3.32), the preload force to be delivered by an elastic
element is given by:

Fp,elastic = Fp,desired − Fg, 13 lens
= 3000− 800 = 2200 [N]

(3.40)

The desired elastic preload force, together with the yield stress of the material,
determines the minimum cross-section of the preload bolt. For safety reasons
the diameter of the slender part of the preload bolt has been chosen such that
the cross-section equals at least twice this value: dbolt = 2.3 [mm]. The length of
the slender part of the bolt has been maximised to lslender = 15 [mm], resulting
in the following stiffness for the slender part of the bolt (with Esteel = 210 · 109
[N/m2]):

kslender = Esteel

π
4 d
2
bolt

lslender
= 5.8 · 107 [N/m] (3.41)

which is sufficiently small: about 4% of the calculated stiffness for the glued
actuator-sensor-stacks; compare (3.33).

Preload procedure

For the assembly of the SLS, the aim has been to come up with a relatively
simple preload procedure, i.e., a procedure not relying on (delicate) measure-
ment instruments (Holterman & Tacoma 2001). The desired level of preloading
is achieved by manually turning the preload bolt over a certain amount of de-
grees, thereby relying on the calculated value of the functional preload stiffness.
Neglecting the compliance of the nuts and the non-slender parts of the bolt, and
neglecting the stiffness of the accordion springs, the functional preload stiffness
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is entirely determined by the slender part of the preload bolt (3.41). This im-
plies that in order to achieve the desired level of preloading, 2200 [N], the bolt
should be stretched over a distance of

δpreload = (100% + 4%)Fp,elastic
kp

= 1.04 · 2200
58 · 106 ≈ 40 · 10−6 [m]

(3.42)

In order to realise such a small elongation by turning a bolt through its nuts, it
was decided to use the concept of ‘differential’ pitch, by taking nuts with almost
equal pitch. The upper M5 nut has pitch 0.80 [mm], and the lower M6 nut, with
fine thread, has pitch 0.75 [mm], such that the differential pitch is significantly
smaller than the individual pitches:

pdiff = pM5 − pM6×0.75 = 0.80− 0.75 = 0.05 [mm] (3.43)

As a consequence, in order to arrive at an elongation of 0.04 [mm], the bolt
needs to be turned over:

αpreload =
δpreload
pdiff

360◦ =
0.04
0.05

360◦ ≈ 290◦ (3.44)

i.e., slightly more than three quarters of a complete turn, which should be
feasible by means of manual operation and visual inspection.

In conclusion on the preload bolt, a 4 [mm] deep hexagonal hole at the lower
end has been made in order to accommodate a 3 [mm] socket head key, such
that the bolt can indeed be tightened in practice.

3.7.5 Glue

The glue that has been used in order to accommodate the actuator-sensor-stacks
within the holes of the flexure block, is a two-component epoxy resin, that
has been chosen because of its relatively high stiffness (Araldite AV 138 with
hardener HV 998; modulus of elasticity: Eglue = 4 · 109 [N/m2]). As described
in section 3.4.3, the aim has been to end up with glue layers of 50 [µm] thickness
each. The tolerances on the actuator-sensor-stacks and the flexure block have
been set such that this minimum practical thickness would be sufficient for
absorbing occasional imperfections.

The expected stiffness associated with the two glue layers on either side of an
actuator-sensor-stack is given by:

kglue = nstacksEglueAglue
nlayers hglue

= 2 · 4 · 109(10 · 10−3)2
2 · 0.05 · 10−3 = 8 · 109 [N/m]

(3.45)
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The theoretical stiffness of the glue is more than four times larger than the
actuator-sensor-stack stiffness. Thus despite the fact that the glue has the
lowest modulus of elasticity, due to the small layer thickness, the glue is not the
most dominant source of compliance in the entire SLS assembly.

Gluing procedure

As the main result after gluing should be SLS’s with identical outer dimensions,
for the gluing procedure a dedicated gluing mould has been designed (Holterman
& Tacoma 2001). The gluing mould consists of a mould base, a loose beam,
and two gauge blocks. It is shown, together with a flexure block and two glued
actuator-sensor-stacks, in Fig. 3.14. The separate elements of the gluing mould
are used according to the following stepwise procedure.

1. The loose beam is fixed upon the top of the flexure block (by means of
two socket head bolts, the heads of which sink into the loose beam).

2. The bottom of the flexure block, with the beam on top attached, is fixed
to the bottom of the gluing mould base (by means of four socket head
bolts, two of which are visible in Fig. 3.14).

3. The loose beam is pulled towards the end-stop on top of the gluing mould
base (by means of three socket head bolts, visible in Fig. 3.14). The result
is that the flexure block is stretched over a distance of δstretch,max = 0.8
[mm]; refer (3.36).

4. The faces of both the actuator-sensor-stacks and the holes in the flexure
block are cleaned and provided with a layer of glue.

5. The actuator-sensor-stacks are slid into the holes and positioned correctly.
The depth is determined by a small bolt-end in the back of the gluing
mould base. Care should be taken, by means of visual inspection, that
the stacks are positioned horizontally in the centre of the holes.

6. At the left and right side of the flexure block a gauge block of 60 ± 0.002
[mm] is placed (both are visible in Fig. 3.14).

7. The three bolts on top of the gluing mould base are released, such that the
beam on top of the flexure block lowers and will end up clamping at the
gauge blocks, thus prescribing the correct outer dimensions of the SLS.
This is the situation depicted in Fig. 3.14.

8. In this position, the glue is cured. Curing is done at room temperature,
i.e., the intended operation temperature, in order to prevent dimensional
changes or internal stresses due to temperature changes. (Full cure time
at room temperature was 24 hours.)
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Figure 3.14: Gluing mould, flexure block, and two glued actuator-sensor-stacks
(after step 7 of the gluing procedure)

The belief has been that the gluing procedure described above is most practical
to obtain four identical SLS’s (three for the experiment and one for backup),
at least with respect to the outer dimensions. Inequalities, within the manufac-
turing tolerances of both the flexure block and the actuator-sensor-stacks, are
mostly absorbed by the glue; the mutual equality of the glue layers thus should
be doubted.

3.7.6 Electronics

For the SLS-experiments special purpose electronics have been designed.

Actuator amplifier: charge-control
The actuator amplifier was based on charge-feedback. The actuator was effec-
tively charge-controlled above 0.04 [Hz]. Simulations indicated that the ampli-
fier ought to function properly up to 10 [kHz].

Sensor amplifier: voltage-measurement
The sensor amplifier was developed for voltage-measurement. The sensor was
effectively shunted with an external capacitor in parallel with a resistor, such
that the high-pass frequency was about 0.1 [Hz]. A fourth-order Butterworth
filter with a cut-off frequency of 2 [kHz] was used for anti-aliasing.

3.7.7 Discussion

Preloading
With respect to the preloading procedure, it should be mentioned that it has
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proven difficult to determine at which angle the bolt truly starts tightening, and
consequently, the angle at which the desired preload level has been achieved.
Enforcing a very precise preload force in this way is not feasible.

Relative height measurements
Relative height measurements, after preloading, revealed that the maximum
difference between the height of the four SLS’s (three for the experiment and
one for backup) was 6 [µm]. This value appears disappointingly high, despite
the carefully designed assembling procedure, which aimed at identical outer
dimensions. The parallelism of the SLS’s is neither as good as expected. For all
SLS’s the right side appeared to be lower than the left side, up to a maximum
of 4 [µm] difference. For the experiments with the SLS’s, it has been tried to
compensate for this lack of parallelism by placing so-called spacers, with an
equal but inverse amount of parallelism, on top of the SLS’s.

Internal mechanical crosstalk
Measurement of the frequency response for an SLS, i.e., from the actuator input
to the sensor output, within the wafer stepper revealed that the SLS suffered
from a huge amount of negative crosstalk (see section 6.1.2), which has been
explained by internal crosstalk (see section 3.3.2).

Vertical stiffness
In the discussion on the design of the actuator-sensor-stack, the considerable
decrease of the vertical stiffness was already touched upon. The exact stiffness
decrease is not known, because the calculations have all been based on rather
rough assumptions. The compliance of the flexure block between the actuator-
sensor-stack and the preload bolt for instance has been neglected. Furthermore,
due to manufacturing tolerances (also in the gluing procedure), the exact thick-
ness of the glue layer is not known. This is a significant source of uncertainty.
In section 6.1.1 the effect of the vertical stiffness decrease will be examined
by inspection of the resonance frequencies corresponding to the joystick modes
(Fig. 1.6a).

Shear stiffness
In contrast to the vertical stiffness, the shear stiffness of the SLS has not been
considered explicitly. The shear stiffness of an SLS, mainly determined by the
shear stiffness of the actuator-sensor-stacks, appeared to be disappointingly
low (see section 1.6.2). The effective stiffness involved in the pendulum modes
(Fig. 1.6b) had decreased considerably in comparison with the conventionally
suspended lens. As a consequence, the pendulum modes, which could not be
controlled by the SLS’s, had become more significant in the overall dynamic
behaviour of the wafer stepper.

Conclusion
Despite all above-mentioned comments, the Smart Lens Supports have per-
formed well during the experiments in the lens suspension of the wafer stepper:
the feasibility of active vibration control based on the Smart Disc concept could
be proven (see section 6.1).
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3.8 Piezo Active Lens Mount

3.8.1 Introduction

The Piezo Active Lens Mount (PALM) is the successor of the Smart Lens Sup-
port. It is shown in Fig. 3.15. In the PALM design focus has been on the two
main problems that showed up in the SLS design.

• A second active degree of freedom is added. A PALM not only features
Smart Disc-functionality in vertical direction (so as to control the joystick
modes; Fig. 1.6a), but also in tangential direction (so as to control the
pendulum modes; Fig. 1.6b).

• An attempt is made to minimise the mechanical crosstalk within the
actuator-sensor-stacks.

In comparison with the SLS, the PALM has been designed for experiments in
a newer, slightly different machine: the ASML TwinScan (a so-called wafer
scanner). The two main differences between the lens support blocks for the
PAS5500 wafer stepper and the TwinScan wafer scanner are as follows.

• The height of the TwinScan lens support block is 85 [mm] whereas the
height of the PAS5500 lens support block is 60 [mm]. The difference in
height, about 25 [mm], provides more freedom to insert actuator-sensor-
stacks within the flexure block.

Figure 3.15: Piezo Active Lens Mount; dimensions: 85× 100× 20 [mm3]
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• The steel for the TwinScan lens support block is of higher quality (yield
stress: 1610·106 [N/m2]) than the steel for the PAS5500 lens support block
(yield stress: 440 ·106 [N/m2]); the moduli of elasticity do not significantly
differ. The higher quality PALM accordion springs turned out to be able to
deliver a sufficiently large elastic preload force for the piezoelectric stacks,
which makes the preload bolt from the SLS design superfluous.

The design of the PALM is described in detail by Van den Elzen (2001). In this
thesis we will briefly address the major design issues.

Tangential and vertical active DOF

In Fig. 3.15 it can be seen that for the PALM, in comparison with the SLS,
a second active degree of freedom has been obtained by rotating the actuator-
sensor-stacks (over an angle αPALM = 45◦). In-phase actuation of the actuator-
sensor-stacks ideally causes a pure vertical movement of the upper part of the
flexure block with respect to the lower part, whereas out-of-phase actuation
ideally causes a pure tangential movement.

The angle of rotation αPALM has not been optimised according to whatever
complex criterion that might have been derived from a thorough analysis of
the suspension modes of the lens within the wafer stepper, but has rather been
chosen to end up with:

1. an equal actuator stroke in both the tangential and vertical direction;

2. an equal contribution of the actuator-sensor-stacks to the tangential (shear)
and the vertical stiffness of the PALM.

The overall active lens suspension, obtained by three symmetrically located
PALMs beneath the lens flange, shows interesting similarities with the well
known active Stewart platform or hexapod. As such, a PALM may be regarded
as a special kind of an active bipod (Hale 1999).

3.8.2 Actuator-sensor-stack

In comparison with the SLS, the actuator-sensor-stacks for the PALM have been
changed in the following two respects.

1. The internal mechanical crosstalk has been lowered, by increasing the
thickness of the intermediate passive layer (from 0.5 to 5.5 [mm]). We
have aimed at a total mechanical crosstalk (i.e., the sum of the internal
and the external crosstalk) close to zero. For the analysis of the expected
total mechanical crosstalk, Finite Element Methods have been used.
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2. In order to have more design freedom for the actuator, it was decided
not to use a CMA (ceramic multi-layer actuator) as a basis. As the SLS-
actuator was largely over-designed, it was concluded that for the PALM-
experiments only a few piezoelectric layers would suffice. The thickness
of the individual layers has been chosen at 0.4 [mm], i.e, considerably
larger than the thickness of a CMA-layer. The number of layers has been
chosen such that the actuator stroke (between 0 [V] and Umax = 100 [V],
i.e., the maximum intended operating voltage) was four times larger than
necessary for the expected vibration levels.

In summary, the actuator-sensor-stack for the PALM was designed as follows
(for the basic layout, see Fig. 3.2):

Actuator
material : PIC 151 (PI Ceramics 2000)
height : 3× 0.4 = 1.2 [mm]
sensitivity : d33 = 450 · 10−12 [m/V]
stroke: 3 · d33 · Umax = 135 [nm]
electrode thickness: 0.05 [mm] (4×)
Sensor
material : PIC 181 (PI Ceramics 2000)
height : 0.5 [mm] (single layer with small but practical thickness)
sensitivity : d33 = 265 · 10−12 [C/N]
electrode thickness: 0.15 [mm] (2×)
Insulating ceramic layers
height of upper layer : 0.5 [mm]
height of intermediate layer : 5.5 [mm]
height of lower layer : 1.0 [mm]

The total height of the actuator-sensor stack is 9.2 [mm], i.e., slightly larger
than for the SLS. The cross-section has been kept at 10×10 [mm2], such that the
theoretical stiffness of a single PALM-stack is 7 ·108 [N/m], i.e., slightly smaller
than for the SLS. As it was expected that this stiffness would be sufficiently high
for enabling meaningful experiments, it has not been tried to further optimise
the design of the actuator-sensor-stack for the PALM.

3.8.3 Flexure block

Just like for the SLS, the flexure block for the PALM (Fig. 3.16) has been
equipped with two longitudinal flexure hinges (6) as well as the interfacing
means for attachment to the lens flange and the main plate (copied from the
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conventional lens support block). Furthermore, just like the for the SLS, the
flexure block for the PALM has been equipped with accordion springs (3) and
appropriate holes (1) for the actuator-sensor-stacks.

The main difference between the PALM and the SLS flexure block is the presence
of a couple of horizontal and vertical cuts, which end up in two pairs of flexure
hinges. Each flexure hinge introduces a single elastic degree of freedom for an
adjacent triangle (4). In the absence of these flexure hinges, expansion of one
actuator-sensor-stack would result in a shear force at the other actuator-sensor-
stack, which should be prevented as much as possible.

As illustrated in Fig. 3.16, a PALM flexure block without actuator-sensor-stacks
has five elastic degrees of freedom (DOFs) between the upper and the lower part;
the only constrained DOF is ϕz. After incorporation of the actuator-sensor-
stacks, the active DOFs are also constrained: y (tangential) and z (vertical).
Whereas the conventional lens support block and the SLS only has two elastic
DOFs (x and ϕy), the PALM thus has an additional elastic DOF: ϕx. In case
the stiffness of the accordion springs may be neglected, the pole of rotation (5) is
determined by the intersection point of the ‘lines of force’, i.e., the lines through
the two paired hinges (see Fig. 3.16).

1
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4

4
1

4
3

4

3

1. holes for actuator-sensor-stacks
2. horizontal cuts, enabling vertical movement
3. accordion springs, keeping upper and lower part together (and providing preload force)
4. triangles plus flexure hinges, preventing actuator-sensor-stacks from shear forces
5. intersection point of the ‘lines of force’
6. ‘longitudinal’ flexure hinges (copied from conventional lens support block)

22
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6
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�x
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fixed DOF

Figure 3.16: PALM flexure block
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Actuator-sensor-stack holes

The 45◦-inclined upper and lower surface of the actuator-sensor-stack holes are
both orthogonal to the ‘lines of force’ through the corresponding flexure hinges,
such that the actuator-sensor-stacks are again only axially loaded. The flexure
hinges protect the actuator-sensor-stacks from shearing or tilting forces, applied
externally or resulting from internal piezoelectric actuation.

As the elastic preload force is to be delivered by the accordion springs, the
actuator-sensor-stack holes are designed smaller than the summed height of an
actuator-sensor-stacks plus the glue layers (9.2 [mm] + 2× 50 [µm]). The de-
sired elastic preload force is reached when the accordion springs are (vertically)
stretched over a distance of 0.14 [mm] (3.53), which corresponds to an increase
of the height of the actuator-sensor-stack holes of:

δstretch,α = 0.14 · sin 45◦ = 0.10 [mm] (3.46)

This is equal to the intended summed thickness of the two glue layers (2× 50
[µm]). Therefore the original height of the actuator-sensor-stack holes is chosen
equal to the height of the PALM actuator-sensor-stacks: 9.2 [mm].

The distance from the surface of an actuator-sensor-stack hole to the adjacent
flexure hinge has been chosen 9 [mm], about equal to the edge of the cross-section
of the actuator-sensor-stack (10×10 [mm2]). The width of the actuator-sensor-
stack holes could appropriately be chosen sufficiently large: 23.5 [mm] (SLS: 18
[mm]).

Flexure hinges

In order to isolate the actuator-sensor-stacks from shearing and tilting forces,
the flexure hinges should be designed sufficiently small. On the other hand,
the flexure hinges must be sufficiently robust to absorb, in addition to these
shearing and tilting forces, the preload forces. Robust flexure hinges are also
favourable for the overall stiffness of the PALM.

The flexure hinges (see Fig. 3.17) have been designed so as to end up with:

• an as high as possible ‘normal’ stiffness kz, by choosing the ratio h/D =
0.5, i.e., about the maximum ‘realistic value’ (Koster 2000);

• an acceptable rotational stiffness of the flexure hinge, from the viewpoint
of the allowable shear load on the actuator-sensor-stacks.
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The following dimensions were found to be appropriate:

D = 2 · 10−3 [m]
h = 1 · 10−3 [m]
( t = 10 · 10−3 [m] )

(3.47)

resulting in the following flexure hinge properties:

kϕ ≈ 0.093√h/D · Esteel · t · h2 = 290 [Nm/rad]
kz ≈ 0.48

√
h/D · Esteel · t = 1.5 · 109 [N/m]

(3.48)

with the modulus of elasticity Esteel = 220 · 109 [N/m2]. Two flexure hinges in
series thus may be characterised by a normal stiffness given by 2 · kz = 7.5 · 108,
which is about equal to the vertical stiffness of an actuator-sensor-stack. This
implies that the stack and the flexure hinges equally contribute to the (lack of)
stiffness of the PALM.

Accordion springs

Within the PALM, the accordion springs have three functions:

1. keeping the upper and the lower part of the flexure block correctly aligned,
as long as the actuator-sensor-stacks have not been inserted;

2. providing sufficient rotational stiffness around the y-axis, which is neces-
sary for protecting the non-built-in PALMs against large rotations around
that axis;

3. providing, in the absence of any other elastic preload element, the elastic
preload force for the actuator-sensor-stacks (similar as for the SLS, the
aim has been to end up with a symmetric push-pull force range for the
actuator-sensor-stacks).

D

h

t

z
�

Figure 3.17: Flexure hinge dimensions
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Fpreload,mass

Facc Facc

Fpreload,stack Fpreload,stack

Figure 3.18: Preload forces in the PALM

Because of the second and third function, the option of choosing a single ac-
cordion spring in-between the actuator-sensor-stacks has not been considered.
Instead, two accordion springs have been designed (similar as for the SLS), with
the attachment points at the outmost positions of the upper and lower part of
the flexure block.

In contrast with the SLS, the accordion springs in the PALM can conveniently
be used for delivering the entire elastic preload force. The total mechanical
preload force can be determined with the help of Fig. 3.18.

As for the SLS, the PALM actuator-sensor-stacks have a cross-section 10×10
[mm2], and it is assumed that they are characterised by the same push/pull
force capacity: 3000/20 [N]. Neglecting the pull force capacity, and aiming for
a symmetric push/pull force range, the desired preload force for each individual
actuator-sensor-stack is equal to half the push capacity:

Fp,stack = 1500 [N] (3.49)

The total vertical preload force is not obtained by simply multiplying this force
by the number of stacks. As the preload forces do not act in the same direction,
the vector sum needs to be calculated:

Fp,desired = 2 sin(45◦)Fp,stack ≈ 2120 [N] (3.50)

The PALM has been designed for experiments within the TwinScan, the lens
of which has a mass of approximately mlens = 300 [kg] (SLS: mlens = 250 [kg]).
This implies that each of the three PALMs experiences a gravitational preload
force:

Fg, 13 lens =
mlens · g

3
=
300 · 9.8

3
≈ 1000 [N] (3.51)
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such that the preload force to be delivered by each of the two accordion springs,
is given by:

Fp,acc = 1
2 (Fp,desired − Fg, 13 lens)

= 1
2 (2120− 1000) = 560 [N]

(3.52)

Before restricting the analysis only to the vertical stiffness of a single accor-
dion spring, it is important to recognise that, in order for the two orthogonal
actuator-sensor-stacks within the PALM to experience the same preload stiffness
in any actuation direction, the tangential (or shear) stiffness of the accordion
spring should be equal to the vertical stiffness. If this condition is fulfilled,
we may characterise the accordion spring by a single stiffness value (in the y-z-
plane). The accordion spring stiffness, defined as such, has to meet the following
demands.

1. In order to not restrain the actuator stroke, the accordion spring stiffness
should be lower than 10% of the piezoelectric actuator stiffness (section
3.4.1).

2. The accordion spring stiffness should be sufficiently low, such that the
distance over which the spring should be stretched for achieving the desired
preload force, can be measured in practice.

3. The accordion spring stiffness is intended to be such that it causes a
positive mechanical crosstalk within the actuator-sensor-stack that exactly
outweighs the negative mechanical crosstalk caused by cross-contraction
(see sections 3.3.2 and 3.4.2).

A stiffness of about 4 · 106 [N/m] was found to be an appropriate value (about
0.5% of the stiffness of the actuator-sensor-stack). From this value, and the
(vertical) preload force to be delivered by a single accordion spring (3.52), it can
be calculated that the accordion springs need to be stretched over a distance

δstretch,result =
Fp,acc
kacc

=
560
4 · 106 = 1.4 · 10

−4 [m] (3.53)

i.e., 0.14 [mm]. For that reason, the original height of the PALM flexure blocks
is set to 85−0.14 = 84.86 [mm]. During the gluing procedure, similar as for the
SLS, special gauge blocks (85 [mm]) will ensure the correct final PALM height.

From Fig. 3.16 it can be seen that the accordion springs in the PALM consist
of five flexure hinges (next to the five circular holes) rather than, as in the SLS
design, four flexure blades. The main reason for this different design, is the
improved manufacturability. Whereas for the SLS the calculations regarding
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strength and stiffness were based on the (rough) assumption that only the hori-
zontal flexure blades were strained and stressed, for the analysis of the PALM
accordion springs use has been made of a Finite Element Model (FEM). The
FEM analysis indicated that, upon straining of the accordion spring, the largest
stress occurs in the flexure hinges around the circular holes.

The results of FEM analysis for the accordion springs are given in table 3.1.
The stress in the spring can be seen to remain below the yield stress (1610 · 106
[N/m2]).

3.8.4 Gluing and preloading procedure

Just as for the SLS, the actuator-sensor-stacks are fixated within the PALM
flexure block by means of layers of glue at both the upper and the lower face.
However, it has been decided to use a different gluing procedure: first the stacks
are positioned correctly, and after that the glue is applied. In order to enhance
the application of glue, special gluing holes have been milled in the flexure block
(see Fig. 3.19). The main reason for this is the higher stiffness of the accordion
springs (4 · 106 [N/m]) in comparison with the SLS (1.8 · 105 [N/m]). Therefore,
the accordion springs are not allowed to be stretched that far, which complicates
the gluing-procedure.

As it was desired to have glue layers of the same thickness (50 [µm]) at either
side of the actuator-sensor-stack, and it is unpractical to apply glue at both
stack-faces at the same time, it has been decided to use fishing lines in between
the to-be-glued surfaces. Though rather labour-intensive, this method of gluing
has proven effective.

The gluing (and preloading) procedure for the PALMs is as follows.

1. The to-be-glued surfaces of a flexure block are cleaned and equipped with
two parallel fishing lines.

2. The flexure block is placed in a dedicated gluing mould, which can be used
to stretch the flexure block (over a maximum distance of δstetch,max = 0.5
[mm]).

vertical stiffness 3.9 · 106 [N/m]
tangential stiffness 4.1 · 106 [N/m]
max. stress for δstretch,result (= 0.14 [mm]) 334 · 106 [N/m2]
max. stress for δstretch,max (= 0.5 [mm]) 1190 · 106 [N/m2]

Table 3.1: FEM results for accordion spring
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3. The actuator-sensor-stacks (with cleaned surfaces) are put at their place
using dedicated clamps.

4. Two gauge blocks are put at either side of the flexure block, and the flexure
block is released, so that it is stretched over a distance of δstretch,result =
0.14 [mm]).

5. The glue is applied through the gluing holes.

6. The glue is cured at room temperature.

From the above description it is obvious that the elastic preload force that is
realised, is determined by the stiffness of the accordion springs (determined via
FEM analysis) and by the difference between the height of the (unstretched)
flexure block, and the height of the gauge blocks.

3.8.5 Electronics

For the PALM-experiments, commercially available amplifiers have been used.

Actuator amplifier: voltage-control
At the time of the PALM-experiments, voltage control for the actuators was no
longer assumed to yield any problems, as the main interest was not in positioning
accuracy, but rather in active damping. Therefore, the PALM-actuators have
been voltage-controlled by (high-voltage) amplifier modules (E-507) from Physik
Instrumente (PI Catalog 2001). The bandwidth of the amplifiers is about 2 [kHz]
(unloaded); as the capacitance of the PALM-actuators is rather small (13 [nF]),
the effective bandwidth decreases only slightly to about 1 [kHz].

Sensor amplifier: charge-measurement
At the time of the PALM-experiments it was decided to perform charge-measu-
rement (rather than voltage-measurement) to read out the force sensor. Fur-
thermore it was decided to use Nexus charge amplifiers for this purpose (Nexus
2001). The advantage of this has been that the gain as well as the high- and
low-pass filter characteristics of the sensor-electronics could be easily adapted
during the PALM-experiments.

gluing hole

soldering
notch

Figure 3.19: Gluing holes and soldering notch in the PALM flexure block
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3.8.6 Discussion

Several measurements have been performed on the individual PALMs (Van den
Elzen 2001). The main results are given below.

Gluing and preloading
During the gluing procedure, measurements have been performed to determine
the distance over which the flexure blocks have been stretched. These measure-
ments have revealed that the final stretching distance was only 70 [µm] instead
of the intended 140 [µm]. This difference has been caused by the compliance of
the gluing mould, which has simply been ignored at the time the gluing proce-
dure was developed. As a consequence, the resulting glue layers are about half
the intended thickness. These measurements thus indicate the difficulties in
assembling a structural element with tight tolerances (which were in the order
of 5 to 10 [µm]). Both FEM analysis and practical experiments, however, did
not reveal any problems due to this lower glue layer thickness.

Mechanical crosstalk
Measurement of the crosstalk between the actuator input and the sensor output
have revealed that the influence of the internal crosstalk has been minimised.
The overall mechanical crosstalk turned out to be not as close to zero as ex-
pected. The overall mechanical crosstalk was positive, which is desirable, from
the point of view of controller design (see the next three chapters).

Vertical and tangential active DOF
For one of the four PALMs (three for the experiment and one for backup)
position measurements have been performed in order to determine whether in-
phase actuation indeed results in (pure) vertical displacement, and whether
out-of-phase actuation indeed results in (pure) tangential displacement. These
measurements revealed that, upon in-phase actuation, the displacement in ver-
tical direction was 20 times larger than the displacement in tangential direction.
Similarly, upon out-of-phase actuation, the displacement in tangential direction
was 20 times larger than the displacement in vertical direction. The crosstalk
between these two ‘logical’ actuation directions thus appears to be 1/20 = 5%.
Ideally, this would have been 0%. The difference is probably caused by imper-
fections of the mechanical assembly, introduced by inequalities in the various
glue layers.

Conclusion
Despite all above-mentioned comments, the Piezo Active Lens Mounts have
performed well during the experiments in the lens suspension of the wafer step-
per: both the joystick modes and the pendulum modes could conveniently be
controlled (see section 6.2).
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3.9 Review

In the present chapter we have discussed various aspects considering the hard-
ware involved in the Smart Disc concept.

Focus has not been on integration of the electronics and the mechanics.

Focus has rather been on enabling Smart Disc functionality within a mechanical
structure, by correctly incorporating an actuator-sensor-stack, which is by no
means a straightforward task. Correct mechanical loading of an actuator-sensor-
stack should be ensured mainly by the design of an appropriate flexure block,
serving as a kinematically well-designed (flexure hinges) interface between the
overall mechanical structure and the actuator-sensor-stack.

Several important general requirements have been discussed:

1. strength and stiffness of the actuator-sensor-stack;

2. the use of adhesives to join the stack and the flexure block, and the design
of a gluing procedure;

3. the correct mechanical loading – in particular preloading – for the actuator-
sensor-stack;

4. actuator with sufficient stroke, sensor with sufficient sensitivity;

5. appropriate electronics for both the actuator and the sensor;

6. crosstalk.

Two Smart Disc-prototypes have been developed for experiments within the
wafer stepper lens support. For these prototypes, the mechanical design of the
flexure block around the actuator-sensor-stacks and the gluing procedure have
been discussed in more detail. Chapter 6 will present the experiments that have
been performed with these Smart Disc-prototypes.
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Chapter 4

Modelling

4.1 Introduction

Whereas the previous chapter dealt with the physical aspects of incorporating
Smart Disc functionality in a mechanical structure, the present chapter deals
with the issue of modelling Smart Discs. More specifically, the aim is to come up
with a model that clearly describes the interaction between position actuators,
force sensors, and the vibration modes within a general mechanical structure.
The resulting model serves as the starting point for active vibration control
based on the Smart Disc concept, which is the subject of the next chapter.

In order to capture, in a graphical representation, the understanding of the
interaction between a Smart Disc and the structural vibration modes, we will
make use of a concept similar to the ‘modal lever’ as described in section 2.3.6.
In section 4.8 we will put forward the ‘Smart Disc lever’ to represent the trans-
formation between local and modal coordinates. It relates the Smart Disc, as
a local structural element, to the individual vibration modes of the mechanical
structure.

As intermediate steps to this graphical representation,

• sections 4.2 and 4.3 discuss the modelling of an active stiffness element
comprising Smart Disc functionality;

• section 4.4 presents a description, in terms of local coordinates, of a
mechanical structure with Smart Discs;

• section 4.5 presents the basic shape of the contribution of a single vibration
mode to the frequency response function (FRF) from a position actuator
to a force sensor;

105
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• in section 4.6 the description from section 4.4 is transformed into a de-
scription based on ‘modal elastic forces’;

• in section 4.7 an expression is derived for the FRF from a local position
actuator to a local force sensor, in terms of all individual modal contribu-
tions.

In section 4.9 these steps will be illustrated by means of an example based on
the incorporation of Smart Disc functionality in the lens suspension of the wafer
stepper, which was introduced in section 1.6.

Sections 4.10 and 4.11 finally address the influence of crosstalk on the frequency
response, respectively within a piezoelectric actuator-sensor-stack as introduced
in the previous chapter, and within a so-called ‘self-sensing actuator’ configura-
tion.

4.2 Active stiffness element

One of the results of vibration problem analysis as discussed in chapter 2 should
be a competent model of the mechanical structure suffering from vibration. This
model, preferably consisting of a small number of degrees of freedom (DOFs),
should at least give an indication of the locations of the dominant ‘compliance
sources’ in the structure. A compliance source appears in the model as a stiffness
element, represented by a spring in an IPM (ideal physical model), or by a C-
element in a bond graph.

In theory, each stiffness element in the model may be a candidate to be equipped
with Smart Disc functionality (refer section 2.5.2). The model may then be
used to determine the locations at which a Smart Disc yields the best control
performance. The issue of ‘controllability’ will be dealt with in section 5.4.

From a mechanical point of view, a Smart Disc comprises a position actuator and
a collocated force sensor, which may be subject to an elastic preload. Equipping
a stiffness element with Smart Disc functionality yields the IPM-structure as
shown in Fig. 4.1:

• frame stiffness kf , representing the original compliance between two local
DOFs;

• stack stiffness ks, representing the compliance of the actuator-sensor-
stack;

• preload stiffness kp, which may be necessary for the piezoelectric material;

• force sensor (Fsens), single layer of piezoelectric material, the compliance
of which is accounted for in the stack stiffness ks;
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Figure 4.1: Active stiffness element (ASE): an originally passive stiffness ele-
ment, equipped with Smart Disc functionality

• position actuator (xact), multi-layer piezoelectric material, the compliance
of which is accounted for in the stack stiffness ks.

Also indicated in the figure is the local Smart Disc control loop between the
force sensor and the position actuator (refer Fig. 2.14).

In the sequel we will refer to the mechanical structure shown in the dashed box
in Fig. 4.1 as an ‘active stiffness element’ (ASE). This term has been chosen
because the passive, or uncontrolled, behaviour of the mechanical structure in
Fig. 4.1 is simply that of an ordinary stiffness element:

FASE = kxact
ASE xASE (4.1)

with:

• FASE: the tensile force that is present in the active stiffness element;

• xASE: the elongation of the active stiffness element, equal to the difference
between two absolute DOFs:

xASE = xk − xj (4.2)

• kxact
ASE : the stiffness experienced at the mechanical port, for zero (or con-
stant) actuation xact:

kxact
ASE =

(ks + kp)kf
ks + kp + kf

≡ (ks + kp)//kf (4.3)
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Depending on the implemented control law C(s), the mechanical structure may
be given different behaviour (active damping for instance).

Remark 4.1 In this thesis we use the notation ‘ki//kj ’ in order to indicate that
the stiffness elements ki and kj are connected in series. If the stiffness elements
ki and kj are in parallel, this is simply denoted by the sum ki + kj .

Remark 4.2 The active structural element that is referred to as a ‘Smart Disc’
in this thesis, is part of the active stiffness element shown in Fig. 4.1. The
mechanical structure of a Smart Disc (indicated by the dotted box) is modelled
by the actuator-sensor-stack (xact, Fsens, ks), possibly subjected to an elastic
preload (kp). Any other compliance source that may be present in a particular
physical realisation of a Smart Disc (flexure hinges for example; see section 3.4),
can be incorporated appropriately in either one of the three stiffness elements
ks, kp, and kf .

4.2.1 Description in terms of a stiffness matrix

The mechanical structure as shown in Fig. 4.1 may be conveniently regarded
as a two-port system, consisting of an ‘internal’ active port that is available for
feedback control, and an ‘external’ mechanical port that is characterised by the
relative DOF xASE and the tensile force FASE (Fig. 4.2). It can be described by
the following stiffness matrix:

(
FASE

Fsens

)
=

[
kxact

ASE −kc
−kc kblint

] (
xASE

xact

)
(4.4)

with (in addition to the previously defined symbols FASE, xASE, kxact
ASE ):
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:
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Figure 4.2: Active stiffness element as a two-port system (left: IPM; right: bond
graph)
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• Fsens: the measured compressive force

• xact: the actuated position

• kblint: the stiffness experienced at the ‘internal’ active port, for zero (or
constant) elongation xASE (‘blocked’ situation):

kblint =
ks(kp + kf)
ks + kp + kf

≡ ks//(kp + kf) (4.5)

• kc: the ‘coupling’ stiffness between the active and the mechanical port:

kc =
kskf

ks + kp + kf
(4.6)

4.2.2 Standard plant description

From the viewpoint of controller design, it is more convenient to describe the
active stiffness element in terms of the standard plant notation; see Fig. 4.3
(Zhou, Doyle & Glover 1996). In this figure we observe:

• the standard plant P ;

• the error signal z; for the active stiffness element: z = xASE;

• the external disturbance w; for the active stiffness element: w = FASE;

• the controller C;

• the measurement y; for the active stiffness element: y = Fsens;

• the controlled input u; for the active stiffness element: u = xact.

w

C

z

u y

P

Figure 4.3: Standard plant representation
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Representing the active stiffness element as the standard plant P expresses the
fact that the elongation xASE should be minimised, despite the fact that the
element is subject to the tensile force FASE. Minimisation of xASE should be
achieved by designing an appropriate controller C, closing the loop between the
force sensor Fsens and the position actuator xact.

The corresponding matrix for the active stiffness element now is given by:

(
xASE

Fsens

)
=

[
(kxact

ASE )
−1 ηunlASE

−ηunlASE kunlint

] (
FASE

xact

)
(4.7)

with the following parameters:

• (kxact
ASE )

−1: the ‘external’ compliance for zero (or constant) actuation xact
(refer (4.3));

• kunlint : the stiffness as experienced at the ‘internal’ active port when the
active stiffness element is ‘unloaded’, i.e., for zero (or constant) tensile
force FASE (the force that is present in the active stiffness element):

kunlint =
kskp
ks + kp

≡ ks//kp (4.8)

• ηunlASE: a parameter denoting the mutual influence between the active and
the mechanical port:

ηunlASE =
ks

ks + kp
(4.9)

The value of ηunlASE may vary between 0 and 1, depending on the influence of the
elastic preload kp. It may be interpreted as the position actuation efficiency for
the actuator in the active stiffness element. In the absence of an elastic preload
element: ηunlASE = 1; for the extreme case of infinite preload stiffness: η

unl
ASE = 0.

In addition to the above defined efficiency for the position actuator, we may
also define an efficiency parameter for the actuator in case it would be used to
generate a force rather than a position:

ηblASE =
kf

kf + kp
(4.10)

This parameter is equal to (the absolute value of) the quotient of the force
that results at the mechanical port (FASE) and the force that is built up in the
actuator-sensor-stack (Fsens), upon application of a voltage or a charge to the



4.3. EMBEDDED ACTIVE STIFFNESS ELEMENT 111

actuator, meanwhile keeping the elongation xASE constant (‘blocked’ situation).
Similar as for the position actuation efficiency, the value of the force actuation
efficiency depends on the value of the preload stiffness: it may vary between 0
and 1, corresponding respectively to infinite and zero preload stiffness.

The two efficiency parameters defined above are closely related to the coupling
coefficient that is associated with a two-port system (denoted by kη in this the-
sis). In appendix C it is shown that the product of the two efficiency parameters
is equal to the square of the coupling constant:

k2η = ηblASEη
unl
ASE (4.11)

In the next chapter, this parameter will appear to play an important role in the
analysis of Smart Disc-based vibration control.

4.3 Embedded active stiffness element

Consider an active stiffness element embedded in a mechanical structure. In
order to examine the dynamic behaviour of such an ‘embedded active stiffness
element’ (EASE), the dynamic behaviour of the ‘surrounding structure’ needs
to be taken into account. The static descriptions (4.4) and (4.7) then need to
be extended to their dynamic equivalents.

To that end we need the concept of the dynamic stiffness of a mechanical struc-
ture, which is defined as the harmonic force F (jω) that is needed to obtain a
unit harmonic deformation x(jω):

k(jω) =
F

x
(jω) (4.12)

A dynamic stiffness may thus be regarded as an FRF from a position (or dis-
placement) to a force. Evaluation of this FRF for ω = 0 yields the ‘ordinary’
(static) stiffness:

k(0) = k (4.13)

The inverse of (4.12) is referred to as dynamic flexibility.

In the subsequent sections, we will assume that the terminals of the embedded
active stiffness element correspond to two distinct generalised (absolute) DOFs
xj and xk. One of these DOFs may correspond to the reference inertial frame.
Furthermore, in addition to FASE (the tensile force that is present in the active
stiffness element), we introduce:
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• Fext: the external force that is applied to the relative DOF xASE (= xk−xj)

• Fx,k, Fx,j : the generalised forces acting upon the absolute coordinates xk,
xj , given by: Fx,k = −Fx,j = Fext

For xact = 0, the dynamic stiffness that is experienced upon application of
Fext(jω), is given by the sum of the (static) stiffness of the (isolated) active stiff-
ness element and the dynamic stiffness of the surrounding structure (ksur(jω);
see the following example):

kxact
EASE(jω) =

Fext
xASE

(jω) = kxact
ASE + ksur(jω) (4.14)

Example (Surrounding dynamic stiffness)

Consider for example the mechanical structure shown in Fig. 4.4a. The active
structural element may be considered to be embedded in the ‘surrounding struc-
ture’ shown in Fig. 4.4b. The dynamic stiffness of the surrounding structure is
defined as:

ksur(jω) =
Fext
∆x

(jω) (4.15)

This is equal to the inverse of the sum of the ‘surrounding dynamic flexibility’,
which is given by:

(ksur)−1(jω) = ∆x
Fext

(jω) = x2
Fx,2

(jω)−
(
− x1
Fx,1

(jω)
)

= 1
m2(jω)2

+ 1
m1(jω)2 + k10

(4.16)

The dynamic stiffness for the embedded active stiffness element in Fig. 4.4 thus
is given by:

kxact
EASE(jω) = kxact

ASE +
m2(jω)2

(
m1(jω)2 + k10

)
m2(jω)2 +m1(jω)2 + k10

(4.17)
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Figure 4.4: (a) Active stiffness element, embedded in a mechanical structure;
(b) the isolated mechanical structure ‘surrounding’ the active stiffness element

4.3.1 Description in terms of a dynamic stiffness matrix

Replacing the external (static) stiffness kxact
ASE in (4.4) with the dynamic stiffness

kxact
EASE(jω) (4.14), yields the dynamic stiffness matrix for the embedded active
stiffness element:

(
Fext(jω)
Fsens(jω)

)
=

[
kxact

EASE(jω) −kc
−kc kblint

] (
xASE(jω)
xact(jω)

)
(4.18)

Note that in this description only the element describing the behaviour at the
external, mechanical port is affected by the dynamics of the surrounding struc-
ture. The parameters describing the behaviour of the internal, active port and
the coupling between the active and the mechanical port, are not affected by
the surrounding dynamics because xASE is used an input in this description.
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4.3.2 Standard plant description of an embedded active
stiffness element

Contrary to the dynamic stiffness matrix (4.18), the matrix that describes the
embedded active stiffness element as a standard plant, consists of elements that
are all affected by the dynamics of the surrounding structure. This matrix is
obtained from (4.18) by interchanging Fext and xASE:

(
xASE(jω)
Fsens(jω)

)
=

[
1/kxact

EASE(jω) kc/k
xact
EASE(jω)

−kc/kxact
EASE(jω) kFext

int (jω)

] (
Fext(jω)
xact(jω)

)
(4.19)

with:

kFext
int (jω) = kblint −

k2c
kxact

EASE(jω)
(4.20)

which is the dynamic stiffness as experienced at the ‘internal’, active port, for
zero or constant external force Fext.

Remark 4.3 The static stiffness as experienced at the active port for an ‘em-
bedded’ active stiffness element (kFext

int (0)) is the same as for the ‘isolated’ active
stiffness element (4.8), only if the ‘surrounding’ stiffness ksur(0) is zero. For
the active stiffness element in the previous example it can be seen that this is
indeed the case.

4.4 Modelling in terms of generalised coordi-
nates

Before presenting the description of a general mechanical structure with position
actuators and force sensors, we will first give the description for the mechanical
structure of the previous example. The equation of motion and the equation for
the measured force are given by:

Mxẍ(t) +Kxx(t) = Fx(t) +
[ −kc

kc

]
xact(t) (4.21)

Fsens(t) =
[
kc −kc

]
ẍ(t) + kblintxact(t) (4.22)

with:

Mx =
[
m1 0
0 m2

]
Kx =

[
k10 + kxact

ASE −kxact
ASE

−kxact
ASE kxact

ASE

]

x =
(

ẍ1
ẍ2

)
Fx =

(
F1
F2

) (4.23)



4.4. MODELLING IN TERMS OF GENERALISED COORDINATES 115

The equations for this special case can be generalised to:

Mxẍ(t) +Kxx(t) = Fx(t) +Kactxact(t) (4.24)

Fsens(t) = −Ksensx+Ksaxact(t) (4.25)

with:

• xact: an nact-dimensional vector of actuated displacements, with nact the
number of position actuators;

• Fsens: an nsens-dimensional vector of measured forces, with nsens the num-
ber of force sensors;

• Kact: an n×nact-stiffness matrix relating the actuated displacements xact

to the resulting forces at the generalised DOFs x;

• Ksens: an nsens × n-stiffness matrix relating the generalised DOFs x to
the measured forces Fsens;

• Ksa: an nsens × nact-stiffness matrix representing the (high-frequency)
feedthrough contribution from the actuation xact to the measured forces
Fsens.

Within the Smart Disc concept, we have an equal number of (collocated) posi-
tion actuators and sensors (nact = nsens = nSD: the number of Smart Discs). In
this thesis we will assign a single index i to a collocated actuator-sensor-pair:
xact,i thus is collocated with Fsens,i. In that case the following relation holds:

Ksens = KT
act (4.26)

The i-th column of Kact (i-th row of Ksens) relates the behaviour of the active
stiffness element equipped with the i-th Smart Disc to the behaviour of the
structure in terms of the generalised DOFs x. Under the assumption that all
generalised DOFs are absolute local coordinates, each column of Kact (row of
Ksens) consists of one or two non-zero elements, depending on whether the active
stiffness element is a connection between a single DOF xj and the reference
inertial frame, or between two DOFs (xj and xk). With the definitions from
section 4.2 (in particular (4.6)), it can readily be seen that for any non-zero
element of Kact the following holds:

[Kact]j,i = [Ksens]i,j = ±kc,i (4.27)
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The elements in the feedthrough matrix Ksa are only non-zero for collocated
actuators-sensor-pairs, which implies that only the diagonal elements are non-
zero. With the definitions from section 4.2 (in particular (4.5)), it can readily
be seen that for a structure equipped with Smart Discs the feedthrough matrix
is given by:

Ksa = diag
(
kblint,1 , . . . , k

bl
int,nSD

)
(4.28)

4.5 Single-mode Smart Disc response

Contrary to section 2.3, in which an expression was derived for the frequency
response functions (FRFs) from an external, generalised force to a generalised
displacement, in this chapter the interest is in the so-called Smart Disc response,
i.e., the FRF from position actuation to collocated force measurement:

Hsa(jω) =
Fsens
xact

(jω) (4.29)

In order to understand this FRF for a Smart Disc in a general mechanical struc-
ture, we will first consider the behaviour of a Smart Disc for a single vibration
mode i, as represented by the mass-spring system shown in Fig. 4.5. In this
figure, the modal damping is omitted for reasons of simplicity. The behaviour
is analysed in terms of the frequency response function

• from qact,i, i.e., a (hypothetical) ‘actuated modal displacement’

F

qi

qact,i

Fm,el,i

km,i

m,i

mm,i

Figure 4.5: Single-mode mass-spring system equipped with Smart Disc function-
ality
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• to Fm,el,i, i.e., the resulting (hypothetical) ‘modal elastic force’

The FRF from the modal actuation qact,i to the modal displacement qi is given
by:

qi
qact,i

(jω) =
km,i

mm,i(jω)2 + km,i
=

ω2e,i
(jω)2 + ω2e,i

(4.30)

This FRF has a similar shape as the basic FRF shown in Fig. 2.4: up to the
resonance frequency it is equal to 1, and beyond the resonance frequency it falls
off with a −2-slope, i.e., with −40 dB per decade.
The FRF from ‘modal actuation’ to the compression of the ‘modal spring’ is
given by:

qact,i − qi
qact,i

(jω) = 1− ω2e,i
(jω)2 + ω2e,i

=
(jω)2

(jω)2 + ω2e,i
(4.31)

For normalised frequency (Ω = ω/ωe,i) the shape of this FRF is shown in
Fig. 4.6. The shape is different from the FRFs we have seen so far, in the sense
that it is flat for high frequencies, and it has a +2-slope for low frequencies
(corresponding to an increase of 40 dB/decade). As the elastic force in the
structure is linearly related to the compression of the spring, the Smart Disc
FRF has the same shape:

Fm,el,i
qact,i

(jω) =
km,i(jω)2

(jω)2 + ω2e,i
(4.32)
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Figure 4.6: Single-mode frequency response from modal actuation qact,i to modal
elastic force Fm,el,i
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Fig. 4.6 shows the single-mode Smart Disc FRF (4.32) for both normalised
modal stiffness and normalised modal mass (km,i = 1, mm,i = 1; the modal
damping, though not included in the equations, has been set to ζi = 0.01).

In the vicinity of the natural frequency (ω ≈ ωe,i), the behaviour of the single-
mode system is governed mainly by the modal damping ζi.

For low frequencies (ω 	 ωe,i):

Fm,el,i
qact,i

(jω) = km,i
(jω)2

ω2e,i
= mm,i(jω)2 (4.33)

For high frequencies (ω � ωe,i):

Fm,el,i
qact,i

(jω) = km,i (4.34)

In contrast with the FRFs in chapter 2 (from an external force to a displace-
ment), we observe that for the FRF from a position actuator to the elastic
force in the structure, the modal mass mm,i is the parameter governing the low -
frequency behaviour, whereas the modal stiffness km,i is the parameter governing
the high-frequency behaviour.

Furthermore, for low frequencies the measured (compressive) force is negative:
for positive actuation the modal spring appears to be in extension. For high-
frequencies, on the contrary, positive actuation does result in compression.

4.6 Modelling in terms of modal coordinates

The single-mode FRF from Fig. 4.6 will be used to construct the Smart Disc
FRF in a multiple-mode structure. In order to analyse the influence of the
various modes on the Smart Disc FRF, we will first write (4.24) and (4.25) in
modal coordinates:

Mmq̈(t) +Kmq(t) = ΦTFx(t) +ΦTKactxact(t) (4.35)

Fsens(t) = −KsensΦq(t) +Ksaxact(t) (4.36)

The equation of motion (4.35) may be rewritten to:

Mmq̈(t) = ΦTFx(t) +ΦTKactxact(t)−Kmq(t) (4.37)

to express the fact that the dynamic force vector Mmq̈ is built up of:
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• a vector of external modal forces: ΦTFx, applied (hypothetically) directly
at the modal coordinates q;

• a vector of ‘internal’ or elastic (compressive) forces, associated with the
individual modes:

Fm,el(t) = ΦTKactxact(t)−Kmq(t) (4.38)

For a mechanical structure that is statically deformed, the modal elastic forces
associated with the (dynamic) vibration modes are all zero: Fm,el = 0. In case
the static deformation of a mechanical structure is only due to the actuated
displacement vector xact (i.e., the vector of external forces is zero: Fx = 0), the
following relation holds:

q(t) = K−1
m ΦTKactxact(t) (4.39)

Here we observe an expression for the transformation matrix relating the Smart
Disc-based coordinates xact to the modal coordinates q:

L = K−1
m ΦTKact

(= Φ−1K−1
x Kact)

(4.40)

Remark 4.4 In the above equations, and in the sequel of this thesis, we will
assume that Km is invertible, which implies that the mechanical structure does
not have rigid-body modes.

Analogous to the transformation matrix Φ, L may be considered to consist of
nSD n-dimensional vectors:

L = [l1 l2 · · · lnSD ] (4.41)

Here the vector lj relates a local actuation to its effect in terms of the individual
vibration modes. More specifically, the i-th element of lj ,

lji = [L]i,j (4.42)

expresses the influence of actuation by Smart Disc j on mode i. It is a function
of the modal stiffness km,i, the mode-shape vector φi and the j-th column of
the matrix Kact, denoted by kact,j :

lji = k−1m,iφ
T
i kact,j (4.43)
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In section 5.4 it will be shown that this parameter may be regarded as a measure
of ‘controllability’.

With the transformation matrix L as defined above, the expression for the vector
of modal elastic forces (4.38) may be written as:

Fm,el(t) = Km (Lxact(t)− q(t)) (4.44)

The i-th element of the vector Lxact(t) may be regarded as the hypothetical
‘actuated modal displacement’ qact,i that was introduced for the single-mode
model shown in Fig. 4.5.

In order to be able to describe a locally measured force in terms of contributions
from the modal elastic forces, let’s rewrite (4.44) to:

q(t) = Lxact(t)−K−1
m Fm,el(t) (4.45)

and combine this with (4.36) to obtain:

Fsens(t) = −KsensΦ
(
Lxact(t)−K−1

m Fm,el(t)
)
+Ksaxact(t)

= KsensΦK−1
m Fm,el(t) + [−KsensΦL+Ksa]xact(t)

(4.46)

Here we observe how the vector of measured forces is built up of contributions
from the modal elastic force vector. It can be shown that, due to the collocation
within the Smart Disc concept, the matrix relating the modal elastic forces to
the measured forces is the transpose of the transformation matrix L (4.40):

KsensΦK−1
m = KT

actΦK−1
m = LT (4.47)

As indicated for the single-mode case, the modal elastic forces are purely dy-
namic. In a static situation, all modal elastic forces are zero, and (4.46) degen-
erates to

Fsens(t) = [−KsensΦL+Ksa]xact(t)
=

[−KsensΦ(K−1
m ΦTKact) +Ksa

]
xact(t)

=
[−KsensK−1

x Kact +Ksa

]
xa(t)

(4.48)

The crosstalk matrix, with elements representing the low-frequency contribution
from the position actuators to the force sensors, thus appears to be:

K0 = Ksa −KsensK−1
x Kact (4.49)

Comparing the crosstalk matrix K0 with the (high-frequency) feedthrough ma-
trix Ksa, the following may be noted for the Smart Disc concept (for which
Ksens = KT

act):
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• Contrary to Ksa, K0 does not need to be diagonal: because the off-
diagonal elements of KsensK−1

x Kact may be non-zero, depending on the
stiffness distribution in the entire mechanical structure.

• The following relation holds for the diagonal elements of the matrices:

[KsensK−1
x Kact]j,j = [KT

actK
−1
x Kact]j,j ≥ 0

⇒ 0 ≤ [K0]j,j < [Ksa]j,j
(4.50)

The static level (‘crosstalk’) of the FRF from a position actuator to a
collocated force sensor (i.e., within a single Smart Disc) thus is smaller than
the high-frequency level (‘feedthrough’). More specifically, with (4.20) it
can be shown that

[K0]j,j = kFext
int,j(0) (4.51)

Summarising this section: we have obtained the following description of a gen-
eral mechanical structure with Smart Discs, in terms of modal coordinates:

Mmq̈(t) +Kmq(t) = ΦTFx(t) +ΦTKactxact(t) (4.35)

Fm,el(t) = Km(Lxact(t)− q(t)) (4.44)

Fsens(t) = LTFm,el(t) +K0xact(t) (4.46)

4.7 Multiple-mode Smart Disc response

With the equations derived in the previous section, it is possible to derive the
FRF for a Smart Disc. To that end, we will first examine (more general) the con-
tribution of a single mode i to the FRF from xact,j to Fsens,k. This contribution
can be regarded to be the product of three terms:

• the locally actuated displacement xact,j results, via multiplication by lji,
in a modal actuated displacement qact,i;

• the modal actuated displacement qact,i, results via (4.32), in a modal elas-
tic force Fm,el,i;

• the modal elastic force Fm,el,i results, via multiplication by lki, in a locally
measured force Fsens,k.
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This can be put into a single equation:

(
Fsens,k
xact,j

)
i

(jω) = lki
Fm,el,i
xact,j (jω)

= lki
Fm,el,i
qact,i (jω)

qact,i
xact,j

= lki
km,i(jω)2

(jω)2 + ω2e,i
lji

(4.52)

which may be rewritten to:

(
Fsens,k
xact,j

)
i

(jω) = ljilkikm,i
(jω)2

(jω)2 + ω2e,i
(4.53)

The overall FRF from xact,j to Fsens,k can be found by summation of the indi-
vidual modal contributions and addition of the (static) crosstalk:

Fsens,k
xact,j (jω) = [K0]k,j +

∑n
i=1

(
Fsens,k
xact,j

)
i

= [K0]k,j +
∑n

i=1 ljilkikm,i
(jω)2

(jω)2 + ω2e,i

(4.54)

Within the Smart Disc concept, for which k = j, we obtain:

Fsens,j
xact,j

(jω) = [K0]j,j +
n∑
i=1

l2jikm,i
(jω)2

(jω)2 + ω2e,i
(4.55)

from which (because l2ji ≥ 0) it follows that all modes add up in a similar
manner:

• for ω < ωe,i the contribution is negative

• for ω > ωe,i the contribution is positive

Moreover, it can be shown that, due to the collocation, the modes add up in such
a way that all anti-resonance frequencies are located in-between the resonance
frequencies, constituting an alternating pole-zero-pattern. This can easily be
seen from the fact that for k = j (Preumont 1997):

d
dω

(
Fsens,k
xact,j

(jω)
)
< 0 (for ω > 0, k = j) (4.56)
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such that between two vertical asymptotes of (4.55) (corresponding to the res-
onance frequencies, for which the magnitude changes from −∞ to +∞), there
is exactly one zero-crossing (corresponding to a single anti-resonance). As a
consequence of the alternating pole-zero pattern, the phase of a collocated FRF
switches from and to 0◦ and +180◦. For the non-collocated case (k �= j) this
particular alternating pole-zero-property is lost.

Interpretation of the anti-resonance frequencies

The anti-resonance frequencies of the FRF for a collocated actuator-sensor-
pair may be given an intuitive physical interpretation (Miu 1992). Within the
Smart Disc concept, based on an active element comprising a position actuator
and a collocated force sensor, the anti-resonance frequencies can be shown to
correspond to the natural frequencies of the mechanical structure without the
actuator-sensor-stack. We will come back to this in section 5.2.

4.8 Graphical representation

The interaction between a Smart Disc and the individual vibration modes can,
analogous to section 2.3.6, be captured in a graphical representation based on
IPM (ideal physical model) notation. To this end we introduce the so-called
‘Smart Disc lever’ as shown in Fig. 4.7a. The local actuator acts at a normalised
distance (l0 = 1) from the pivot of the lever. The transformation ratio between
the local actuation xact,j and modal actuation qact,i is then captured fully by the
distance along the lever at which the corresponding modal mass-spring-branch
is located (lji). In this figure the modal elastic (compressive) force is indicated
explicitly.

Note that along a single Smart Disc lever, various modal-mass-spring branches
may be located, as indicated by qact,k at distance ljk, which may interpreted as
the influence of j-th actuator xact,j on mode k (Fig. 4.7b).

The Smart Disc lever also correctly describes the contribution of the modal
elastic force Fm,el,i to the locally measured force Fsens,j . From (4.46) it can be
found that the contribution of the modal elastic force corresponding to mode i
to the local elastic force at the j-th sensor is given by:

Fsens,j(t) = [KsensΦ]j,i k
−1
m,iFm,el,i(t) = ljiFm,el,i(t) (4.57)

The lever can also be used to indicate that the local elastic force is the weighted
sum of contributions from various modal elastic force contributions. The force
balance in the lever in Fig. 4.7c, for example, is given by:

Fsens,j(t) = ljiFm,el,i(t) + ljkFm,el,k(t) (4.58)
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Figure 4.7: IPM representation of (a) the interaction between a local position
actuator and a single vibration mode (b) the interaction between a local position
actuator and multiple-mode actuation (c) the interaction between multiple-mode
elastic forces and a local force sensor (d) the static crosstalk between a local
position actuator and a collocated force sensor
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Summarising: the interaction between the j-th Smart Disc and the individual
modes of vibration can be captured in an IPM representation by placing a Smart
Disc at distance l0 = 1 from the pivot of a lever, and locating a finite number
n of modal mass-spring-branches (corresponding to mode i, i = 1, . . . , n) along
the lever (respectively at a distance lji from the pivot). Upon local actuation
xact,j , the dynamic elastic (compressive) force in each modal spring is given by:

Fm,el,i(jω) = ljikm,i
(jω)2

(jω)2 + ω2e,i
xact,j(jω) (4.59)

All these modal forces contribute to (the dynamic part of the) local force mea-
sured by the Smart Disc, according to:

Fdyn,j(jω) =
∑
i

ljiFm,el,i(jω) =
∑
i

l2jikm,i
(jω)2

(jω)2 + ω2e,i
xact,j(jω) (4.60)

This expression, however, does not account for the static contribution, which is
due to the mechanical preload in the Smart Disc (or eventually to the surroun-
ding stiffness of the mechanical structure; refer 4.3). The static contribution can
be accounted for by incorporating a generalised preload stiffness acting across
the actuator-sensor-combination: k0,j in Fig. 4.7d, the value of which is given
by:

k0,j = [K0]j,j (4.61)

Note that the dynamics of the mass-spring branches are not affected by the
preload stiffness k0,j , as in this respect xact,j may be taken equal to zero, and
the lever may be regarded as fixed to the inertial reference frame. In other
words: the static contribution of the generalised preload stiffness k0,j does not
affect the resonance frequencies (the poles) of the system; it only affects the
anti-resonance frequencies (the zeros) in the Smart Disc response.

4.9 Example: Smart Lens Support

As an illustrative example, consider the lens suspension of the wafer stepper
(refer section 1.6), equipped with Smart Lens Supports (refer section 3.7) in
order to actively control the joystick modes.

In order to arrive at the simplest model describing the joystick modes, the main
plate and the lens are assumed to be rigid bodies. The compliance, which in
practice is distributed throughout the whole machine, is lumped into the three
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lens support blocks, located symmetrically around a circular plane with radius
r. The finite stiffness kLS of each lens support block only permits local vertical
movement of the lens relative to the main plate. The resulting model describes
the perpendicular joystick modes ϕx and ϕy as well as a third mode z, in which
the lens moves vertically with respect to the main plate. The modes at 140 Hz
(internal main plate torsion) and 280 Hz (pendulum modes), observed in section
1.6 thus are not contained in this model.

Furthermore assuming the resilient isolation to be perfect, which implies that
the main plate is motionless despite the fact that the floor may be vibrating,
Fig. 1.3 may be simplified to the smart-supported lens shown in Fig. 4.8a, where

• the single rigid body (m, J) accounts for the inertia of both the lens and
the main plate;

• we have assumed pure rotational symmetry: the moment of inertia J is
the same around any axis in the plane of mounting, i.e., the plane for
which z = 0 in the model of Fig. 4.8a;

• the choice for (the modes around respectively) the x- and the y-axis is,
due to the assumed rotational symmetry, rather arbitrary;

• the three generalised DOFs x = (z1 z2 z3)T represent local relative
vertical movements of the lens with respect to the main plate;

• Fext,i denotes a generalised disturbance force, acting at the local coordi-
nate zi;

m, J
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Figure 4.8: (a) Smart-supported lens; (b) Smart Lens Support block
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• each lens support block is equipped with Smart Disc functionality (labelled
‘SD i’) in the vertical direction, as indicated by the shaded blocks in
Fig. 4.8.

The mass and the stiffness matrix in local coordinates can be shown to be given
by:

Mx =


 md mo mo
mo md mo
mo mo md


 (4.62)

Kx = diag (kxact
SLS , k

xact
SLS , k

xact
SLS ) (4.63)

with:

md =
m

9
+
4J
9r2

, mo =
m

9
− 2J
9r2

(4.64)

and the passive, or uncontrolled, external stiffness of the Smart Lens Support
block (Fig. 4.8b; see table 4.1):

kxact
SLS =

(ks + kp)kLS

ks + kp + kLS

(= 1.9 · 108 [N/m]) (4.65)

The modal mass matrix and modal stiffness matrix are given by:

Mm = diag(J, J, m) (4.66)

and:

Km = diag (kϕ, kϕ, kz) = diag
(
3
2
r2kxact

SLS ,
3
2
r2kxact

SLS , 3k
xact
SLS

)
(4.67)

The values for the model parameters are gathered in table 4.1.

The natural frequencies of this model are given by ωe,1 = ωe,2 = 625 [rad/s] (99
[Hz]) for the joystick-modes, and ωe,3 = 1490 [rad/s] (237 [Hz]) for the vertical
translation mode. In section 6.1 it will appear that, in practice, the z-mode
is above 300 [Hz]. The limited accuracy of the model, however, is not that
important here. The present example merely serves as an illustration of the
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model parameter note
m = 250 [kg] accounts for both lens and main plate mass
J = 36 [kg m2] accounts for both lens and main plate inertia
r = 0.225 [m]
kLS = 2.1 · 108 [N/m] ‘tuned’ to correctly model the joystick mode frequency
ks = 1.5 · 109 [N/m] two glued actuator-sensor-stacks (3.33)
kp = 5.8 · 107 [N/m] preload bolt (3.41)

Table 4.1: Parameters used in the smart-supported lens example

concepts presented in this chapter, and of the construction of the FRF from a
position actuator to the collocated force sensor.

It should be noted that in this model, the three Smart Lens Support blocks (i.e.,
the three active stiffness elements) are all connected to the reference inertial
frame. This considerably simplifies analysis in terms of modal coordinates, as
xSLS = x. The consequence of this is that the stiffness matrices that relate the
Smart Disc coordinates to local coordinates are diagonal (compare (4.26) and
(4.27)):

Kact = Ksens = diag (kc, kc, kc) (4.68)

with (compare (4.6)):

kc =
kskLS

ks + kp + kLS

(= 1.8 · 108 [N/m]) (4.69)

For the sake of completeness, we repeat here the (high-frequency) feedthrough
matrix:

Ksa = diag
(
kblint, k

bl
int, k

bl
int

)
(4.28)

with (compare (4.5)):

kblint =
ks(kp + kLS)
ks + kp + kLS

= ks//(kp + kLS) (= 2.3 · 108 [N/m]) (4.70)

We define as the vector of modal coordinates:

q = (ϕx ϕy z)T (4.71)
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upon which ‘hypothetical’ modal forces act:

ΦTFx = (Tx Ty Fz)
T (4.72)

The transformation matrix (and its inverse) are given by:

Φ =


 r 0 1

− 1
2r − 1

2

√
3r 1

− 1
2r

1
2

√
3r 1


 (4.73)

Φ−1 =


 2

3r
−1 − 1

3r
−1 − 1

3r
−1

0 − 1
3

√
3r−1 1

3

√
3r−1

1
3

1
3

1
3


 (4.74)

An illustration of the lever-based IPM representation is shown in Fig. 4.9, for
Smart Disc 1 in Fig. 4.8.

Due to the fact that Kact (and Ksens) are diagonal, the expression for the
transformation matrix L (4.40) simplifies to:

L = K−1
m ΦTKact

= Φ−1K−1
x Kact

= Φ−1diag
(

kc
kxact

SLS

, kc
kxact

SLS

, kc
kxact

SLS

)
= ηunlASEΦ

−1

(4.75)
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m J

kzk�
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Ty

�y

k�

z

�13

�11

�0 = 1

xact,1

Fsens,1

Figure 4.9: Graphical model depicting the interaction between Smart Disc 1 and
the three vibration modes of the smart-supported lens
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with ηunlASE =
ks

ks+kp
= 0.96. In the above description, for simplicity we have

assumed the three Smart Lens Support blocks to be identical.

For Smart Disc 1 in Fig. 4.8, this implies:

l11 =
2
3
r−1ηunlASE, l12 = 0ηunlASE, l13 =

1
3
ηunlASE (4.76)

The fact that l12 = 0 has been incorporated in Fig. 4.9, by positioning the
uncontrollable and unobservable rotation mode ϕy at the pivot of the lever.

Now let’s consider the construction of the FRF from a local position actuator
to a collocated force sensor. Due to the symmetry, the FRFs are the same for
all three Smart Discs in this set-up. For Smart Disc 1 (in Fig. 4.8) the FRF
is shown in Fig. 4.10, starting with the static crosstalk contribution (compare
(4.8), (4.51), and remark 4.3):

k0,1 = [K0]1,1 =
kskp
ks + kp

(= 5.6 · 107 [N/m]) (4.77)

and subsequently the addition of the two contributions from the observable
modes (ϕx and z), both characterised by:

• a resonance peak at the natural frequency (the relative damping has been
set to ζi = 0.01 in the model);

• a term due to an effective mass mSD
eff,i,j for low frequencies:

mSD
eff,i,j(jω)

2 = l2jimm,i(jω)
2 (4.78)

• and a term due to an effective stiffness for high frequencies:

kSD
eff,i,j = l2jikm,i (4.79)

The addition of the contribution of the k-th vibration mode can be seen to have
three effects on the response:

• a resonance appears at ωe,k;
• the apparent crosstalk beyond ωe,k increases to:

kbeyond ωe,k
= [K0]j,j +

∑
i=1...k

l2jikm,i (4.80)
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• anti-resonance frequencies appear at (or shift to) the frequencies for which
the newly added term crosses the response built up so far.

Concluding on this illustrative example, it is interesting to note, in the final
FRF shown in the lower right Bode plot in Fig. 4.10, the gradual increase of the
FRF level,

• from the (low-frequency) crosstalk level at 155 [dB] (corresponding to k0,1
(4.77)),

• to the (high-frequency) feedthrough level at 167 [dB] (corresponding to
kblint (4.70)).
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Figure 4.10: Construction of the FRF for Smart Disc 1 in Fig. 4.8
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4.10 Crosstalk

So far, we have considered the frequency response from an intended actuated
position to a force we intend to measure. In practice, the frequency response
that is available for Smart Disc control is the response from the input voltage
Uin for the actuator amplifier, to the output voltage Uout of the sensor amplifier:

HSD(jω) =
Uout
Uin

(jω) (4.81)

This response may exhibit a certain amount of crosstalk, even if the actuator-
sensor-stack is mechanically unloaded (due to internal mechanical crosstalk or
electrical crosstalk; see sections 3.3.2 and 3.6.3). The total crosstalk for an
actuator-sensor-stack may be either positive or negative. The sign of the total
crosstalk depends on the particular stack configuration and on the connection
of the electrodes to the grounds of electronic circuits for the actuator and sensor
amplifier.

The total crosstalk that an embedded Smart Disc exhibits, is given by:

H̄SD = H̄SD,int + H̄SD,ext (4.82)

with:

• H̄SD: the total crosstalk for an embedded Smart Disc;

• H̄SD,int: the internal crosstalk for a Smart Disc in the absence of an elastic
preload;

• H̄SD,ext: the external crosstalk, due to the elastic preload, given by:

H̄SD,ext = AactAsensk0 (4.83)

with k0 the generalised preload stiffness (i.e, k0,j (4.61) for which we omit-
ted the index j), and Aact and Asens the gains for respectively the actuator-
and the sensor-amplifier.

The purpose of this section is to examine various ‘net’ crosstalk situations, and
the influence thereof on the FRF that is available for Smart Disc control.

As an example, we consider the mechanical structure in Fig. 4.4a, in terms of
the frequency response function and the pole-zero map. For simplicity, we will
ignore damping in this analysis, and as a consequence:
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• the zeros and poles of the structure are on (rather than slightly to the left
of) the imaginary axis;

• the imaginary part of the frequency response is zero, such that we may
conveniently use the real part of the frequency response for analysis.

For the sake of completeness we remark that for the plots in Fig. 4.11 we have
taken Asens and Aact equal to 1 for simplicity. Furthermore, in addition to the
vertical asymptotes corresponding to the resonances, in the frequency response
plots we have indicated the asymptotes corresponding to the (low-frequency)
crosstalk level and (high-frequency) feedthrough level.

We may now distinguish the following situations:

1. For positive crosstalk, the pole-zero pattern is shown in the upper left plots
of Fig. 4.11, labelled ‘crosstalk +100’. The situation depicted corresponds
to the situation in which only the external crosstalk (4.83), due to the
elastic preload (k0 ≈ 100 [N/m]) is taken into account.
Positive crosstalk causes the response to have a positive level for low fre-
quencies, and to exhibit an alternating pattern of resonances and anti-
resonances, starting with an anti-resonance.

For low positive crosstalk the zeros (anti-resonances) and the poles (reso-
nances) are well separated. The higher the crosstalk, the closer the zeros
approach the poles. It should be noted that positive crosstalk can never
cause ‘pole-zero-flipping’, i.e., can never cause the zeros to move beyond
the poles.

2. For zero crosstalk, we only have dynamic contributions to the response.
The low-frequency asymptote corresponds to a zero level; see the middle
left plots in Fig. 4.11. In comparison with the case of positive crosstalk,
the entire response has lowered, causing all anti-resonance frequencies to
have shifted to lower frequencies. In the pole-zero map this can be seen
as zeros that have shifted towards the origin. For the second zero-pair
this is hardly visible, but for the smallest zero-pair it is evident: for zero
crosstalk it is exactly in the origin, corresponding to an anti-resonance for
ω = 0. Note that the location of the resonances is not affected by the
crosstalk.

In the absence of any crosstalk, the high-frequency level is given by (with
kblint as in (4.5)):

lim
ω→∞HSD(jω) = AactAsensk

bl
int (4.84)

which for the present example is about equal to k21 = 1000 [N/m].
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Figure 4.11: The influence of crosstalk on the location of the zeros

3. For negative crosstalk, things get more complicated. Let’s first consider
the total crosstalk to be slightly negative:

H̄SD(jω) < 0 (4.85)

due to the fact that the internal crosstalk is negative, and its magnitude
exceeds the (non-negative) external crosstalk:

−H̄SD,int(jω) > H̄SD,ext(jω) (4.86)

This situation is depicted in the lower left plots in Fig. 4.11, labelled
‘crosstalk –100’. In the frequency response it can be seen that there is
only one zero-crossing, due to the fact that the (low-frequency) crosstalk
and the (high-frequency) feedthrough have opposite signs. In the pole-zero
map this is observed as a zero-pair that has moved, from the imaginary
axis, via the origin, to the real axis; the frequency response is said to
exhibit non-minimum phase behaviour.
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4. For a negative total crosstalk with increasing magnitude, the zeros migrate
along the real axis to s = ±∞ (indicated in the upper right plots in
Fig. 4.11, labelled ‘crosstalk –650’), as long as the negative crosstalk does
not outweigh the original feedthrough level:

H̄SD,int +AactAsensk
bl
int > 0 (4.87)

5. As soon as the net high-frequency feedthrough level is negative:

H̄SD,int +AactAsensk
bl
int < 0 (4.88)

the frequency response exhibits a new zero-crossing, which implies that
in the pole-zero map the real zero-pair reappears at the imaginary axis
via s = ±j∞, as indicated in he middle right plots in Fig. 4.11, labelled
‘crosstalk –1600’.

6. For a total crosstalk that is even more negative, the zeros approach the
poles, but now in a downward manner. This is indicated in the lower right
plots of Fig. 4.11, labelled ‘crosstalk –2400’. At a first glance this situation
seems pretty similar to the plot for positive crosstalk. The behaviour how-
ever is completely different: the sign of the low- and high-frequency level
is negative, and instead of starting with an anti-resonance, the frequency
response starts with a resonance. In comparison with the situation for
positive crosstalk (upper left plots in Fig. 4.11), ‘pole-zero-flipping’ has
occurred.

As a conclusion on the influence of crosstalk on the location of the open-loop
zeros, it is interesting to touch upon the duality with the influence of feedback
on the location of the closed-loop poles. The effect of an increasing feedback
gain on the closed-loop poles is well-known to be conveniently represented in a
root-locus plot. Similarly the effect of an increasing (or decreasing) crosstalk
term on the open-loop zeros may be represented in a ‘zero-locus plot’, like shown
in Fig. 4.12.

In the next chapter, dealing with controller design, we will see that the location
of the zeros with respect to the poles largely determines the achievable control
performance. It will be shown that, from a control point of view, it is desirable
to have the total crosstalk as small as possible, yet positive.

4.11 Self-sensing actuator

In this chapter, so far, we assumed perfect collocation of the actuator and
sensor within a Smart Disc. In practice, however, collocation only holds up to a
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Figure 4.12: Illustration of the influence of increasing crosstalk (upper plots)
and decreasing crosstalk (lower plots) on the location of the open-loop zeros

certain frequency, at which internal dynamics of the actuator-sensor-stack come
into play.

True collocation can be realised in practice, by using a single piezoelectric ele-
ment

• either both as charge-controlled actuator and as voltage-generating sensor
(see Fig. B.3),

• or both as voltage-controlled actuator and as charge-generating sensor (see
Fig. B.2).

The distinctive feature between a so-called ‘self-sensing actuator’ (Anderson &
Hagood 1994) and an actuator with a separate sensor, is that for the separate
sensor it was assumed that either the charge or the voltage could be kept at
zero. In case of a self-sensing actuator this prerequisite obviously is violated:
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the voltage and the charge are directly related, through the capacitance of the
piezoelectric element.

Let’s for example consider charge-control and voltage-measurement. In case of
a separate actuator-sensor-pair, the FRF between the controlled charge and the
measured voltage would read:

Usens
qact

(jω) = gsensgact
Fsens
xact

(jω) (4.89)

with:

• gact: the piezoelectric voltage coefficient of the actuator; compare the
upper right element in (3.8);

• gsens: the piezoelectric voltage coefficient of the sensor; compare the lower
left element in (3.8), where it should be noted that the minus sign is
superfluous in (4.89), due to the fact that in (3.8) the force F is defined
as the tensile force acting upon the element, whereas the force Fsens in
(4.89) is defined positive if the sensor is in compression.

In case of a self-sensing actuator (SSA), the FRF between the controlled charge
and the measured voltage is affected by a relatively large capacitance-related
crosstalk-term:

HSSA(jω) =
USSA

qSSA

(jω) = g2SSA

FSSA

xSSA

(jω) + (CF
SSA,el)

−1 (4.90)

Remark 4.5 The inverse of this expression may be interpreted as the dynamic
capacitance of the piezoelectric element, which is dominated by the capacitive
behaviour of the element, and slightly affected by the dynamics of the mechan-
ical structure in which the element is embedded.

The poles of the transfer function (4.90) are known to correspond to the reso-
nance frequencies of the mechanical structure for open electrodes of the piezo-
electric element (qSSA = 0). In that case the stiffness of the self-sensing actuator
is given by kqSSA (refer (3.15)). In contrast to this, the zeros of the transfer func-
tion (4.90) correspond to the resonance frequencies of the mechanical structure
for shorted electrodes of the piezoelectric element (USSA = 0). The stiffness of
the self-sensing actuator then is given by kUSSA (refer (3.9)).

In the next chapter, dealing with controller design, we will come back to the
possibilities to use a self-sensing actuator, both for active as well as for passive
vibration control.
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4.12 Review

In this chapter we have taken a close look at the Smart Disc frequency response,
i.e., at the influence of a local actuated position on the collocated elastic force. It
has been shown that the frequency response is built up of a dynamic contribution
and a static contribution.

Dynamic contribution

The dynamic contribution is due to the various vibration modes of the mecha-
nical structure the Smart Disc is embedded in. The contribution of each mode
i may be split up in three parts:

• (for low frequencies, ω 	 ωe,i) a term controlled by the effective modal
mass, characterised by a +2-slope (+40 dB/decade): mSD

eff,i(jω)
2 (4.78);

• (in the vicinity of the natural frequency, ω ≈ ωe,i) a resonance peak, the
height of which is controlled by the damping associated with the vibration
mode;

• (for high-frequencies, ω � ωe,i) a term controlled by the effective modal
stiffness, characterised by a frequency-independent term (zero slope): kSD

eff,i

(4.79).

It was shown that, due to the collocation, the dynamic contributions add up in
such a way that an alternating pattern of poles (resonances) and zeros (anti-
resonances) results.

In order to capture the interaction between a Smart Disc and the vibration
modes in a graphical representation, the Smart Disc lever was introduced, sim-
ilar to the modal lever described in section 2.3.6.

Static contribution

The static contribution, referred to as ‘crosstalk’, may be regarded as the sum
of two terms:

• external crosstalk, stemming from an elastic preload element (section 3.4.2);
it adds a positive term to the Smart Disc frequency response;

• internal crosstalk, depending on the mechanical design of the piezoelectric
actuator-sensor-stack (‘internal mechanical crosstalk’; section 3.3.2), and
on the grounding of the electrodes (section 3.6.3); internal crosstalk may
be positive as well as negative.
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The influence of the sign and the amount of crosstalk on the Smart Disc fre-
quency response has been analysed in terms of migration of the open-loop zeros.

The chapter was concluded with a comparison between the Smart Disc concept
(collocated but separate actuator and sensor) and the concept of a self-sensing
actuator. In terms of the frequency response that is available for control, the only
difference is that the frequency response of the self-sensing actuator is affected
by a large positive crosstalk term, due to the capacitance of the actuator.
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Chapter 5

Controller design

5.1 Introduction

The modelling process as described in the previous chapter was primarily aimed
at understanding the interaction between Smart Discs and the mechanical struc-
ture in which the Smart Discs are implemented. The resulting model is the
starting point for controller design within the Smart Disc concept, which is the
subject of the present chapter.

Similar as in section 4.2.2 we will cast the vibration problem into the standard
plant representation, which is repeated in Fig. 5.1. In the context of a general
active vibration control problem, like introduced in section 2.2:

• the standard plant P represents the mechanical structure suffering from
vibration (see section 2.3);

• the error signal z represents the response quantity of interest, which de-
pends on the particular vibration problem at hand (see section 2.2.1);
similar as in the previous chapter, we will assume here that the response
quantity of interest may be modelled by the deformation of one or more
active stiffness elements (ASE; see Fig. 4.1) in the mechanical structure:
z = xASE;

• the external disturbance w represents the vibration source, which also
depends on the particular vibration problem at hand (see section 2.2.2);
in this chapter we will assume that the vibration source may be modelled
as the disturbance force that acts upon the terminals of one or more active
stiffness elements (see for example Fig. 4.4): w = Fext.

The active control system consists of:

141
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w
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Figure 5.1: Standard plant representation

• the actuators that are available for control, represented by the control
signal u; within the Smart Disc concept, the control signal corresponds to
the input for the position actuators: u = xact

• the sensors that are available for control, represented by the measurement
signal y; within the Smart Disc concept, the measurement signal corre-
sponds to the output of the force sensors: y = Fsens

• the controller C

The present chapter will mainly deal with the design of single-input single-
output (SISO) Smart Disc control loops, between a locally measured force Fsens
and a collocated actuated position xact. Only in section 5.6 we will explicitly
address multiple-input multiple-output (MIMO) controller design aspects.

Remark 5.1 The true input and output signals for the Smart Disc controller
C are voltages: the input voltage Uin for the actuator amplifier and the output
voltage Uout of the sensor amplifier (refer (4.81)). Nevertheless, throughout this
chapter we will discuss controller design mostly in mechanical terms, i.e., in
terms of measured forces and actuated positions.

Smart Disc response versus the frequency response of interest

The reason for casting the active vibration control problem into the standard
plant representation is to emphasise that we need to distinguish explicitly be-
tween two different frequency responses associated with the plant P :

• the frequency response of interest between the disturbance signal w = Fext
and the error signal z = xASE:

HASE(jω) =
xASE

Fext
(jω) (5.1)
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• the frequency response that is available for control (the Smart Disc re-
sponse), between the control input u = xact and the measured output
y = Fsens:

Hsa(jω) =
Fsens
xact

(jω) (5.2)

The goal of controller design, in terms of the standard plant, is to reshape the
frequency response of interest (such as to reduce the disturbance sensitivity
of the mechanical structure P ). This should be accomplished by means of an
appropriate controller C, closing the loop between y and u.

Active vibration control: model-based or not

The design of the controller C in combination with the choice for the actuators
and the sensors, together with their locations, is based upon the understanding
of the vibration problem in general, and more specifically upon the model of the
mechanical structure P . The extent to which the resulting controller relies on
the model, depends on the particular method that is used for controller design.
Irrespective of the controller design method, the following general statements
can be made.

• A model of higher accuracy enables a controller to achieve better perfor-
mance.

• A controller that relies heavily on quantitative model information is less
robust, i.e., is more sensitive to modelling errors.

In the context of active control of lightly damped mechanical structures, the
problem indicated at the second bullet is crucial when it comes to ensuring
stability robustness. This can be seen by regarding the open-loop frequency
response Hsa(jω) for such a structure:

• (in terms of the root-locus:) Badly damped vibration modes introduce
open-loop poles that are close to the imaginary axis. An erroneous model
may easily lead to root-locus branches through the right-half s-plane. In
that case even a small feedback gain may cause the closed-loop poles to
turn unstable.

• (in terms of the Bode diagram:) Due to the lack of damping, the open-
loop frequency response shows high resonance peaks. For the loop to be
closed this implies that, in order to ensure stability, either the phase lag
at these frequencies should be smaller than 180◦, or the resonance peaks
should be sufficiently lowered (below 0 dB) by the controller. To this end
detailed model knowledge is required.
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Even in case the knowledge about the plant is sufficiently accurate, controller
design in practice is based on a reduced-order model in which only a limited
number of vibration modes can be accounted for. Vibration modes that are
not in the model, may easily be destabilised. Destabilisation of unmodelled
vibration modes is referred to as ‘spillover instability’ (Balas 1979). It is the
result of the combination of:

• observation spillover, i.e, the contribution of unmodelled vibration modes
to the measurement y;

• control spillover, i.e., the excitation of unmodelled vibration modes through
the input u.

Remark 5.2 Note that spillover as defined above is related to a model of the
plant. Spillover, as such, should not be confused with the ‘Bode sensitivity
integral’, which holds for a plant with a pole excess of two or more, irrespective
of the model that is used for controller design. An extensive elaboration on this
subject has been presented by Hong & Bernstein (1998), who define spillover as
the (negative) effect of unmodelled vibration modes on the frequency response
of interest.

Active damping
The general way to prevent spillover instability in active vibration control, is
to use collocated actuator-sensor-pairs. The concept of collocation was already
addressed in section 2.5. It enables to implement active damping by means of
Intrinsically Passive Control, which is robustly stable (Balas 1979, Joshi 1989,
Preumont 1997). Active damping within the Smart Disc concept is the subject
of section 5.2 to 5.7.

Active stiffness enhancement
In the introduction of this thesis, the lack of damping was introduced as a severe
problem within high-precision machine frames, in combination with the fact that
the stiffness of a frame is limited in practice. For that reason, in the present
chapter we will also discuss the feasibility of active stiffness enhancement within
the Smart Disc concept (section 5.8).

5.2 Integral Force Feedback

For the Smart Disc concept, based on the use of a position actuator and a force
sensor, the simplest form of Intrinsically Passive Control (IPC) is Integral Force
Feedback (IFF) (Preumont et al. 1992, Preumont 1997), which has already been
addressed briefly in section 2.5.2.
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Within the framework of Figs. 2.14 and 4.1, the IFF-control law reads:

xact(s) = C(s) (Fref(s)− Fsens(s)) =
KIFF

s
Ferr(s) (5.3)

With the following sign conventions:

• positive actuation xact corresponds to an elongation of the actuator,

• a positive measurement Fsens corresponds to a compressive force at the
sensor,

• an explicit summation point is present in the feedback loop, at which the
measured force enters with a minus sign,

the controller gain KIFF should be positive in order to ensure damping. In
section 2.5.2 it was shown that the IFF-control law (5.3) effectively implements
a mechanical damper:

davc =
1

KIFF

(5.4)

in series with the actuator-sensor-stack (‘avc’: active vibration control).

From a controller design perspective, the effect of Integral Force Feedback can be
shown conveniently in various representations (illustrated for an active stiffness
element beneath the masses in Fig. 4.4; see also Fig. 5.10):

• Bode diagram: the phase of the collocated response Hsa(jω) is shifted
by −90◦ such that the phase of the control loop (from Fref to Fsens) is
between −90◦ and +90◦, thus yielding a theoretically infinite gain margin
(see the left column in Fig. 5.2)

• Nyquist diagram: the frequency response Hsa(jω) is rotated by −90◦ de-
grees, to the positive real half of the s-plane, such that the wide loops
corresponding to the resonances are turned away from the Nyquist point
(−1 + 0j) (see the right column in Fig. 5.2)

• root-locus plot: all branches of the root-locus are drawn to the left-half
s-plane (see Fig. 5.3)

In the root-locus plot (Fig. 5.3) the closed-loop poles are shown for two values of
the IFF-gain: KIFF = 0.01 (the situation depicted in Fig. 5.2, indicated by the
triangles) and KIFF = 0.03 (indicated by the stars). It can be seen that initially,
up to a certain level, a higher feedback gain yields higher damping. Beyond this
level the closed-loop poles tend to move towards the open-loop zeros (close to
the imaginary axis), and damping decreases.
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Figure 5.2: The effect of Integral Force Feedback (applied to ASE 2 in Fig. 5.10)
in terms of the Bode diagram (left plots) and the Nyquist diagram (right plots)

5.2.1 Mechanical interpretation of the root-locus

At the end of section 4.7 it was already mentioned that the open-loop zeros
(i.e., the anti-resonances of the Smart Disc response Hsa(jω)) correspond to
the natural frequencies of the mechanical structure without the actuator-sensor-
stack. This important insight is a special case of the physical interpretation of
Intrinsically Passive Control for a collocated actuator-sensor-pair (refer section
2.5). We will here consider the mechanical interpretation of the root-locus for
an IFF-controlled mechanical structure.

In the case of no control (KIFF = 0), the value of the mechanical damper
is infinitely large. In mechanical terms: the relative velocity ẋact associated
with the active damper is zero, and as a consequence the dissipated power
Pdiss = −Fsensẋact is zero. The natural frequencies of the mechanical structure
are undamped: in terms of the root-locus, the open-loop poles are on the imag-
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Figure 5.3: Root-locus for the two-mass system; Integral Force Feedback applied
to an active stiffness element beneath the masses

inary axis. (As we modelled a small amount of passive damping for the two
vibration modes (ζi = 0.01), the open-loop poles in Fig. 5.3 are slightly to the
left of, rather than on the imaginary axis.)

For increasing feedback gain, the value of the mechanical damper decreases. As
a consequence, the effective damping increases, which is observed in the root-
locus as closed-loop poles moving to the left-half of the s-plane. If the feedback
gain is appropriately tuned, the vibrations within the mechanical structure can
be damped effectively.

For an infinitely large feedback gain, the theoretical value of the mechanical
damper is zero. As a consequence, the dissipated power is zero, and the natural
frequencies of the mechanical structure are again badly damped. In mechanical
terms: the force Fsens associated with the active damper is zero, and the mecha-
nical structure behaves as if the actuator-sensor-stack were removed. In terms of
the root-locus: the closed-loop poles have moved to the open-loop zeros (close
to the imaginary axis), which may thus indeed be interpreted as the natural
frequencies of the mechanical structure without the actuator-sensor-stack.

5.2.2 Maximum single-mode damping

In case the Smart Disc response (5.2) is dominated by a single vibration mode,
the maximum damping that can be achieved by means of IFF, can easily be de-
termined. Assuming zero structural damping, the open-loop frequency response
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function (FRF) of the mechanical structure in series with the integrator in the
feedback loop can be approximated by:

Hol(jω) = C(jω)Hsa(jω) = Kol
(jω)2 + ω2a

jω((jω)2 + ω2e )
(5.5)

with:

• ωe: the resonance frequency of the dominant vibration mode;

• ωa: the dominant anti-resonance frequency (ωa < ωe);

• Kol: the overall open-loop gain, determining the level of the high-frequency
asymptote; it is given by the product of the feedback gain KIFF and the
high-frequency level of the Smart Disc response (limω→∞Hsa(jω) = kblint;
compare (4.84)).

Under these assumptions, it can be shown that the following relations hold
(Preumont & Achkire 1997):

Rule of thumb 1 (Maximum single-mode damping)

The maximum achievable single-mode damping (for ωa >
1
3ωe) is

given by:

ζmax =
ωe − ωa
2ωa

(5.6)

which is obtained for:

Kζmax
ol = ωe

√
ωe
ωa

(5.7)

In addition to this practically valuable result, we will provide a simple means
for tuning the gain of the open-loop frequency response, in order to obtain
maximum single-mode damping. This is illustrated in Fig. 5.4 for a system
with ωa = 0.5 and ωe = 1. In the upper plots, the root-locus is shown, together
with the location of the closed-loop poles for three values of the open-loop gain
(Kol = 1

2

√
2Kζmax

ol , Kol = Kζmax
ol , and Kol =

√
2Kζmax

ol , with Kζmax
ol =

√
2).

In the lower plots of Fig. 5.4 the corresponding open-loop frequency response for
the various gains is shown, together with the line that represents the ‘mean’ (on
the dB-scale) of the low-frequency asymptote and the high-frequency asymptote:

Hmeanasymp(ω) =
√
H lowasymp(ω) ·Hhighasymp(ω)

=

√
ω2a
ω2e

Kol
ω · Kolω = ωa

ωe
Kol
ω

(5.8)
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Figure 5.4: Illustration of tuning for maximum single-mode damping, based on
the open-loop frequency response for an IFF-controlled Smart Disc (5.5)

It can easily be verified that this line intersects the upward part of the open-loop
frequency response for:

ωh =
√
ωaωe (5.9)

i.e., exactly halfway between ωa and ωe (on a logarithmic scale). In case of
maximum-damping-gain Kζmax

ol , the magnitude of the open-loop response at
this particular frequency is given by:

|Hol(jωh)| = Hmeanasymp(ωh) =
ωa
ωe

Kζmax
ol

ωh
=
ωa
ωe

ωe
√

ωe
ωa√

ωaωe
= 1 (= 0 dB) (5.10)

From these observations, we can deduce a simple method for tuning the gain of
the open-loop response, so as to obtain maximum single-mode damping:
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Rule of thumb 2 (Maximum damping from the single-mode open-loop
response)

In order to obtain maximum single-mode damping, the gain of the
open-loop frequency response (5.5) should be such that the upward-
crossing of the 0 dB-level occurs exactly halfway the anti-resonance
and the resonance frequency (on a logarithmic scale), as expressed
by (5.9).

The practical value of rule of thumb 1 and 2 is that they provide a simple means
to determine the maximum achievable damping, and a simple relation with the
gain of the open-loop response. We want to stress here that, in general, the
goal of active vibration control is not to end up with maximum damping. This
can be seen from Fig. 5.4, by comparing the left plots and the centre plots. We
observe three differences:

• the (open-loop) gain has increased from 70% to 100% of Kζmax
ol ;

• the damping has increased from 80% to 100% of ζmax;

• the natural frequency has decreased from 88% to 71% of ωe.

It can thus be seen that, by increasing the feedback gain from 0% to 70%
of Kζmax

ol , the damping increases from 0% to 80% of the maximum achievable
damping, at the cost of 100% − 88% = 12% decrease of the natural frequency.
By a subsequent increase of the feedback gain by 30% to 100% of Kζmax

ol , the
additionally gained damping is only 100% − 80% = 20%, at the cost of a rela-
tively large decrease of the natural frequency (88%−71% = 17%). As the latter
effect is in general undesirable, we pose the following design guideline:

Rule of thumb 3 (Maximum open-loop gain)

The open-loop gain should not exceed 80% of the gain that would
yield maximum damping (5.7).

In section 5.4 we will turn back to the issue of determining closed-loop damping
from the open-loop frequency response.

Example

As an example, we apply rule of thumb 1 to the system we considered in Figs. 5.2
and 5.3. The dominant resonance frequency and anti-resonance frequency are



5.2. INTEGRAL FORCE FEEDBACK 151

given by ωe,1 = 18.6 [rad/s] and ωa,1 = 6.7 [rad/s]. This implies that according
to (5.7) the open-loop gain for maximum damping would be given by:

Kζmax
ol = 18.6

√
18.6
6.7

≈ 31 (5.11)

In the absence of the second vibration mode, the level of the Smart Disc response
beyond ωe,1 would be given by (with kunlint the static crosstalk level (4.8)):

kbeyondωe1 =
(
ωe,1
ωa,1

)2
kunlint = (2.8)

2 · 99 ≈ 770 (5.12)

This implies that the IFF-gain for maximum damping would be given by:

KIFF =
Kζmax
ol

kbeyondωe1

≈ 31
770

= 0.04 (5.13)

This is in accordance with the root-locus plot (Fig. 5.3), which shows that for
a slightly smaller IFF-gain (KIFF = 0.03), maximum damping has not yet been
obtained.

5.2.3 Examination of the frequency response of interest

In addition to the previous analysis, which merely dealt with the Smart Disc
response Hsa(jω) (5.2), we also need to examine the effect of Integral Force
Feedback on the frequency response of interest HASE(jω) (5.1), i.e., the FRF
from the disturbance source Fext to the response quantity of interest xASE, which
should be minimised by designing an appropriate Smart Disc controller.

The effect of IFF on both responses, for two values of the feedback gain, is shown
in Fig. 5.5: KIFF = 0.01 (left plots) and KIFF = 0.03 (right plots). Here the
upper plots depict the ‘control-loop response’ from Fref to Fsens (refer Fig. 4.1).
A higher gain obviously results in a higher open-loop response, as indicated by
the dash-dotted curves in the upper plots. Closing the control loop ‘flattens’ the
part of the response that is above 0 dB (the dashed straight line in the upper
plots of Fig. 5.5), and yields the closed-loop response as indicated by the solid
curves in the upper plots. It can be seen that for a higher gain, the resonance
peaks are lifted higher, and thus ‘flattened’ more upon closing of the loop.

The increased damping can also be seen from the frequency response of interest,
which is shown for both gain values in the lower plots of Fig. 5.5. From these
plots, however, we also observe the main drawback of (pure) Integral Force
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Figure 5.5: Frequency responses for Integral Force Feedback applied to the two-
mass system (upper plots: Fsens/Fref , lower plots: xASE/Fext)

Feedback: the low-frequency level of the frequency response of interest is higher
in closed-loop (solid curve) than in open-loop (dash-dotted curve). From a
mechanical point of view, this can be explained from the fact that the damper
davc (see the third level in Fig. 2.15) has zero static stiffness: upon application of
a static force, the relative position associated with the damper is indeterminate.
From a control point of view this can be observed as saturation of the integrator
in the feedback loop (Preumont 1997).

For (pure) IFF the low-frequency level of HASE(jω) is determined by the preload
stiffness kp (in series with the frame stiffness kf) in the active stiffness element.
Comparison of the results for the two gains reveals that a higher gain yields a
higher response, i.e., worse behaviour, over a broader low-frequency range.
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5.3 Leaking Integral Force Feedback

In order to improve the low-frequency behaviour, while maintaining the benefits
of robustly stable active damping, ‘leaking’ IFF may be applied. Instead of a
pure integrator, for leaking IFF a first-order low-pass filter is used:

C(s) =
KIFF

s+ pIFF

(5.14)

In section 2.5.2 it was shown that this control law effectively implements a
stiffness in parallel to the damper (see the second level in Fig. 2.16). The damper
(5.4) is only effective for frequencies higher than pIFF. For lower frequencies, the
active controller acts as a stiffness the value of which is given by (compare (2.48)
and (2.49)):

kavc =
pIFF

KIFF

(5.15)

This implies that the IFF-pole pIFF should be chosen smaller than the frequency
of the lowest vibration mode to be damped.

The effect of moving the IFF-pole from s = 0 to s = −pIFF is shown in Figs. 5.6
and 5.7 (with pIFF = 3.5, i.e., about 20% of the lowest resonance frequency
ω1 = 18.6). From Fig. 5.6 it can be seen that the root-locus corresponding
to the second vibration mode is hardly affected. The root-locus for the first
vibration mode is altered significantly, especially for high gain (compare the
locations of the stars in Figs. 5.6 and 5.3). The initial part of the root-locus,
i.e., the part corresponding to small feedback gain, which is most relevant in
practice, is not changed that much.

Based on the above observations, we pose the following design guideline:

Rule of thumb 4 (IFF-pole location)

The cut-off frequency of the low-pass filter (5.14) should be chosen
smaller than 20% of the frequency of the lowest vibration mode to be
damped :

pIFF ≤ 0.2 ωe,min (5.16)

From Fig. 5.7 the low-frequency level of the frequency response of interest,
can indeed be seen to be lowered by leaking IFF in comparison with pure IFF
(Fig. 5.5). Given an IFF-pole location, a higher gain can be seen to lead to a
higher low-frequency level, corresponding to a lower effective stiffness (compare
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Figure 5.7: Frequency responses for leaking IFF-control (upper plots: Fsens/Fref ,
lower plots: xASE/Fext)
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the left and right lower plots in Fig. 5.7). This observation is in accordance with
(5.15).

Here we observe the ‘stiffness-versus-damping trade-off’ for leaking IFF. The
optimal IFF-gain with respect to this trade-off obviously depends on the par-
ticular vibration problem at hand (see section 2.2). In case little information
is available on the disturbances, it may be appropriate to assume white noise
disturbance and to aim at minimum energy in the response quantity of inter-
est. This amounts to minimisation of the H2-norm of the frequency response of
interest. For the case of a single vibration mode, it can be shown this objective
is achieved when the relative damping of the closed-loop poles is about 20%
(Holterman & De Vries 2000b).

In practical applications, in which multiple vibration modes are involved, this
damping value will appear to be rather conservative, and it is worthwhile to aim
at relative damping values higher than 20% (see the next chapter). For that
reason we pose the following design guideline:

Rule of thumb 5 (Lower bound for the relative damping objective)

Active damping should be aimed at a relative damping of at least
20% for the dominant vibration mode.

In section 5.4 we will come back to this design guideline, by presenting a simple
relation between the open-loop frequency response and the expected closed-loop
damping.

5.3.1 Additional high-pass filter

Though the closed-loop level of the frequency response of interest for low fre-
quencies has been lowered by applying leaking IFF instead of pure IFF, it is
still higher than the level in open-loop. Conservation of the static stiffness can
be realised by applying an additional high-pass filter in the controller:

C(s) =
s

s+ php

KIFF

s+ pIFF

(5.17)

The consequence of this is that the controller is not intrinsically passive anymore.
However, as long as the cut-off frequency of the filter is sufficiently far below the
resonance frequencies of the mechanical structure, closed-loop stability is not
endangered. In order to assure that the damping properties of the controller
are not degraded too much by the high-pass filter, we pose the following design
guideline:
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Rule of thumb 6 (High-pass filter cut-off frequency)

The cut-off frequency of the additional high-pass filter in (5.17) should
be chosen smaller than 20% of the leaking IFF-pole:

php ≤ 0.2 pIFF (5.18)

The root-locus for leaking IFF in combination with a high-pass filter is shown in
Fig. 5.8 (with pIFF = 3.5 and php = 0.2pIFF = 0.7). The corresponding frequency
responses are shown in Fig. 5.9, for KIFF = 0.01 (left plots) and for KIFF = 0.03
(right plots). The static stiffness can indeed seen to be conserved.

Enhancement, rather than just conservation, of the static stiffness by means of
the Smart Disc concept, will be dealt with in section 5.8.

5.3.2 Extensions of leaking Integral Force Feedback

Leaking Integral Force Feedback as described above is the simplest form of
Intrinsically Passive Control (IPC): it consists of a low-pass filter, with a cut-
off frequency that is related to the dominant vibration mode to be damped,
and with a gain that should be tuned to achieve sufficient damping. It was
already stated that, in order to achieve better control performance, one needs
more knowledge about the entire problem, i.e., the mechanical structure in
combination with the disturbance sources and the specifications.

When it is known that a mechanical structure is characterised by various vi-
bration modes with frequencies that are far apart, and focus is on maximum
damping of each individual mode by means of a single Smart Disc, leaking IFF
(with only a single pole in the controller) is not adequate. In that case one
may decide to implement an IPC-law with alternating poles and zeros along the
negative real axis, such that:

• the phase of the controller drops to −90◦ only at the frequencies corre-
sponding to the resonances to be damped;

• the phase is close to zero (and the gain shows minimum roll-off) in-between
these frequencies.

The result of this approach is the correct phase in combination with a gain that
is as high as possible, i.e., maximum damping, at each individual resonance.
However, as it takes about two decades for the phase to drop by −90◦, this
approach is only useful if the resonance frequencies are separated more than
two decades.
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A faster phase-shift may be realised by means of complex poles and zeros. How-
ever, as the resulting controller is not intrinsically passive, this approach is only
applicable if an accurate model is available within a certain frequency range.
Outside this range, the controller should again behave simply as IFF, i.e., have
−90◦ phase, in order to ensure stability and high-frequency roll-off. In this
respect we pose the following statement:

Statement 5.1 (Model-based Smart Disc control)

Any non-IPC, model-based Smart Disc-controller should behave as
IFF in frequency ranges in which unmodelled resonance frequencies
may occur.

Instead of optimising the use of a single Smart Disc, one may also consider the
use of multiple Smart Discs for damping multiple modes. This issue will be
addressed in section 5.6.

5.4 Controllability

An important notion in any control problem is controllability, by which we mean
the extent to which an actuator-configuration is able to excite the behaviour of
the system to be controlled. An equally important notion is observability, i.e.,
the extent to which a sensor-configuration is able to monitor this behaviour.

In control theory, the established notion of controllability and observability is
related to the state-space description of a plant. The plant is said to be control-
lable (respectively observable) if the so-called ‘controllability matrix’ (respec-
tively ‘observability matrix’) has full rank, corresponding to the situation that
no pole-zero-cancellations occur (Kalman 1960b, Kalman 1960a).

In practice, however, there is a need for quantification of the degree of con-
trollability and observability, for instance with respect to certain vibration
modes of interest. Various measures of controllability and observability, in
terms of ‘residues’ and ‘Gramians’ are known from model reduction techniques
(Skelton 1988, Wortelboer 1994). At this place we will rather use the concept
of the ‘fraction of modal strain energy’, in order to examine controllability in
terms of the root-locus, and in terms of the framework of the ‘Smart Disc lever’
that was presented in the previous chapter.

In the case of collocated actuator-sensor-pairs, observability is dual to controlla-
bility (Preumont 1997). This may easily been seen from the ‘Smart Disc lever’
(Fig. 4.7): if a vibration mode can be well excited by a local actuator, this
inherently implies that the particular vibration mode contributes significantly
to the measurement by the sensor at the same location. Because of the duality,
in the sequel we will only use the term ‘controllability’.
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5.4.1 Controllability in terms of the root-locus

In the context of active damping based on the Smart Disc concept, we know
from the previous section, respectively from basic control theory, that:

• damping robustness is due to the alternation of the poles and zeros;
• damping performance depends on the separation of the poles and zeros:
vibration modes corresponding to poles that do not have zeros nearby, are
in general well controllable; and can well be damped

• in the extreme case that a zero-pair exactly cancels a pole-pair, that par-
ticular vibration mode is not controllable at all.

For the case of single-mode vibration, the statement indicated at the second
bullet is underlined by the analysis on the maximum achievable damping (refer
(5.6)). In order to illustrate this for the case of multiple-mode vibration, we will
turn back to the two-mass example from section 4.3. The system, with Smart
Disc functionality added for both stiffness elements k10 and k21, is shown in
Fig. 5.10.

The construction of the collocated frequency response for the two active stiffness
elements (ASE’s) is shown in Fig. 5.12. The root-loci for both ASE’s, upon
application of leaking Integral Force Feedback, are shown in Fig. 5.11.

These plots confirm what is well known from system theory: the zeros of a
transfer function depend on the location of the actuator and the sensor, whereas
the poles do not. Within the Smart Disc concept this implies that the location
of the ASE, in relation to the mode shapes, determines to a large extent the
location of the zeros, and subsequently the width of the root-locus branches
originating from the complex poles, and thus the controllability of the vibration
modes.

From the root-loci in Fig. 5.11, ASE 1 (beneath the masses) can be seen to
be well suited to control the lowest vibration mode, corresponding to in-phase
movement of the masses. ASE 2 (in-between both masses), on the other hand, is
well suited to control the higher vibration mode, corresponding to out-of-phase
movement of the masses. These observations are in agreement with intuition.

5.4.2 Fraction of modal strain energy

Before proceeding to the ‘Smart Disc lever’ representation, we will first introduce
the so-called fraction of modal strain energy, which is defined as “the ratio of
the strain energy in the j-th active stiffness element and the total strain energy
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Figure 5.12: Construction of the collocated frequency response; left column: ac-
tive stiffness element beneath the masses; right column: active stiffness element
in-between the masses

in the mechanical structure, when the mechanical structure vibrates according
to mode i” (Preumont et al. 1992, Preumont 1997):

νASE,ji =
φTi bjk

xact
ASE,jb

T
j φi

φTi Kxφi
=
kxact

ASE,j

(
bTj φi

)2
km,i

(5.19)

with:

• kxact
ASE,j : the stiffness of the j-th ASE for zero (or constant) actuation xact
(4.3);

• bj : the so-called ‘influence vector’ for the j-th ASE, relating the relative
displacement xASE,j to the generalised coordinates x (see section 2.3.2);
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this vector is implicit in the j-th column ofKact (see section 4.4): kact,j =
bj kc

• φi: the i-th mode-shape vector (see (2.9) in section 2.3.2);

• Kx: the stiffness matrix of the mechanical structure with respect to the
generalised coordinates x;

• km,i: the modal stiffness for mode i.

In (5.19) the numerator represents twice the strain energy in the active stiffness
element, and the denominator represents twice the strain energy in the entire
mechanical structure, if it vibrates according to mode i. According to Preumont
(1997), for more complex mechanical structures, νASE

ji “is readily available from
commercial finite element programs.”

In the analysis of Preumont & Achkire (1997), an active stiffness element was
considered that was not subjected to a preload element as shown in Fig. 4.1.
In order to define a similar parameter for the actuator-sensor-stack within the
active stiffness element, the coupling coefficient of the active stiffness element
(4.11) needs to be taken into account explicitly (see appendix C):

νji = k2η,jνASE,ji (C.11)

In the absence of an elastic preload element, the coupling coefficient is 1, and
(5.19) and (C.11) are equal.

Preumont & Achkire (1997) have shown that the fraction of modal strain energy
can easily be determined from the open-loop Smart Disc response (see appendix
C):

Rule of thumb 7 (Fraction of modal strain energy)

In case the collocated frequency response Hsa(jω) is characterised by
a dominant resonance frequency ωe and a dominant anti-resonance
frequency ωa, the fraction of modal strain energy is given by:

ν =
ω2e − ω2a
ω2e

(5.20)

Care has to be taken to apply this rule of thumb to a response that is not
characterised by a single dominant vibration mode, as in that case it may not
be obvious which anti-resonance frequency corresponds to which resonance fre-
quency. This implies that the dominance of a resonance and an anti-resonance
can not always simply be checked by inspection of the open-loop frequency
response; in case of doubt, one should check the corresponding root-locus.
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The fraction of modal strain energy provides a convenient means to determine
the amount of damping, introduced by means of Integral Force Feedback, for
small gain values. The following result is due to Preumont et al. (1992):

Rule of thumb 8 (Relative damping for small feedback gain; part 1)

The relative damping for the i-th mode of vibration, upon application
of Integral Force Feedback to the j-th active stiffness element, is given
by (for small gain values; Kol < ωe,i):

ζi =
Kolνji
2ωe,i

=
1
2
Kolνji,norm (5.21)

In the above equation we introduced the ratio of νji and ωe,i as the ‘normalised
fraction of modal strain energy’:

νji,norm =
νji
ωe,i

(5.22)

At the end of section 5.4.3, this parameter will appear to be a convenient mea-
sure of the degree of controllability.

5.4.3 Controllability in terms of the ‘Smart Disc lever’

In order to assess the relation between the parameters that appear in the ‘Smart
Disc lever’ representation and the location of the zeros in the Smart Disc transfer
function, we repeat here:

Fsens,j
xact,j (jω) = k0,j +

∑n
i=1 l

2
jikm,i

(jω)2

(jω)2 + ω2e,i
(4.55)

This relation indicates how a collocated frequency response is built up of the
static contribution and of the individual modal contributions (shown in Fig. 5.12
for the two active stiffness elements in Fig. 5.10). The information in (4.55) can
be conveniently represented in the ‘Smart Disc lever’ representation, which is
shown in Fig. 5.13, for the two ASE’s in the Fig. 5.10. The values of the
parameters in these plots are given in table 5.1.

Close examination of table 5.1 and the figures leads to the following observations.

1. Given a certain scaling for the i-th mode-shape (and consequently for the
modal stiffness km,i), the absolute value of lji may be used as a measure of the
controllability of the vibration mode by means of the j-th ASE: a larger value of
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mode 1 (in-phase) mode 2 (out-of-phase)
natural frequency [rad/s] ωe,1 = 18.6 ωe,2 = 48.8
mode shape vector φ1 = (0.52 0.85)T φ2 = (0.85 − 0.52)T
modal mass [kg] mm,1 = 1 mm,2 = 1
modal stiffness [N/m] km,1 = 347.6 km,2 = 2382.2
interaction with ASE 1 l11 = 1.36 l12 = 0.32
interaction with ASE 2 l21 = 0.84 l22 = −0.52

Table 5.1: Modal analysis parameters for the two-mass system

lji implies better controllability. As for the two-mass system |l11| > |l21| we may
conclude that the first vibration mode is better controllable from ASE 1 (the
ASE beneath the masses in Fig. 5.10). As |l12| < |l22| we may conclude that the
second vibration mode of better controllable from ASE 2 (the ASE in-between
the masses). Note that for this simple example this can also be seen intuitively.

2. The absolute values of lji may not be used directly to determine the relative
controllability of various modes from a single ASE, because here the scaling for
the mode-shape comes into play. In terms of the ASE in-between the two masses:
the fact that |l21| > |l22| does not imply that the first vibration mode is better
controllable than the second vibration mode.

q2q1
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�12
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�0 = 1

xact,1
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mm,2mm,1

km,1 km,2
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xact,2

Fsens,2

mm,2mm,1

km,1
km,2

Fm,1 Fm,2

(a) (b)

Figure 5.13: Smart Disc lever representation of the interaction (a) between ASE
1 and the vibration modes, and (b) between ASE 2 and the vibration modes
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crosstalk mode 1 (in-phase) mode 2 (out-of-phase)
ASE 1 k0,1 = 99.0 l211km,1 = 645.4 l212km,2 = 246.5
ASE 2 k0,2 = 99.0 l221km,1 = 246.5 l222km,2 = 645.4

Table 5.2: Stiffness parameters as experienced by the active stiffness elements

Relation with the fraction of modal strain energy

From Fig. 5.12 it can be seen that the relative level of the static stiffness k0,j
and the effective modal stiffness level kSD

eff,i,j = l2jikm,i (4.79), determines to a
large extent the location of the zeros (and subsequently, as we observed from
the root-loci in Fig. 5.11, the controllability). This implies that, rather than lji,
the effective modal stiffness would be a better measure for the relative modal
controllability. (For the two ASE’s in Fig. 5.10 the static and effective modal
stiffness levels are given in table 5.2.)

When considering the effective modal stiffness levels, it is important to touch
upon the relation with the fraction of modal strain energy, defined in the previ-
ous subsection. In appendix C it is shown that, in case one has derived a model
in terms of the Smart Disc lever, the fraction of modal strain energy associated
with the j-th Smart Disc can conveniently calculated from:

νji =
kSD
eff,i,j

kblint,j
(C.18)

The fractions of modal strain energy for the two actuator-sensor-stacks in Fig. 5.10
can directly be calculated from the data in table 5.2 and the value of kblint (4.3):

kblint,j =
ks(kp + kf)
ks + kp + kf

=
104(102 + 103)
104 + 102 + 103

= 991 [N/m] (5.23)

These are given in table 5.3. In this table we have also provided, in addition to
the fractions of modal strain energy associated with the actuator-sensor-stacks
(νji), the fractions of modal strain energy associated with the ASE’s (νASE,ji)
and the normalised fractions of modal strain energy (νji,norm; see (5.22)).

In the previous rule of thumb, we may use (C.18) and the fact that Kol =
KIFFk

bl
int, to obtain a different expression for the relative damping:
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mode 1 mode 2
ASE 1 (beneath) νASE

11 = 72.4% νASE
12 = 27.6%

ASE 2 (in-between) νASE
21 = 27.6% νASE

22 = 72.4%
Smart Disc 1 ν11 = 65.1% ν12 = 24.9%
Smart Disc 2 ν21 = 24.9% ν22 = 65.1%
Smart Disc 1 ν11,norm = 3.49 · 10−2 ν12,norm = 0.51 · 10−2
Smart Disc 2 ν21,norm = 1.33 · 10−2 ν22,norm = 1.33 · 10−2

Table 5.3: Fractions of modal strain energy

Rule of thumb 9 (Relative damping for small feedback gain; part 2)

The relative damping for the i-th mode of vibration, upon application
of Integral Force Feedback to the j-th active stiffness element, is given
by (for small gain values; KIFFk

bl
int < ωe,i):

ζi =
KIFFl

2
jikm,i

2ωe,i
(5.24)

This implies that, with ωe,i =
√
km,i/mm,i, the relative damping may also be

expressed purely in terms of the Smart Disc lever representation.

Now it is interesting to compare table 5.3 and Fig. 5.11. From Fig. 5.11 we
recall that:

• from ASE 1 the lowest vibration mode is far better controllable than the
higher vibration mode;

• from ASE 2 the lowest vibration mode is slightly better controllable than
the higher vibration mode.

This is summarised in the left two columns of table 5.4, showing the relative
damping values for the two closed-loop situations considered in the root-locus
plots (Kol = 0.01 kblint = 0.01 · 991 ≈ 10, indicated by the triangles, and Kol =
0.03 kblint = 0.03 · 991 ≈ 30, indicated by the stars). The corresponding damping
values as predicted by rule of thumb 8 and 9 are shown in the right two columns
of table 5.4. These values can be seen to be in good agreement with the damping
values observed in the root-locus. (Note: the root-locus damping values are
determined for a model in which the damping associated with the open-loop
poles was set to 1%; the rules of thumb apply for a model in which the open-
loop damping is zero.)

Based on the above observations, we may draw the following conclusion on the
issue of relative modal controllability:
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root-locus (Fig. 5.11) according to (5.21) and (5.24)
mode 1 mode 2 mode 1 mode 2

ASE 1 Kol ≈ 10 18.3% 3.4% 17.3% 2.6%
Kol ≈ 30 55.4% 7.6% 52.0% 7.6%

ASE 2 Kol ≈ 10 6.7% 7.5% 6.6% 6.6%
Kol ≈ 30 22.4% 20.3% 19.8% 19.8%

Table 5.4: Relative damping values for the two-mass system upon applying leak-
ing IFF to either one of the active stiffness elements

Statement 5.2 (Normalised fraction of modal strain energy)

The normalised fraction of modal strain energy (5.22) is a correct
and practical measure of relative modal controllability.

The above statement has been illustrated by means of the energy-based interpre-
tation, and by means of the predicted relative damping values for the two-mass
example (table 5.4). The ‘practicality’ is due to the fact that it can be eas-
ily deduced from lumped parameter models resulting from modal analysis (for
example via the Smart Disc lever representation), but also from more complex
models resulting from Finite Element Analysis.

5.5 Crosstalk

Whereas in the previous section we mainly discussed controllability for ac-
tive stiffness elements at different locations in the mechanical structure, in the
present section we will focus on an important property of the active stiffness
element itself: crosstalk. From the occurrence of the efficiency parameters in the
expression for the fraction of modal strain energy for an actuator-sensor-stack
(C.11), it may be deduced that the preload stiffness significantly influences the
controllability. This insight is illustrated in Fig. 5.14, which shows the collo-
cated responses for both ASE’s in the two-mass system, similar as in Fig. 5.12,
but now for a crosstalk level given by:

k0,large = 10 k0 = 10 · 99.0 = 990 (5.25)

High crosstalk can be seen to lead to zeros which all are very close to the poles.
The detrimental effect of high crosstalk on the controllability is obvious from
the root-locus plots (Fig. 5.15). In general it can be said that, irrespective of
the actuator-sensor-pair location, high crosstalk implies bad controllability and
low achievable damping.
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Figure 5.14: Construction of the collocated frequency response for high crosstalk
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5.5.1 Passive damping based on piezoelectric elements

In this respect it is interesting to turn back to the subject of the self-sensing
actuator (SSA), as discussed in section 4.11. It was shown that for an SSA the
collocated response that is available for control, is affected by a large crosstalk
term, due to the inherent electrical capacitance of the SSA:

HSSA(jω) = USSA
qSSA

(jω) = g2SSA
FSSA
xSSA

(jω) + (CF
SSA,el)

−1 (4.90)

The consequence of this large crosstalk term is that the controllability for an
SSA is in general rather bad. Nevertheless it is interesting to mention that
Intrinsically Passive Control for a self-sensing actuator can be implemented by
passive means. The goal of Integral Force Feedback control for instance is to
effectively impose the following relation between the voltage and the charge:

qSSA(t) = KIFF

∫
USSA(t)dt (5.26)

such that for the voltage and the current a static linear relation holds:

iSSA(t) =
d
dt
qSSA(t) = KIFFUSSA(t) (5.27)

Rather than by implementing an active controller, this behaviour can be realised
by shunting the self-sensing actuator by means of a simple resistor, valued R =
K−1

IFF (Holterman & De Vries 2001).

In other words: passive damping based on a piezoelectric element with a resis-
tive shunt, can be regarded as Integral Force Feedback applied to a collocated
actuator-sensor-pair that is affected by a large amount of crosstalk. The poles
and zeros of the transfer function available for control are very close; they cor-
respond to the natural frequencies of the mechanical structure for the piezoelec-
tric element with open electrodes, respectively with short-circuited electrodes.
Hence it is obvious that the amount of damping that can be obtained by means
of piezoelectric elements with resistive shunts is rather poor; achievable relative
damping levels in general do not exceed ζ = 0.5% (Hagood & Von Flotow 1991).

In order to improve passive damping performance, a piezoelectric element can
also be shunted by means of a passive electric circuit with an impedance that
is carefully tuned to the vibrations to be damped, similar as a ‘tuned vibration
absorber’ (see section 2.4.1). The passivity of such an implementation still guar-
antees robust stability, while the relative damping may in practice be increased
to ζ = 2%. Performance however is far from robust; sub-optimal tuning largely
degrades the effectiveness of the passive control scheme (Preumont 1997).

By using active vibration control on a single piezoelectric element (thus in a
‘self-sensing actuator’ configuration), it is possible to improve controllability, by
means of ‘crosstalk-compensation’ (next section).
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5.5.2 Crosstalk-compensation

In case a large amount of crosstalk H̄sa is the main cause of poor controllability,
the achievable damping may be improved by compensating for the crosstalk
before applying feedback. The control law then reads:

xact = C(s)
(
Fsens − Ĥsaxact

)
(5.28)

with Ĥsa an estimate of the crosstalk.

Crosstalk-compensation as such is an intuitive method to shift the zeros (of
the loop to be closed) away from the poles. In case the control loop suffers
from a large amount of negative crosstalk (refer section 4.10), characterised by
an erroneous pole-zero-pattern (see the plots in the right column in Fig. 4.11),
crosstalk-compensation is needed to ‘re-flip’ the pole-zero-pattern, in order to
enable the application of IFF-based control. An example thereof will be shown
in the next chapter (section 6.1.2).

Crosstalk-compensation can only be performed actively. This implies that,
though the feedback control law that is applied to the compensated control loop
may be intrinsically passive, the total resulting control law is not intrinsically
passive anymore. The robustness of the control scheme however is not endan-
gered that much, as the favourable alternating pole-zero-pattern is preserved
as long as it is assured that the net crosstalk remains positive. In theory, care
should thus only be taken to prevent ‘overcompensation’, which would result in
a net negative crosstalk and in the possibility of closed-loop instability.

In practice, when using piezoelectric elements, things get more complicated,
due to the fact that the capacitance of a piezoelectric element suffers from
hysteresis and other non-linearities. As a consequence, the crosstalk is also non-
linear. This problem is very pronounced in self-sensing actuators (Anderson &
Hagood 1994, Carabelli & Tonoli 2000). An example of crosstalk-compensation
within the Smart Disc concept will be shown in the next chapter (section 6.2.4).

5.6 Decoupled collocated control

At the end of section 5.2 we briefly touched upon the problem of damping
multiple modes with a single Smart Disc. For that reason we will here discuss
the use of multiple Smart Discs for damping multiple modes (Holterman & De
Vries 2002a).

Consider the case that we have available nSD Smart Discs for damping an equal
number of ‘targeted’ vibration modes. We thus have a MIMO control problem
with:
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• xact: the nSD-dimensional vector of actuator signals,

• Fsens: the nSD-dimensional vector of sensor signals,

• the feedback control law (in local terms):

xact = −Clocal(s)Fsens (5.29)

The most straightforward approach to Intrinsically Passive Control would be to
apply decentralised control, by closing SISO feedback loops between physically
collocated actuator-sensor-pairs, as described in the previous sections. This
results in a transfer function matrix Clocal(s) that is diagonal. In order to
ensure that the controlled plant is stable, it is sufficient to ensure that each
individual SISO control loop

Hol,i(s) = Clocal,i(s)Hsa,i(s) (5.30)

remains stable upon closing of the loop. Because each local controller imposes
a relation between a measured force and a collocated position (rather than a
velocity) stability is ensured if each of the transfer functions

C ′
local,i(s) = sClocal,i(s) (5.31)

is positive real (compare remark 2.2). This insight is the basis for Integral Force
Feedback.

The problem with this straightforward approach, however, is that it is not ob-
vious how the various modes are affected by simultaneous closing of the local
SISO control loops (unless an appropriate model is available, like assumed by
Preumont et al. (1992) and Preumont & Achkire (1997)).

Example (part 1)
In terms of the wafer stepper example (see section 4.9): we are primarily in-
terested in the three suspension modes of the lens: ϕx, ϕy, and z. Thus, from
a modal analysis point of view, it is desirable to have three independent SISO
control problems, each one directly related to a single suspension mode. How-
ever, due to the symmetry in the set-up, the frequency response functions from
a single actuator to the collocated sensor are all similar. Tuning of the three
local control laws, such that damping for the individual modes is optimal, is by
no means straightforward.

The wafer stepper example may be generalised as follows. We define q̂red
act as the

vector of (estimated) targeted modal actuated displacements (being a subset of
qact; compare (4.39)):

q̂red
act = L̂redxact (5.32)
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with L̂red a reduced-order estimate (with nSD ≤ n rows) of L (4.40).

The contributions from the targeted modes to the locally measured forces are
then given by (compare (4.46)):

Fsens = [L̂red]TF̂red
m,el (5.33)

From a modal analysis point of view, it would be desirable to design a single
SISO controller Cmodal,i(s) for each individual targeted mode i. We thus would
like to apply feedback control according to:

q̂red
act = −Cmodal(s)F̂red

m,el (5.34)

with Cmodal(s) diagonal. The control law in local coordinates then reads:

Clocal(s) = [L̂red]−TCmodal(s)[L̂red]−1 (5.35)

Robust stability of the controlled plant now is determined by the positive defi-
niteness of the following transfer function matrix:

sClocal(s) = s[L̂red]−TCmodal(s)[L̂red]−1

= [L̂red]−TsCmodal(s)[L̂red]−1
(5.36)

From linear system theory it is known that positive definiteness is conserved
upon coordinate transformation. This implies that the above transfer func-
tion matrix (5.36) is positive definite if the elements of the diagonal matrix
sCmodal(s) are positive real.

In other words: passivity of the SISO controllers for the targeted modes, implies
passivity of the overall MIMO controller. The important consequence of this is
the following:

Statement 5.3 (Passivity of decoupled collocated control)

The stability of passivity-based control, applied to decoupled collo-
cated actuator-sensor-pairs, does not depend on the accuracy of the
model that has been used for decoupling.

In a bond graph this can be seen by regarding the transformation as a set of
transformers between the local coordinates and the targeted modal coordinates,
the latter being represented by 1-junctions, which are connected to individual



5.7. LIMITATIONS OF INTRINSICALLY PASSIVE CONTROL 173

dissipative networks. As the transformers are power-continuous elements, the
entire structure is passive.

Example (part 2)
The knowledge that a coordinate transformation does not affect the passivity
of a control scheme, can conveniently be used in practice. In the context of the
wafer stepper example, it implies that a simple ‘rigid-body’ model may be used
for decoupling of the three collocated control loops. Internal vibration modes
of the lens or the main plate, though not present in the model on which the
controller has been based, will not be destabilised by the application of decoupled
collocated control.

The important practical consequence of the above is that, if decoupling is per-
formed ‘rather well’, one ends up with control-loop responses that are dominated
by a single vibration mode, such that the rules of thumb for IFF-based controller
tuning can easily be applied.

Remark 5.3 Obviously, in contrast to stability, the performance of active dam-
ping based on decoupled collocated control does depend on the accuracy of the
model.

Remark 5.4 In order to ensure stability of decoupled collocated control in prac-
tice, precautions may be necessary with respect to equalisation of the various
actuator and sensor gains. This issue will be dealt with in section 6.2.5.

Remark 5.5 Decoupled collocated control does not comply with the original
description of the Smart Disc concept, which was aimed at a stand-alone active
structural element.

5.7 Limitations of Intrinsically Passive Control

At the start of this chapter it was stated that collocated actuator-sensor-pairs en-
able robust stability by the application of an intrinsically passive control (IPC)
law. Stability robustness of collocated control stems from the fact that the con-
trol law imposes a relation between two power-conjugated variables. In practice
stability robustness is endangered by imperfections of:

• the actuator: limited bandwidth; non-linearities (limited stroke, hystere-
sis)

• the sensor: limited bandwidth; non-linearities (limited range, hysteresis)
• the control electronics: limited bandwidth, for instance due to sampling
when implemented digitally; non-linearities for instance due to quantisa-
tion when implemented digitally
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• the amplifier electronics: limited bandwidth, due to the fact that only
limited power is available; non-linearities

• the signal processing electronics: limited bandwidth, for instance due to
anti-aliasing, which is necessary in case the controller is implemented digi-
tally

Though these effects all endanger the passivity of IPC, it important to note that
all these factors can readily be managed by the control engineer.

If these effects would not be present, the problem would be that outside a certain
bandwidth the sensor and the actuator may not be considered collocated any
longer, as internal dynamics of the actuator-sensor-stack come into play. (An
exception to this is the self-sensing actuator configuration, in which case we
have true collocation; refer section 4.11).

5.8 Active stiffness enhancement

In the introduction of this thesis, limited stiffness was presented as the first cause
of vibration problems within high-precision machines. The lack of damping
associated with these machine frames has been shown to worsen the problem.

Whereas the topic of the previous sections has been the implementation of
‘active damping’, the focus of the present section will be on the feasibility of
‘active stiffness enhancement’ by means of the Smart Disc concept. In this
respect, we will first distinguish between various possible interpretations of the
term ‘stiffness’ (section 5.8.1). Subsequently we will examine to what extent
‘active stiffness enhancement’ is feasible in practice (sections 5.8.2 and 5.8.3).

5.8.1 Definitions of stiffness

Stiffness is the ability of a mechanical structure to resist changes in shape. It
is defined as the force F that is necessary to attain a unit displacement x:

k =
F

x
(5.37)

The inverse of this quotient, i.e., the displacement x that results upon applica-
tion of a unit force F , is referred to as ‘flexibility’ or ‘compliance’.

Whenever a stiffness element appears in a lumped parameter model, it is used to
indicate a ‘source of compliance’ within the mechanical structure, i.e., it rather
represents a lack of stiffness. From the problem statement as provided in the
introduction of this thesis, it is obvious that by stiffness enhancement we aim
at an increase of stiffness, i.e., a decrease of compliance (or flexibility).
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Spatial interpretation

We will distinguish between three stiffness concepts, depending on the ‘spatial’
interpretation:

• local stiffness
• transfer stiffness
• modal stiffness

Local stiffness
A stiffness element in a lumped parameter model relates a force within the
mechanical structure to a relative displacement between the two local absolute
degrees of freedom (DOFs) the force is acting upon. A stiffness as such is a local
concept.

Transfer stiffness
The concept of a stiffness may also be given a non-local interpretation – any
combination of DOFs in the model may be considered: the force that is required
at DOF i to attain a unit displacement at DOF j can also be regarded as a
stiffness parameter ki,j .

ki,j =
Fi
xj

(5.38)

We will refer to such a non-local stiffness as a ‘transfer stiffness’. In Fig. 5.16
for instance we may be interested in the displacement x1 that results upon
application of a force at another DOF: F2. In that case we are interested in the
transfer stiffness given by:

k1,2 =
F2
x1
= k10 +

k21 + k10
k21

k20 (5.39)

Even in case the two (absolute) DOFs involved in this expression are the same
(i = j), we are dealing with a transfer stiffness (as it is not a local stiffness):

k2,2 =
F2
x2
= k20 +

k21k10
k21 + k10

(5.40)

Modal stiffness
In addition to a local and a transfer stiffness, we also have the concept of a
modal stiffness, which results as a parameter from modal analysis (see section
2.3).
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F2

x1

x2

m1

m2

k21

k10

k20

F1

Figure 5.16: Two DOF system for illustration of the concept ‘transfer stiffness’

Static versus dynamic stiffness

The definitions of stiffness in the previous section are all originally static con-
cepts. As indicated already in section 4.3, the quotient of a force and a dis-
placement may also be analysed dynamically : the frequency response

k(jω) =
F

x
(jω) (5.41)

was introduced as a dynamic extension of the static stiffness concept. The above
frequency response is referred to in this thesis as ‘dynamic stiffness’. Evaluation
at ω = 0 yields the static stiffness k = k(0).

Having provided various interpretations of the term ‘stiffness’, we want to ex-
plicitly mention the following interpretation of the modal stiffness, which is
of interest from the viewpoint of mechatronics in general and motion control
applications in particular.

Stiffness in a mechatronics context

The modal stiffness is the parameter that is involved in the determination of
the natural frequencies of the structure :

ωe,i =

√
km,i
mm,i

(5.42)
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For motion control applications it is desirable to have the lowest natural fre-
quency as high as possible, as this is usually the performance limiting factor
(Koster et al. 1998, Coelingh 2000). This implies that, given a modal mass
mm,i, it is desirable to have the modal stiffness km,i as high as possible.

5.8.2 Static stiffness enhancement

Before discussing static stiffness enhancement, it should be noted here that
this is physically impossible using a piezoelectric force sensor as in the Smart
Disc concept, because the electric charge, built up upon application of a static
force, leaks away. In this section however we assume that we have perfect low-
frequency (and thus static) sensor characteristics.

Static local stiffness enhancement
Static local stiffness enhancement is feasible in practice, as shown by Geraeds
(1996) on a laboratory set-up: within a bandwidth of 0.01 to 10 Hz, the deflec-
tion of a beam-like structure was decreased by about a factor 10 (Holterman,
De Vries & Koster 1998). The success of static local stiffness enhancement relies
on the accuracy of the parameters in the model (the three stiffness parameters
in Fig. 4.1).

From (4.18) it can be seen that if xEASE(0) = 0, the measured force and the
actuated position are statically (s = 0) related through

Fsens
xact

(0) = kblint (5.43)

This implies that, if we are able to guarantee that (5.43) holds, the external
displacement xEASE(0) is kept at zero, for any value of Fext(0). In other words:
the local static stiffness is infinite, if we manage to apply the following (static)
control law:

C(0) = − xact
Fsens

(0) = − 1
kblint

= −
(

1
kf + kp

+
1
ks

)
(5.44)

Application of this control law causes the position actuator to behave as a
negative compliance (or negative stiffness): upon application of a compressive
force, the actuator expands.

Static transfer stiffness enhancement
Static transfer stiffness enhancement is also feasible in practice, as shown in the
same study by Geraeds (1996). Even more than for local stiffness enhancement,
the success of (static) transfer stiffness enhancement depends on the accuracy
of the model. It depends on the accuracy of both the parameters in the model
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as well as the knowledge of the locations of the (disturbance) force and the
displacement of interest.

Consider for example the model in Fig. 5.16. We aim at enhancement of transfer
stiffness k2,2, by means of an active stiffness (ASE) element in-between the
masses (see Fig. 4.4). In order to have infinite transfer stiffness k2,2 (implying
x2 = 0 for any disturbance force F2), the control law should be such that k10 in
series with the ASE appears as an infinite stiffness.

Statically k10 is simply in series with kf , so we combine these into a new ‘frame
stiffness’

k∗f =
kfk10
kf + k10

(5.45)

The control law then becomes

C(0) = − xact(0)
Fsens(0)

= −
(

1
k∗f + kp

+
1
ks

)
= − kf + k10

kfk10 + kp(kf + k10)
(5.46)

However, if the ASE is controlled like this, and a disturbance force F1 acts upon
mass m1, this results in a displacement x2 determined by k20:

x2 =
F1
k20

(5.47)

A similar story holds when the main disturbance force does act upon mass m2
but the displacement of interest would be x1 instead of x2: the force F2 is still
present in the structure (the ASE does not compensate for this), which implies
that F2 still acts upon stiffness k10, which thus expands by an amount given by:

x1 =
F2
k10

(5.48)

The conclusion thus should be that, whereas this type of control may be advan-
tageous for a certain well-chosen transfer stiffness in a mechanical structure, it
may worsen other transfer stiffness parameters.

Local stiffness enhancement, on the contrary, is beneficial for any transfer stiff-
ness. For that reason we will in the next section, which deals with an extension
to the dynamic case, only discuss local dynamic stiffness enhancement.

‘Static modal’ stiffness enhancement
Static modal stiffness enhancement is a weird objective, because modal stiffness
is a concept that is primarily used in the analysis of the dynamic behaviour of
a mechanical structure.
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5.8.3 Dynamic active stiffness enhancement

As the aim of the Smart Disc concept is broader than static control, in this
section we proceed with (local) dynamic stiffness enhancement. As an illustra-
tive example we will again consider the example of Fig. 4.4 (which is equal
to Fig. 5.16 if k20 = 0), in which we have an active stiffness element in-
between the two masses, in order to keep these at a fixed relative position:
∆x(s) = (x2 − x1)(s) should thus be minimised.

Active dynamic stiffness enhancement through proportional feedback

The previous analysis on static stiffness enhancement was based on static feed-
back. The simplest way to extend this to the dynamic case, is to apply pro-
portional feedback (which is only possible in theory): C(s) = Kp. Whereas
for integral feedback the root-locus was shown to consist of loops through the
left-half s-plane, proportional feedback yields root-loci nearly parallel to the
imaginary axis (see Fig. 5.17).

As shown in section 2.5.2, proportional feedback within the Smart Disc con-
cept indeed effectively implements a stiffness element (or: compliance) in the
structure:

• negative gain (positive feedback) → negative compliance → stiffness in-
crease
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Figure 5.17: Root-loci for proportional feedback
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• positive gain (negative feedback) → positive compliance → stiffness de-
crease

In the root-locus this can be seen as the poles moving along the imaginary axis:

• to the ‘smaller’ zeros for positive gain (stiffness decrease),

• to the ‘larger’ zeros for negative gain (stiffness increase).

As the poles remain close to the imaginary axis, there is no damping involved
in proportional control.

Problems caused by controller dynamics

The main problem with the above-mentioned approach is that it is physically
impossible to apply a controller without dynamics, i.e., the feedback gain neces-
sarily decreases for increasing frequency (Verdaasdonk 2000).

In order to illustrate the effect of limited controller dynamics, we include a first-
order low-pass filter in the controller, with a cut-off frequency far below the
structural dynamics. For the system under consideration, the cut-off frequency
is chosen as 1 [rad/s]. The static feedback gain is chosen according to (5.44).
The result of closing the control loop (upper right plot in Fig. 5.18) on the
dynamic flexibility of the embedded ASE is shown in the lower right plot in
Fig. 5.18.

The result is (opposite to the case of Integral Force Feedback, which is shown
in the left column of Fig. 5.18) that the static stiffness is indeed increased. As
a matter of fact, the static stiffness is infinity, as can be seen from the fact that
for ω ↓ 0 the dynamic flexibility (i.e., the frequency response of interest) reaches
zero.

Problems show up when we take a look at the dynamics, by means of the root-
locus (Fig. 5.19). From this figure low-frequency active stiffness enhancement
control can be seen to be indeed the opposite of (leaking) IFF: the feedback
gain here is negative, which tends to destabilise the dynamics. Instability may
occur:

1. if the feedback gain is set too high;

2. if the cut-off frequency of the low-pass filter is chosen too high (such that
it interferes with the dynamics of the mechanical structure).



5.8. ACTIVE STIFFNESS ENHANCEMENT 181

10
−1

10
0

10
1

10
2

−60

−40

−20

0

20
leaking IFF (gain=0.001, pole=1)

co
nt

ro
l l

oo
p 

re
sp

on
se

open loop  
closed loop

10
−1

10
0

10
1

10
2

−60

−40

−20

0

20
active stiffness enhancement (gain=−0.001, pole=1)

open loop  
closed loop

10
−1

10
0

10
1

10
2

−100

−80

−60

−40

−20

re
sp

on
se

 o
f i

nt
er

es
t

frequency [rad/s]

open loop  
closed loop

10
−1

10
0

10
1

10
2

−100

−80

−60

−40

−20

frequency [rad/s]

open loop  
closed loop

Figure 5.18: Low-frequency stiffness enhancement in comparison with leaking
IFF
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With respect to the first issue, it should be noted that for infinite static stiffness
it is not necessary to have infinite feedback gain, as the ideal closed-loop poles
are not given by the open-loop zeros of Hsa(s). The gain should be chosen such
that the smallest zeros of the frequency response function of interest (from Fext
to xEASE in closed-loop) are located in ω = 0.

With respect to the second issue, it is obvious that the frequency range in which
stiffness enhancement can be implemented effectively, is limited this way.

Summary on active stiffness enhancement

The problem with ‘positive feedback’ can be explained by recalling statement
5.1: Any non-IPC, model-based Smart Disc-controller should behave as IFF in
freuqency ranges in which unmodelled resonance frequencies may occur. For
control aimed at low-frequency stiffness enhancement, the loop gain for low
frequencies is negative. In order to not destabilise structural resonances at high
frequencies, above a certain frequency the loop gain (associated with the low-
pass filter behaviour of leaking IFF) should be positive. This implies that in the
intermediate frequency range, phase of the controller response should change,
while the magnitude should be kept at the same level. This may be realised by
means of an all-pass filter (‘ap’):

Hap(s) =
s− zap
s+ pap

(5.49)

with a right-half plane zero having the same magnitude as the left-half plane
pole: zap = pap > 0. However, it is known that for this kind of filter, it takes
about two decades for the phase to shift over −180◦. Once again this implies
that the frequency range in which stiffness enhancement can be implemented
effectively, is severely limited (up to frequencies below 10% of the first vibration
mode).

Other types of model-based control, for instance aimed at shifting the poles cor-
responding to the lowest resonance frequencies up and to the left (in the s-plane),
in order to increase both modal stiffness and modal damping, cause similar prob-
lems. Within a certain bandwidth, the gain of the loop to be closed must be
higher than 0 dB, as otherwise the structural dynamics can not be changed
significantly. Outside this bandwidth, the gain needs to decrease, because the
collocated response does not show high-frequency roll-off. The controller roll-off
however introduces an additional phase shift, which in turn destabilises higher-
order dynamics.

Of course, one may try to leave the (higher-order) structural dynamics unaf-
fected, by applying control aimed at pole-zero cancelling, but this is in practice
not desirable. One might argue then that controller zeros and poles may at
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least be placed such that the phase of the loop to be closed remains between
−180◦ and 180◦. However, this approach also requires a detailed model of the
structure up to (possibly) very high frequencies, which is a serious problem for
the structures we are considering:

• lightly damped systems
• with (for high frequencies) high modal density

We conclude this analysis on the feasibility of practically relevant active stiffness
enhancement with the following statement.

Statement 5.4 (Active stiffness enhancement)

Active stiffness enhancement, aimed at a significant increase of the
dominant natural frequencies of a mechanical structure, is not prac-
tical.

5.9 Review

In the present chapter we have dealt with two controller design goals: active
damping and active stiffness enhancement.

Active damping

Active damping based on the Smart Disc concept can be robustly implemented
by means of (leaking) Integral Force Feedback (IFF). Upon increasing the IFF-
gain, the damping initially increases, up to a certain point after which the
damping decreases again. The initial damping increase holds for all vibration
modes (robust stability), due to the alternating pole-zero pattern of the Smart
Disc response. The IFF-gain for which a vibration mode is damped maximally,
is different for each vibration mode. The main practical limitation of IFF stems
from the phase lag that is due to the limited bandwidth of the Smart Disc
electronics, and may cause high-frequency vibration modes to turn unstable for
high values of the IFF-gain.

The amount of damping that can be realised for a particular vibration mode,
depends on the controllability of that mode. In terms of the frequency response,
controllability depends on the separation of the anti-resonance frequencies and
the resonance frequencies. In terms of the root-locus: the further away the
nearest zero from a pole, the better that particular mode can be damped. The
normalised fraction of modal strain energy, associated with an active stiffness
element, has been shown to be an appropriate measure of the controllability.
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Crosstalk between the actuator and the sensor in a Smart Disc negatively affects
the controllability.

The application of IFF has been shown to result in a stiffness-versus-damping
trade-off. In the light of this trade-off, we have provided nine rules of thumb for
tuning an IFF-controller (these are summarised in appendix D). In addition to
these rules of thumb, we have discussed the benefits of crosstalk-compensation
and decoupling. Furthermore, we have compared passive and active damping
based on piezoelectric elements in terms of the amount of crosstalk, the resulting
controllability, and in turn the achievable damping.

Active stiffness enhancement

After a discussion on the term ‘stiffness’, it was illustrated that enhancement of
static local stiffness is feasible in practice. Its success depends on the accuracy
of the available model. Furthermore it was stated that stiffness enhancement
like this can only be realised up to frequencies below 10% of the first vibration
mode. The practical value of active stiffness enhancement based on the Smart
Disc concept therefore is limited.

In the next chapter, dealing with practical applications, we will therefore only
examine active damping.



Chapter 6

Experiments

Whereas the previous chapters mainly dealt with general ‘Smart Disc theory’,
the purpose of the present chapter is to evaluate the feasibility of Smart Disc-
based vibration control in practice. We will describe the experiments performed
with the Smart Disc-prototypes that were presented in sections 3.7 and 3.8:

• Smart Lens Support experiments (section 6.1),

• Piezo Active Lens Mount experiments (section 6.2).

The experiments with these Smart Disc-prototypes have been performed on a
specially designed mechanical set-up, based on an ASML PAS5500 wafer step-
per. This set-up has been introduced in section 1.6, by means of a so-called ‘ref-
erence experiment’. This experiment illustrated the dominant vibration modes
of the lens of the wafer stepper, as well as the lack of damping associated with
these modes.

6.1 Smart Lens Support experiments

The Smart Disc-prototype that was designed for the first set of experiments –
the so-called ‘Smart Lens Support’ (SLS) – has been described in section 3.7.
The actual active damping experiments, performed and described in more detail
by Jansen (2000) (Holterman & De Vries 2002b), are the subject of section 6.1.3.
In section 6.1.1 and 6.1.2 however, we will first evaluate the passive behaviour
of the SLS blocks.

185
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6.1.1 SLS – passive behaviour

In order to examine the effect of the insertion of the passive (i.e., uncontrolled)
Smart Lens Support blocks on the dynamic behaviour of the lens, modal anal-
ysis has been performed on the experimental set-up (see Fig. 6.1, in which the
location of the three SLS blocks with respect to the x- and y-axis is indicated).
The main results of the analysis for the conventionally supported lens and the
(passive) ‘smart supported’ lens are shown in table 6.1.

Passive SLS block stiffness

From table 6.1 it can be seen that the resonance frequencies of the dominant
vibration modes of the lens relative to the main plate have decreased consider-
ably. As the inertia of the set-up has not changed, this decrease must have been
caused by a decrease of the effective stiffness involved in the various vibration
modes. This in turn can be explained from the fact that a solid slice of steel in
a lens support block has been replaced by two ceramic actuator-sensor-stacks
(see section 3.7).

Close inspection of table 6.1 leads to the following quantitative observations
concerning the stiffness of the lens support, based on the fact that the resonance
frequency of a vibration mode depends linearly on the square root of the effective
stiffness involved (2.7):

• The resonance frequencies of the joystick modes (schematically depicted
in Fig. 6.3a) have lowered from 105 to 92 Hz, respectively from 110 to
96 Hz, indicating a significant decrease of the vertical stiffness of the lens
support blocks. The effective stiffness involved in the joystick modes has
lowered to (92/105)2 ≈ 0.76 of the original level.

z

x
y SLS 2

SLS 1

SLS 3
lens

flange

z x

yfront view top view

Figure 6.1: Location of the Smart Lens Supports
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Figure 6.2: Smart Lens Support located in the appropriate notch in the main
plate

• The resonance frequencies of the pendulum modes (schematically depicted
in Fig. 6.3b) have lowered from 266 to 179 Hz, respectively from 274 to 184
Hz, indicating a large decrease of the horizontal shear stiffness of the lens
support blocks. The effective stiffness involved in the pendulum modes
has lowered to (179/266)2 ≈ 0.45 of the original level.

From table 6.1 it can furthermore be seen that the frequencies corresponding to
torsion and bending of the main plate have decreased only slightly. The stiffness
of the lens support apparently hardly affects these modes.

conventional passive SLS
description f [Hz] ζ [%] f [Hz] ζ [%]
lens: joystick mode 105 0.2 * 92 0.5 *
lens: joystick mode 110 0.2 * 96 0.5 *
main plate: torsion 143 0.3 138 0.7
main plate: bending 224 0.4 220 0.4
main plate: bending 236 0.3 230 0.5
lens: pendulum mode 266 0.2 179 0.5
lens: pendulum mode 274 0.3 184 0.5

Table 6.1: Modal analysis results for comparison of the (passive) Smart Lens
Support and the conventional lens support; (*: for accuracy reasons, the relative
damping values for the joystick modes have been determined from PSD data like
shown in Figs. 1.5 and 6.4, according to (2.29))
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lens support blocks

‘pendulum’ mode‘joystick’ mode

lens

(a) (b)

Figure 6.3: Dominant vibration modes of the lens relative to the main plate

The z-mode (in which the lens moves vertically relative to the main plate) that
was present in the model of section 4.9, has not been included in table 6.1
as it could not be determined unambiguously from the modal analysis. For
subsequent analysis the z-mode is of minor interest, because the corresponding
frequency is relatively large (beyond 300 Hz) and its mode shape is such that it
hardly affects the measurement of the relative tilt, which was calculated from
acceleration measurements at the lens and the main plate (see Fig. 1.3):

ϕ̂x(t) =
∫∫

abottom(t)− atop(t)
hlens

− amp,2(t)− amp,1(t)
wmp

(dt)2 (1.1)

Passive SLS block damping

In addition to modal analysis, the reference experiment as described in section
1.6.2 has been repeated with passive SLS’s instead of conventional lens support
blocks. The result is shown in Fig. 6.4, which presents, similar as in chapter 1:

• a time record of the calculated relative tilt: ϕ̂x(t) (upper plot)

• the corresponding Power Spectral Density: PSDϕ̂x(f) (middle plot)

• the corresponding cumulative PSD (lower plot):

cumPSDϕ̂x(f) =
∫ f

0

PSDϕ̂x(ρ)dρ (1.2)
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As a measure of the amplitude of the noisy time-domain signal, in chapter 1
we used the so-called 3σ-value, which is equal to 3 times the square root of the
final value of the cumulative PSD (refer (1.3)).

Comparison of the new experiment and the reference experiment reveals that,
despite the fact that the overall stiffness of the lens support has decreased con-
siderably, the 3σ-value (see section 1.6.2) did not increase. Instead, the 3σ-value
decreased from 4.3 · 10−7 to 3.8 · 10−7 [rad].
The decrease of the 3σ-value can be explained by an increase of the passive
damping. The damping increase is due to a combination of hysteresis in the
piezoelectric material, the resistive shunts for the piezoelectric elements (both
sensor and actuator), and the viscoelasticity of the glue in the SLS block as-
sembly.

As experimental modal analysis is likely to overestimate the damping values
(Døssing 1988), the relative damping of the joystick modes has been determined
from the Power Spectral Density (PSD); middle plot in Fig. 6.4), based on the
width of the resonance peak (2.29. Comparison of this PSD-based measure
for the conventionally supported (Fig. 1.5) and the passive ‘smart supported’
lens reveals that the relative damping involved in the joystick modes had in-
creased from 0.2% to 0.5%. From the cumulative PSD plot it can be seen that
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Figure 6.4: Experimental results illustrating the effect of the passive SLS blocks
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the contribution of the joystick modes to the total relative tilt of the lens is
nevertheless still characterised by a steep increment. In addition to the passive
damping increase, the application of active damping to the lens support thus is
still profitable.

6.1.2 Open-loop responses

In order to examine to what extent the embedded Smart Lens Support blocks
behave in accordance with the theory presented in chapter 4, in this section
we will evaluate the open-loop responses from the actuators to the sensors in
the Smart Lens Support, i.e., the frequency responses from Uin,j to Uout,i in
Fig. 6.5. The magnitudes of all 3× 3 responses are shown in Fig. 6.6.
Due to the symmetry in the set-up, all (three) collocated frequency responses
as well as all (six) non-collocated frequency responses were quite similar. The
particular alternating pole-zero pattern indeed is observed in the collocated
frequency responses:

HSD,i(jω) =
Uout,i
Uin,i

(jω) (6.1)

The alternating pole-zero pattern can conveniently be seen from the phase,
varying between 0◦ and 180◦ for the collocated case (shown in the left plot of
Fig. 6.7 for SLS 1). The gradual phase shift that can be observed for increasing
frequency is due to the anti-aliasing filter in the sensor electronics.

Close inspection of the collocated frequency responses, however, reveals that
each resonance is followed instead of preceded by an anti-resonance. From section
4.10, we know that this implies that the response is contaminated with a large
amount of negative crosstalk (see section 3.3.2).

The non-collocated frequency responses:

HSD,ij(jω) =
Uout,i
Uin,j

(jω), i �= j . (6.2)

qa, 1
qs, 1 Us, 1

Uin, 3

Uout , 1

SLS + electronics (1)

actuator
amplifier

sensor
amplifier

anti-
aliasing

filter

SLS + electronics (3)

SLS + electronics (2)

Uin, 1

Uin, 2

Uout , 3

Uout , 2

Fs, 1
xa, 1

Figure 6.5: Schematic overview of the SLS hardware
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Figure 6.6: Smart Lens Support frequency responses (magnitude)
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do not exhibit the favourable alternating pole-zero pattern. This can also be
seen conveniently from the phase of the response from the actuator of SLS 2 to
the sensor of SLS 1, shown in the right plot of Fig. 6.7.

Crosstalk-compensation

In order to be able to apply Integral Force Feedback control (IFF), crosstalk-
compensation is required (section 5.5.2). The scheme according to which cross-
talk-compensation has been implemented is shown in the lower part of Fig. 6.8.
It is assumed that for low frequencies, the measured output depends linearly
on the actuated input: Umeas = H̄SDUact. An estimate Ucomp = ĤSDUact is
subtracted from the measured signal Umeas, yielding the new feedback signal
Ufb as input for the IFF-based controller. A measurement of the compensated
frequency response for SLS 1:

Hcomp,1(jω) = HSD,1(jω)− Ĥaa(jω) · ĤSD,1 (6.3)

is shown in Fig. 6.9, with:

• ĤSD,1 = −2.45, the magnitude of which is 7.8 [dB]; compare with the left
plot of Fig. 6.7,

• Ĥaa(jω) an estimate of the anti-aliasing filter in Fig. 6.8.
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Ucomp, 1

SLS + electronics (1)

actuator
amplifier

sensor
amplifier

anti-
aliasing

filter

SLS + electronics (3)

SLS + electronics (2)
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Feedback
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compensation +

_

controller Smart Disc 1

controller Smart Disc 3

controller Smart Disc 2

DAC and
reconstruction
units

ADC and
sampling

units

dSPACE controller board

Uf b , 1U
act

U
meas

Fs, 1
xa, 1

Figure 6.8: Schematic overview of controller and amplifier electronics for the
Smart Lens Support
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Figure 6.9: Collocated frequency response after crosstalk compensation

Remark 6.1 The anti-aliasing filter that has been used is a fourth-order Butter-
worth filter with a cut-off frequency of 2 [kHz], which is well below the sampling
frequency of the dSPACE controller board (10 [kHz]).

Note that in Fig. 6.9 no anti-resonances can be seen clearly in the magnitude
plot: for increasing frequency, in-between two resonance frequencies the phase
increases to 180◦ only very slowly, and not via a steep edge. This may be caused
by the fact that the frequency response from actuator input to sensor output
suffers from hysteresis in both the actuator and the sensor, despite the fact
that care has been taken to circumvent this via the electronics (section 3.6). It
may also be caused by unmodelled dynamics (in the electronics); only the anti-
aliasing filter has been taken into account in the compensation. Though the
proposed compensation thus is not perfect, for the active damping experiments
it turned out to be appropriate, as it readily allowed for the application of
Integral Force Feedback to the Smart Lens Support.

6.1.3 SLS - active damping experiments

The compensated frequency responses for the individual SLS blocks (like shown
for SLS 1 in Fig. 6.9) are the starting point for implementing active damping
based on Integral Force Feedback (IFF). Initially, the choice for the IFF-pole and
IFF-gain was based on a model based on the following assumptions (Holterman
& De Vries 2000b):

1. Each collocated response is dominated by a single mode, characterised by
a single pole-zero-pair.
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2. The IFF-controllers are tuned independently, as if each Smart Lens Sup-
port should damp ‘its own’ joystick mode.

3. Optimal damping of a joystick mode implies minimisation of the H2-norm
of the response, when the mode is excited by white noise.

Based on these assumptions, the optimal IFF-controller (balancing active damp-
ing against low-frequency stiffness loss; see section 5.3) for each individual SLS
was characterised by KIFF = 520 and pIFF = 87 [rad/s] (≈ 14 [Hz]).
The above assumptions, however, fall short in several ways:

1. The first assumption disregards the higher-order modes observed in the
experimentally obtained responses, and the fact that the value of the open-
loop zero can not be determined unambiguously.

2. The second assumption disregards the fact that the number of joystick
modes is smaller than the number of Smart Lens Supports.

3. The third assumption may seem appropriate, but in practice it is impos-
sible to evaluate the proposed ‘modal’ criterion. This is due to the fact
that the experimental set-up exhibits multiple modes, contaminating the
calculation of the 3σ-value criterion (refer the experiments described in
sections 1.6.2 and 6.1.1).

Tuning the IFF-gain

Because of the discrepancy between the simple assumptions in the model and
the complex nature of the experimental set-up, it was decided to manually tune
the IFF-gain for an optimal 3σ-value, while keeping the IFF-pole fixed. The
result of tuning the IFF-gain is illustrated in the left plot of Fig. 6.10, which
shows the cumulative PSD, zoomed in at the frequency range up to 130 [Hz]
(above which the calculation of the relative tilt is contaminated by torsion of
the main plate). The calculation of the cumulative PSD started at 20 [Hz],
as below this frequency the measurements become less reliable. The following
observations can be made.

• For the lower frequency range (characterised by the modal stiffness) the
level increases for increasing IFF-gain, indicating a decreased (modal) stiff-
ness. This is in accordance with (5.15).

• In the vicinity of the resonance frequency, the height of the ‘step’ decreases
for increasing IFF-gain. This implies that for the values of the gain con-
sidered, the closed-loop pole is still on the upper part of the root-locus
branch, moving away from the imaginary axis, and not yet moving back
to the zero.



6.1. SMART LENS SUPPORT EXPERIMENTS 195

0 50 100 150
0

2

4

6

8
x 10

−16

frequency (Hz)

re
la

tiv
e 

til
t o

f t
he

 le
ns

 (
ar

ou
nd

 x
−

ax
is

)−
−

 c
um

ul
at

iv
e 

P
S

D
 [r

ad
2 ]

varying IFF−gain

passive SLS             
IFF gain 280, pole 14 Hz
IFF gain 520, pole 14 Hz
IFF gain 800, pole 14 Hz

0 50 100 150
0

2

4

6

8
x 10

−16

frequency (Hz)

re
la

tiv
e 

til
t o

f t
he

 le
ns

 (
ar

ou
nd

 x
−

ax
is

) 
−

−
 c

um
ul

at
iv

e 
P

S
D

 [r
ad

2 ]

varying IFF−pole

passive SLS         
gain 520, pole 14 Hz
gain 500, pole 34 Hz

Figure 6.10: Influence of varying IFF-parameters on effective stiffness and damp-
ing of the joystick mode

From the level of the 3σ-value beyond the resonance frequency it can be seen
that the active damping that is gained for increasing IFF-gain still outweighs
the low-frequency stiffness loss. The IFF-gain however was limited by insta-
bility of higher order modes due to the anti-aliasing filter (at 2 [kHz]) in the
sensor electronics. The IFF controller settings thus obtained are given by (with
crosstalk-compensation as in (6.3)):

HIFF(s) =
800
s+ 87

(6.4)

In addition to the IFF-gain variation, also the IFF-pole has been varied. The
results are shown in the right plot in Fig. 6.10: increasing the IFF-pole from
14 to 34 [Hz] is beneficial for the stiffness (which can be seen by comparing the
curves between 20 and 70 [Hz]), but has a negative effect on the damping (which
can be seen from the fact that around 90 [Hz], the step for pIFF = 34 [Hz] is
steeper).

For the sake of completeness, the effect of closing the compensated collocated
response for SLS 1 by means of the proposed IFF-controller (6.4) is shown in
Fig. 6.11 (reconstructed, not measured).
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Figure 6.11: Reconstruction of the application of IFF to the (crosstalk-
compensated) SLS 1 response

Active damping evaluation

The results of application of the above derived IFF-control law to all three
SLS blocks, in terms of the experiments described in sections 1.6.2 and 6.1.1, is
given in Fig. 6.12. From the PSD plot (middle) the qualitative conclusion can
be drawn that the joystick mode is damped excellently, as the corresponding
resonance peak has nearly vanished. From the cumulative PSD plot (lower) we
can draw quantitative conclusions (gathered in table 6.2).

Considered over the entire frequency range, the 3σ-value has decreased from
4.3 ·10−7 [rad] to 1.0 ·10−7 [rad]: an improvement of about a factor 4. However,
we should bear in mind that the 3σ-calculation has been based on rigid-body
assumptions, while the considerable contribution at 140 [Hz] is known to be due
to internal main plate torsion. As such all 3σ-values given so far are overesti-
mated. Focusing on the frequency range from 20 to 120 Hz, the contribution
of the joystick mode has decreased from 4.3 · 10−7 [rad] to 0.6 · 10−7 [rad]: an
improvement of about a factor 7. From the PSD-plot once again the modal
damping for the joystick modes has been determined. The modal damping is

conventional passive SLS active SLS
global 3σ-value [rad] 4.3 · 10−7 3.8 · 10−7 1.0 · 10−7
joystick 3σ-value [rad] 4.3 · 10−7 3.7 · 10−7 0.6 · 10−7
relative damping 0.2% 0.5% 16%

Table 6.2: Summary of damping results for the joystick modes
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Figure 6.12: Active damping results for the Smart Lens Support

16%: an improvement of a factor 80, in comparison with the 0.2% damping
associated with the conventional lens support.

With respect to the rules of thumb as proposed in the previous chapter, the
following remarks should be made:

• The value for the IFF-pole (87 [rad/s] = 14 [Hz]) is at 14% of the joystick-
mode frequency which is in accordance with rule of thumb 4 (5.16). In-
creasing the IFF-pole to 34 [Hz], i.e., 35% of the joystick-mode frequency,
results in a higher effective stiffness, but also in a lower damping. In terms
of the 3σ-value, in Fig. 6.10 these effects exactly cancel. The upper bound
for the IFF-pole as given by rule of thumb 4 thus appears to be chosen
rather well, in the context of the ‘damping-versus-stiffness trade-off’.

• The achieved damping for the joystick modes is smaller (16%) than the
relative damping advised by the rule of thumb 5 (20%). The latter value
could not be achieved due to the fact that the IFF-gain was limited by
instability of higher-order modes, due to phase lag from the anti-aliasing
filter. In order to improve this, the cut-off frequency of the anti-aliasing
filter might have been increased to a maximum of half the sampling fre-
quency.
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• The IFF-controller has not been equipped with an additional high-pass fil-
ter as advised by rule of the thumb 6 (5.18). In the experiments the risk of
saturation however was not present, because of the over-sized piezoelectric
actuators (see section 3.7).

• Neither one of the other rules of thumb has been dealt with at the time
of the SLS-experiments.

In addition to the experiments described above, the actively damped set-up has
also been subjected to modal analysis, the main results of which are presented
in table 6.3.

From this table it can be seen that the Smart Lens Support blocks also add some
extra damping to the other vibration modes that are present in the set-up. The
added damping however is relatively low, due to the fact that the controllability
of these modes is very poor (refer section 5.4).

Remark 6.2 Modal analysis revealed a mode of vibration at 320 Hz having
relative damping 15%, which thus intuitively may be concluded to be the z-
mode (refer section 4.9).

Conclusion

The main drawback of the insertion of the Smart Lens Support blocks is the
lowered effective stiffness of the lens support. For the controllable modes the ac-
tively increased damping outweighs the stiffness loss. The resonance frequency
of the uncontrollable pendulum modes however has decreased significantly (by
33%). These modes thus have become more dominant, which negatively affects

conventional passive SLS active SLS
description f [Hz] ζ [%] f [Hz] ζ [%] f [Hz] ζ [%]
lens: joystick mode 105 0.2 * 92 0.5 * 92 16 *
lens: joystick mode 110 0.2 * 96 0.5 * 98 16 *
main plate: torsion 143 0.3 138 0.7 138 0.7
main plate: bending 224 0.4 220 0.4 227 1.0
main plate: bending 236 0.3 230 0.5 228 4.0
lens: pendulum mode 266 0.2 179 0.5 179 1.0
lens: pendulum mode 274 0.3 184 0.5 183 2.0

Table 6.3: Modal analysis results for comparison of the (active) Smart Lens
Support and the conventional lens support; (*: the relative damping values for
the joystick modes have been determined from PSD data like shown in Figs. 1.5,
6.4 and 6.12, according to (2.29))
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the overall machine accuracy. For that reason, in the next section, we will inves-
tigate the results of active damping with a Smart Disc-prototype that enables
active damping of the pendulum modes too.

6.2 Piezo Active Lens Mount experiments

The successor of the Smart Lens Support, referred to as the ‘Piezo Active Lens
Mount’ (or PALM for short) has already been dealt with extensively in sec-
tion 3.8. The present section will describe the experiments performed with
the PALMs, which were primarily aimed at evaluation of the feasibility to
conveniently control all so-called ‘suspension modes’ of the lens. The PALM-
experiments have also been used to evaluate the applicability of all rules of
thumb that were presented in the previous chapter, and to evaluate the feasi-
bility of active damping based on decoupled collocated control.

6.2.1 PALM – experimental set-up

Though the mechanical design of the PALM was aimed at experiments within
an ASML TwinScan machine, the PALM experiments have been performed on a
similar set-up as for the SLS experiments (based on a PAS5500 wafer stepper).
The main differences with respect to the set-up as described in the previous
section are as follows.

• Additional mechanics were connected to the main plate, causing additional
dynamics, that were not present during the SLS experiments.

• The height of the 2D PALM is 85 [mm] instead of 60 [mm] for the con-
ventional lens support block and the SLS block (see section 3.8).

• The mechanical design of the actuator-sensor-stacks was such that me-
chanical crosstalk was minimised (refer section 4.10 for the negative im-
plications of crosstalk).

The most important difference stems from the orientation of the actuator-sensor-
stacks in the lens support: whereas in the SLS the two stacks were both active
in vertical direction, in the PALM they are tilted by 45◦. In-phase actuation
of the stacks results in vertical movement, and out-of-phase actuation results in
horizontal (or ‘tangential’) movement. Similarly, the sum of the signals at both
force sensors results in a measure for the vertical force, whereas the difference
is a measure for the (horizontal) shear force.

The location of the three PALMs, and the six piezoelectric stacks, with respect
to the reference coordinate system is indicated in Fig. 6.13. In-phase vertical
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Figure 6.13: Location of PALMs and actuator-sensor-stacks

actuation of all three PALMs causes vertical movement of the lens (along the
z-axis in Fig. 6.13). More sophisticated vertical actuation will also result in
relative tilt of the lens, enabling control of the joystick modes like in the SLS
set-up. Similarly, in-phase horizontal actuation of all three PALMs will cause
rotation of the lens around the z-axis, whereas more sophisticated horizontal
actuation will also cause movement of the lens in the x-y-plane, enabling control
of the pendulum modes.

The final differences between the SLS-experiments and the PALM-experiments
that should be mentioned here are as follows.

• The piezoelectric actuators are voltage-controlled (using amplifiers from
Physik Instrumente) rather than charge-controlled. The hysteresis in-
volved in voltage-control is expected not to cause problems, as we are
only interested in damping capabilities (and not in positioning accuracy).

• The charge generated by the piezoelectric sensors is read-out via dedicated
(Nexus) charge amplifiers, which allows for easy adaptation of the sensi-
tivity as well as the low-pass and high-pass filter characteristics. The low-
pass filter in the sensor-amplifiers served as an anti-alias filter, erroneously
set at 10 kHz, i.e., equal to the sampling frequency of the dSPACE con-
troller board. This erroneous setting did not cause practical anti-aliasing
problems.

6.2.2 PALM – open loop responses

The frequency responses from the actuator of stack 1 (‘actuator 1’ for short) to
the sensors of all stacks are given in Fig. 6.14. The collocated responses for all
actuator-sensor-stacks are given in Fig. 6.15. From these figures we can make
the following observations.



6.2. PIEZO ACTIVE LENS MOUNT EXPERIMENTS 201

10
1

10
2

10
3

−80

−60

−40

−20

0
from actuator 1 (no amplifier)

to
 s

en
so

r 
1

10
1

10
2

10
3

−80

−60

−40

−20

0
from actuator 1 (no amplifier)

to
 s

en
so

r 
2

10
1

10
2

10
3

−80

−60

−40

−20

0

to
 s

en
so

r 
3

10
1

10
2

10
3

−80

−60

−40

−20

0

to
 s

en
so

r 
4

10
1

10
2

10
3

−80

−60

−40

−20

0

to
 s

en
so

r 
5

frequency [Hz]
10

1
10

2
10

3
−80

−60

−40

−20

0

to
 s

en
so

r 
6

frequency [Hz]

Figure 6.14: Frequency responses from actuator 1 to all sensors
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Figure 6.15: Collocated frequency responses for all (six) actuator-sensor-stacks
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• The collocated responses are all characterised by an alternating pole-
zero-pattern in which each resonance is preceded by an anti-resonance.
The crosstalk thus has the correct sign (in terms of section 4.10: the net
crosstalk is positive).

• The frequency of the joystick modes (the lowest resonance frequency) has
lowered significantly in comparison with the set-up of the previous exper-
iments. The joystick modes have shifted from 105 [Hz] (conventional lens
support), via 92 [Hz] (Smart Lens Support), to 67 [Hz].

• In comparison with the collocated responses, the non-collocated responses
are heavily affected by high-frequency modes. These modes thus are
hardly observable/controllable from a collocated actuator-sensor pair.

• All collocated responses have the same basic shape. However, due to the
fact that the set-up is affected by additional dynamics (which were absent
in the set-up for the SLS-experiments) the set-up shows less symmetry.
The number of resonance peaks therefore varies with stack location: from
stack 1, 3, 4, and 6 for example, a mode at 50 [Hz] is excited, which is
hardly excited from stack 2 and 5.

• Close inspection of the high-frequency level indicates good similarity be-
tween all stacks, except for stack 4, which has a high-frequency level that
is 3 [dB] lower than the other stacks. Comparison of the non-collocated
responses within PALM 2 revealed that the high-frequency level in the
response from actuator 3 to sensor 4 was 2 [dB] lower than from actuator
4 to sensor 3. For this reason the gain of the charge-amplifier for sensor
4 was increased by 2 [dB], such that all collocated responses were equal
within 1 [dB] for high-frequency.

• The low-frequency level of the collocated responses varies within 6 [dB],
whereas the spread in the high-frequency level was observed to be 3 [dB]
(see previous bullet). The low-frequency spread thus appears to be due,
not only to a gain-factor in a product (like a sensor gain), but also to a
term in the summation of various contributions (for instance the internal
mechanical crosstalk term). Variations in the gain factors may be detri-
mental for the stability associated with decoupled collocated control (see
section 6.2.5). Variation in a summation-term is not that alarming.

Remark 6.3 Based on these plots we can not say anything about which res-
onance peaks correspond to which vibration modes (except for the joystick
modes). To this end once again modal analysis is required. We will come
back to this issue in section 6.2.5.

Remark 6.4 The responses in Figs. 6.14 and 6.15 were obtained using small
signal excitation, i.e., no actuator amplifiers were used. For the measurements
and experiments described in the subsequent sections, use has been made of the
actuator amplifiers from Physik Instrumente (gain 100×), resulting in response
levels that are 40 dB higher.
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6.2.3 Local Integral Force Feedback

In order to perform active damping, Integral Force Feedback may readily be
applied to each individual actuator-sensor-stack. Initially the IFF-pole is chosen
at 1 [rad/s], such that its influence on the behaviour in the vicinity of the
resonance frequencies (> 65 [Hz] = 408 [rad/s]) is negligible. Subsequently the
IFF-gain has been gradually increased. In Fig. 6.16 this is shown for stack 1.
The effect of closing the loop is shown for two values of the gain.

Contrary to Fig. 6.11, the plots in Fig. 6.16 stem from real measurements in
closed-loop. They are in good agreement with the theory from the previous
chapter (compare the gain plots with the upper plots in Fig. 5.7). From the
phase plots it can be seen that, in addition to the 90◦ phase lag from the inte-
gral control action, for frequencies beyond 100 [Hz] there is significant additional
phase lag, which appears to be due to a time-delay. As yet however, this be-
haviour is not explained, because the intended sampling frequency (at 10 [kHz])
does not cause an additional 90◦ phase lag already at 800 [Hz] (indicated by the
vertical lines).

Beyond 800 [Hz] the phase lag exceeds the critical value of 180◦. From the level
of the high-frequency resonance peaks in the upper left plot (KIFF = 100) it
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Figure 6.16: Leaking Integral Force Feedback applied to stack 1 for two gain
values



204 CHAPTER 6. EXPERIMENTS

can be seen that the gain margin is more than 20 [dB]. The gain may thus be
increased. An additional gain of a factor 2 (KIFF = 200, right plot in Fig. 6.16)
seemed to be an appropriate setting: no danger of high-frequency instability,
and lifting the entire response such that it crosses the 0 [dB] line about halfway
the lowest anti-resonance frequency and the joystick resonance frequency (in
accordance with rule of thumb 2 for maximum single-mode damping). Based
on the analysis for single-mode vibration, the corresponding expected maximum
damping for the joystick mode at 67 [Hz], upon closing of the single feedback
loop for stack 1, is given by rule of thumb 1 :

ζmax =
ωe − ωa
2ωa

=
67− 56
2 · 56 = 0.10 = 10% (6.5)

However, upon closing six local feedback loops (for each stack), the joystick
modes will obviously be damped better. The amount of damping that is ob-
tained in this way can not be predicted that easy. This issue will therefore be
addressed again in section 6.2.5.

As from the SLS-experiments it turned out to be laborious to set-up a measure-
ment for evaluation of the ‘true’ response quantity of interest, and as focus of
the present experiments mainly is on damping values, it has been decided to
use only two accelerometers at the top of the lens, in order to determine damp-
ing performance from the absolute lens-top acceleration in x- and y-direction.
The airmounts were again used to inject noise into the system: rotation around
y-axis, band-limited <200 Hz.

Remark 6.5During the experiments with airmount-noise, the controllers turned
out to saturate for low frequencies. Therefore it was decided to increase the
IFF-pole from 1 Hz to 13 Hz, i.e., at 20% of the joystick mode frequencies (the
maximum value allowed according to rule of thumb 4 (5.16)).

Remark 6.6 Note that the fact that the disturbance source and the measured
response quantity are not collocated, complicates the evaluation of the effective
low-frequent stiffness of the lens suspension. As the airmounts and the accelero-
meters are located at opposite sides of the lens suspension, a higher stiffness of
the lens suspension results in a higher level of the PSD (for low frequencies).
This implies that the final 3σ-value is not a good measure to judge the stiffness-
versus-damping trade-off: a low 3σ-value might indicate high damping (‘good’)
as well as low stiffness (‘bad’). This in turn implies that care should be taken
in drawing conclusions from the final level of cumulative PSD plot; instead the
results should be closely examined within specific frequency regions.

Nevertheless, we have once again given the results in terms of a time-domain
recording, the Power Spectral Density (PSD), and the cumulative PSD:

• Fig. 6.17 shows the results in case no active damping performed;
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• Fig. 6.18 shows the results for IFF applied to a single stack (stack 1);
• Fig. 6.19 shows the results for IFF applied to all stacks.

From Fig. 6.18 we can make the following observations for the case of IFF
applied at stack 1.

• The dominant joystick mode excited by airmount-noise around the y-axis,
is well damped. This can be seen in PSD plots for both the acceleration in
x- and in y-direction, in which the dominant resonance peak has vanished.
In the cumulative PSD plots, the corresponding steep increments can be
seen to be largely reduced.

• Not all modes can be damped that good. An excellent example of this is
the steep increment at 170 Hz in the cumulative PSD of the x-acceleration,
which in the sequel will be shown to be due to ‘pendulum’ motion in the
x-z-plane, which can not be controlled from stack 1, as PALM 1 is located
at the x-axis.

From Fig. 6.19 (IFF applied to all stacks) we can see that all modes that
were originally present in the acceleration signals are well damped. For the
x-direction, the 3σ-level has decreased by a factor 2 upon closing a single feed-
back loop, and by a factor 3 upon closing all feedback loops. For the y-direction,
the 3σ-value has decreased by a factor 1.5 upon closing a single feedback loop,
and also by a factor 3 upon closing all feedback loops. It is difficult, however,
to determine from these plots the exact amount of damping associated with the
individual modes.

Evaluation of IFF-pole setting

In order to experimentally evaluate the influence of the various parameters used
in IFF-based control, let’s first consider variation of the IFF-pole. In order
to see the influence of this parameter (in the context of the stiffness-versus-
damping trade-off), IFF should be applied to all stacks, as otherwise, there
is still surrounding passive stiffness blurring the analysis (KIFF = 200 for all
stacks). We will analyse the results, shown in Fig. 6.20, in terms of joystick-
rotation around the y-axis.

From the cumulative PSD plot for the x-direction in Fig. 6.20, we can make the
following observations. In the frequency range between 35 and 60 [Hz], it can be
seen that an increase of the IFF-pole significantly degrades the effective damping
associated with the joystick-mode around the y-axis. The lowest structural
dynamics can be seen to occur at about 23 [Hz]. For true evaluation of the
effective, static stiffness associated with joystick-rotation around the y-axis, only
the frequency range up to 23 [Hz] can be used. In terms of the cumulative PSD,
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Figure 6.17: Lens-top acceleration upon airmount excitation (up to 200 Hz
around y-axis) without active damping
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Figure 6.18: Lens-top acceleration upon application of IFF to stack 1
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Figure 6.19: Lens-top acceleration upon application of IFF to all stacks
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Figure 6.20: Lens-top acceleration for varying IFF-pole (all stacks)

the expected change of the low-frequency stiffness is negligible in comparison
with the observed decrease of effective damping.

Conclusion: the value of 20%, given by rule of thumb 4 as a guideline for the
relative IFF-pole location should be used as an upper limit : if possible the
IFF-pole should be chosen below one-fifth of the dominant natural frequency.

Evaluation of high-pass filter setting

Similarly as for the IFF-pole, the setting for the high-pass filter has been exam-
ined. The result is shown in Fig. 6.21, for IFF applied to all stacks (KIFF = 200,
pIFF = 100 [rad/s] = 16 [Hz]). From the plot for the x-direction, it can be seen
that the high-pass filter cut-off frequency may be chosen at 10% of the IFF-pole,
without a significant decrease of the effective damping. With respect to rule of
thumb 6 we conclude the following: it is good practice to choose the high-pass
filter pole indeed below one-fifth of the (well-chosen) IFF-pole.

Evaluation of ‘tuning for maximum damping’

In order to experimentally evaluate rules of thumb 1 and 2 for local IFF (all



210 CHAPTER 6. EXPERIMENTS

0 10 20 30 40 50 60 70 80 90 100
0

1

2
x 10

−4 acceleration at lens−top in x−direction −− varying high−pass filter
cu

m
ul

at
iv

e 
P

S
D

 [m
/s

2 ]

frequency [Hz]

no damping       
high−pass 0.16 Hz
high−pass 1.6 Hz 
high−pass 16 Hz  

0 10 20 30 40 50 60 70 80 90 100
0

2

4
x 10

−5 acceleration at lens−top in y−direction −− varying high−pass filter

cu
m

ul
at

iv
e 

P
S

D
 [m

/s
2 ]

frequency [Hz]

no damping       
high−pass 0.16 Hz
high−pass 1.6 Hz 
high−pass 16 Hz  

Figure 6.21: Lens-top acceleration for varying high-pass filter (all stacks)

stacks the same setting), experiments have been performed for varying IFF-gain,
and otherwise fixed settings: IFF-pole at 30 [rad/s] ≈ 5 [Hz]), i.e., sufficiently
far below one-fifth of the natural frequency of the joystick modes (rule of thumb
4 ); high-pass filter at 6 [rad/s] ≈ 1 [Hz] (rule of thumb 6 ).

Remark 6.7 The acceleration measurements described in the sequel of this
chapter should not be compared directly with the measurements described so far,
because the setting of the airmount-excitation has been changed accidentally.
From this point on, however, these setting has been kept fixed.

Remark 6.8 For the cumulative PSD plots in the sequel of this chapter, the
calculation was started at 25 [Hz], in order to remove blurring influence of the
vibration mode at 23 [Hz].

The results of the experiments for varying IFF-gain are shown in Fig. 6.22. We
can make the following observations.

• (x-direction) The level of the cumulative PSD at 100 Hz indicates that
maximum damping is indeed achieved for KIFF = 200 (in accordance with
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Figure 6.22: Examination of the influence of increasing local gain for IFF ap-
plied to all stacks (no crosstalk-compensation)

the right plot in Fig. 6.16 and rules of thumb 1 and 2 ). For KIFF > 200, it
can be seen that damping effectively decreases (in accordance with root-
locus analysis).

• (x-direction) For increasing gain, the level of the curves between 30 and 60
[Hz] indicates that the (damped) natural frequency effectively decreases.
Within this frequency range, KIFF = 160 may even be qualified to be
better than KIFF = 200, indicating that tuning for 80% of Kζmax

ol appears
as an appropriate maximum in practice (compare rule of thumb 3 ).

• (y-direction) Evaluation at 200 [Hz] indicates that an increasing gain yields
a lower level of the cumulative PSD, even for KIFF = 240 in comparison
with KIFF = 200. This is mainly due to higher damping for modes beyond
70 [Hz], which is in accordance with the theory.

6.2.4 Experimental crosstalk-compensation

In order to evaluate the effect of crosstalk-compensation, let’s first consider
Fig. 6.23, which shows the collocated response for stack 1, and two possible
crosstalk-compensation levels: 1 (0 [dB]) and 1.5 (3.5 [dB]), referred to as ‘half’
and ‘full’ crosstalk-compensation respectively. Indicated in the plot are the ex-



212 CHAPTER 6. EXPERIMENTS

pected new anti-resonance frequencies: at about 43 [Hz] for ‘half’ compensation,
and at about 26 [Hz] for ‘full’ compensation.

In Fig. 6.24 measurements are shown of the compensated open-loop response
(stack 1), including the IFF-controller (KIFF = 200, pIFF = 30 [rad/s] ≈ 5
[Hz], php = 6 [rad/s] ≈ 1 [Hz]). It can be seen that the anti-resonances indeed
have shifted to the expected locations. The new anti-resonances however do
not appear any more as ‘sharp valleys’. Close examination of the phase plot
furthermore reveals that the phase shift that is induced by the zeros, is negative
instead of positive. The response exhibits non-minimum phase behaviour, which
implies that the zeros have not only shifted along the imaginary axis, towards
the origin of the s-plane, but also across the imaginary axis, from the left-half to
the right-half of the s-plane. This can be explained from the fact that the phase
of the original response for low-frequencies is not exactly −180◦; the response
suffers from a small amount of phase lag stemming from the actuator amplifiers.

The right-half plane zeros indicate that IFF-based control, applied to a compen-
sated open-loop, is not intrinsically passive anymore (compare section 5.5.2): for
high gain, the closed-loop poles end up in the open-loop zeros, and the controlled
system will turn unstable. Though it is possible to perform better compensation
by taking into account a certain amount of phase lag, in practice the right-half
plane zeros will not pose a major problem, because the aim of controller de-
sign is not to increase the feedback gain that much. The only effect that may
be noticed in practice, is that the achievable damping is somewhat lower than
expected, because the entire root-locus-branches have slightly ‘rotated’ towards
the right-half of the s-plane (like shown in Fig. 6.25).

The effect of crosstalk-compensation in terms of the cumulative PSD (forKIFF =
160) is shown in Fig. 6.26, where it should be noted that for ‘zero’ and ‘half’
compensation, the IFF-pole was chosen at 5 [Hz] (and the high-pass filter at 1
[Hz]), whereas for ‘full’ compensation the IFF-pole was chosen at 10 [Hz] (and
the high-pass filter at 2 [Hz]), because otherwise saturation occurred. From the
plots, however, the beneficial effect of crosstalk-compensation is evident.

Because of the saturation problems for ‘full’ crosstalk-compensation, the in-
fluence of a varying IFF-gain was examined for the case of ‘half’ crosstalk-
compensation. From the compensated open-loop response in Fig. 6.24 it can
be seen that maximum damping is not yet obtained for KIFF = 200: the level
for ωh =

√
ωaωe =

√
43 · 67 = 54 [Hz] is below 0 [dB]. According to rules of

thumb 1 and 2, the gain for maximum damping should be about 6 [dB], i.e, 2
times higher: KIFF = 400. From Fig. 6.27, however, it appears that maximum
damping is achieved for KIFF = 240, i.e., 60% of 400. Note that this once again
indicates that the gain should in practice not be increased beyond 80% of Kζmax

ol

(rule of thumb 3 ).
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Figure 6.27: Examination of the influence of increasing local gain for IFF ap-
plied to all stacks (‘half ’ crosstalk-compensation)

6.2.5 Experimental decoupling

Local decoupling

As a first step towards modal decoupling, we have performed ‘local’ decoupling,
so as to end up with responses in terms of local vertical and local horizontal
actuation and sensing. The (measurement) result is shown in Fig. 6.28. Here
the left column denotes, for the three PALMs, the sum of the forces as measured
by the two PALM-sensors, upon in-phase actuation of the two PALM-actuators.
The right column denotes the difference of the force as measured by the two
PALM-sensors, upon out-of-phase actuation of the two PALM-actuators. The
matrix used for decoupling thus reads: xact,v/h = LPALM

stack xact, with:




xact,v,1
xact,h,1
xact,v,2
xact,h,2
xact,v,3
xact,h,3



=




1 1 0 0 0 0
1 −1 0 0 0 0
0 0 1 1 0 0
0 0 1 −1 0 0
0 0 0 0 1 1
0 0 0 0 1 −1







xact,1
xact,2
xact,3
xact,4
xact,5
xact,6




(6.6)

Remark 6.9 In order to correctly describe a transformation from metres to
metres, the non-zero elements in the above matrix should all be ± 1

2

√
2. For the
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generation of the plots in Fig. 6.28, we simply left out this factor; all elements
are

√
2 times too high. Note that the square of this factor effectively acts as an

additional gain for the decoupled responses.

From the plots in Fig. 6.28 we can make the following observations.

• Vertical actuation by PALM 1 and 2 mainly excites the joystick mode at
67 [Hz], and slightly excites the joystick mode at about 63 [Hz]. The latter
mode is mainly excited by vertical actuation by PALM 3.

• Vertical actuation by PALM 2 and 3 significantly excites dynamics below
the joystick mode frequencies. Though these dynamics somewhat blur
the analysis, they clearly illustrate the practicality of collocated control:
though they significantly contribute to the measurements, they will not
cause stability problems upon application of Intrinsically Passive Control.

• Considering the left column of responses, the z-translation mode appears
to be at about 180 Hz.
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Figure 6.28: Resulting ‘collocated’ responses after ‘local’ decoupling
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• The joystick-modes not only affect the vertical motion, but they also con-
tribute to the horizontal motion. This implies that the (physical) axes for
the joystick-rotation are at either a higher or a lower horizontal level than
the PALMs.

• Considering the right column of responses, the frequencies corresponding
to the pendulum modes and the z-rotation mode are either 170 [Hz] or
260 [Hz].

‘Intuitive’ modal decoupling

As a second step towards modal decoupling, we have made the following false
but simplifying assumptions.

• The joystick-modes do rotate around axes in the same horizontal plane
as the PALMs. One joystick-mode is around the logical x-axis (through
PALM 1), and the other joystick-mode is around the y-axis (see Fig. 6.13).

• The pendulum-modes are pure translation modes, one in the logical x-
direction, and the other in the y-direction.

The matrix used for decoupling then reads (in terms of its inverse, for simplicity):
xact,h/v = [Lmodal

PALM ]−1 q̂act with:




xact,v,1
xact,h,1
xact,v,2
xact,h,2
xact,v,3
xact,h,3



=




0 0 − 1
2

√
3r 0 1

2

√
3r 0

r 0 − 1
2r 0 − 1

2r 0
0 r 0 r 0 r

0 0 0 1
2

√
3 0 − 1

2

√
3

0 −1 0 1
2 0 1

2
1 0 1 0 1 0







ϕx
ϕy
ϕz
Px
Py
z



(6.7)

The (measurement) result of intuitive decoupling is shown in Fig. 6.29. From
these plots we can make the following observations.

• Contrary to the joystick-rotation around the y-axis, the joystick-rotation
around the x-axis is strongly coupled with other dynamics in the frequency
range between 40 and 80 [Hz].

• The z-rotation mode is at about 260 [Hz].
• The z-translation mode is at about 170 [Hz], i.e., at about the same fre-
quency as the pendulum modes.
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Figure 6.29: Resulting ‘collocated’ responses after ‘intuitive’ modal decoupling

• The responses for the pendulum modes are significantly contaminated by a
contribution from the joystick modes. (The converse is also true, although
to a lesser extent.)

• In the responses for the z-rotation (at 67 [Hz]) and for the joystick-rotation
(at 260 [Hz]), an erroneous pole-zero-pattern can be observed. Close in-
spection of all original responses led to the conclusion that the gain of
sensor 4 was too low in comparison with the other sensors (refer section
6.2.2). For the measurements described in the sequel of this chapter, the
gain difference was therefore compensated by adapting the gain of charge
amplifier for sensor 4. The correctness of the pole-zero-pattern after this
compensation has been checked by evaluation of the phase plots for the
decoupled collocated responses.

From the latter observation, we may draw the following important conclusion:
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Statement 6.1 (Intrinsic passivity for practical decoupled collocated
control)

In order to ensure the intrinsic passivity of decoupled collocated con-
trol, the effective transduction ratios should be the same for all ac-
tuators and for all sensors. (By ‘effective transduction ratios’ we
mean the gains between the controller signals and the corresponding
mechanical quantities.)

For the PALM-experiments equality within 1 [dB] appeared to be satisfactory.

‘Approximate’ modal decoupling

In order to minimise the mutual influence of the suspension modes in the decou-
pled ‘collocated’ responses, the simple intuitive model has been slightly changed
by incorporating two additional parameters:

• zj: the level of the horizontal plane of the axes of rotation for the joystick
modes (relative to the level of the PALMs); the value for this parameter
was zero in the intuitive model;

• zp: the relative level of the horizontal plane of the axes of rotation for
the pendulum modes; the value for this parameter was infinite high in the
intuitive model.

The resulting 6 × 6-matrix of (measured) responses in approximate modal co-
ordinates, for zj = −0.06 [m] and zp = 0.50 [m], is shown in Figs. 6.30 en
6.31.

From the diagonal elements in this matrix, the mutual influence between the
joystick modes and the pendulum modes appears to be negligible: the pendu-
lum modes are hardly visible in the ‘collocated’ responses corresponding to the
joystick modes, and vice versa. From the off-diagonal elements in Figs. 6.30 and
6.31, however, it is clear that the mutual influence between the various modes
is not negligible. The approach taken to obtain approximate model decoupling
thus is far from perfect. Nevertheless, the resulting frequency responses are
appropriate to tune modal active damping, based on the rules of thumb that
were given in the previous chapter for the case of single-mode vibration.

6.2.6 Modal Integral Force Feedback

As an illustration of the application of IFF to approximate decoupled modes,
we will consider joystick-rotation around the y-axis. We will first consider the
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Figure 6.30: Resulting responses after ‘approximate’ modal decoupling (part 1)
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Figure 6.31: Resulting responses after ‘approximate’ modal decoupling (part 2)
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influence of the IFF-gain on the achieved relative damping, and subsequently
examine the influence of modal crosstalk-compensation. In each case, the set-
tings for the IFF-poles and the high-pass filter cut-off frequencies were chosen
at their maximum values according to the rules of thumb 4 and 6, i.e., at 20%
and at 20%×20% of the frequency for the particular mode considered.

As a first step in the analysis, we have determined the IFF-gain that would
theoretically yield maximum damping for joystick-rotation around the y-axis.
This is shown in Fig. 6.32, in which the IFF-gain is tuned to have the open-loop
response level at 0 dB for ωh =

√
ωaωe =

√
42 · 67 ≈ 53 [Hz]. This is achieved

for KIFF = 50. As indicated by the set of black dashed lines, it can be seen that
for this setting, there is sufficient gain margin.

The result of experimental evaluation of a varying IFF-gain is shown in Fig. 6.33.
We can make the following observations.

• (x-direction) For increasing IFF-gain, the cumulative PSD starts to in-
crease at lower frequencies, indicating a decrease of the natural frequency.

• (x-direction) Evaluation of the cumulative PSD at 100 [Hz] reveals that
maximum damping is indeed achieved for KIFF = 50.

• (y-direction) The contribution of the joystick mode at 67 [Hz] is decreased.
A vibration mode (not in the model) at about 72 [Hz] remains badly
damped.
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Figure 6.32: Leaking IFF applied to ‘joystick-rotation’ around the y-axis; IFF-
gain tuned for maximum damping



6.2. PIEZO ACTIVE LENS MOUNT EXPERIMENTS 223

10
1

10
2

0

0.5

1

1.5

2

2.5
x 10

−5

cu
m

. P
S

D
 [(

m
/s

2 )2 ] (
IF

F
 a

pp
lie

d 
to

 "
jo

ys
tic

k−
m

od
e"

 a
ro

un
d 

y−
ax

is
)

frequency [Hz]

acceleration in x−direction

no damping   
K

IFF
 = 10 

K
IFF

 = 20 
K

IFF
 = 50 

K
IFF

 = 100

10
1

10
2

0

0.2

0.4

0.6

0.8

1
x 10

−4

frequency [Hz]

acceleration in y−direction

no damping   
K

IFF
 = 10 

K
IFF

 = 20 
K

IFF
 = 50 

K
IFF

 = 100

Figure 6.33: Effect of increasing feedback gain; IFF applied to joystick-rotation
around the y-axis

Examination of relative damping values

In order to examine the achieved relative damping levels, we will first consider
the case of relatively small feedback gain. From Fig. 6.32 we observe that for
KIFF = 50, the high-frequency asymptote Hhighasymp(ω) =

Kol
ω crosses the 0 dB line

at about 85 [Hz], i.e., at ω0 dB = 2π · 85 rad/s. This in turn implies that for this
setting: Kol = 2π · 85.
Let’s consider the case for KIFF = 10, i.e., Kol = 10

502π ·85 = 2π ·17. With (5.20)
and rule of thumb 7 we obtain the following value for the fraction of modal
strain energy:

ν ≈ ω2e − ω2a
ω2e

=
672 − 422
672

= 0.6 (6.8)

ζ =
Kolν

2ωe
=
2π · 17 · 0.6
2 · 2π · 67 = 0.077 = 7.7% (6.9)

Fig. 6.34 shows a comparison between the measured closed-loop response and
a modelled (single-mode) response, with pure and leaking IFF. According to
the model, leaking IFF with KIFF = 10 results in a relative damping level of
7.2%. As Fig. 6.34 reveals that the modelled responses closely approximate the
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Figure 6.34: Comparison of the measured response and the model (KIFF = 10)

measured response (especially the leaking-IFF model), we may conclude that
the obtained relative damping in practice indeed is about 7%.

Let’s in addition consider the case for maximum damping. As ωa
ωe
= 42
67 >

1
3 , we

may use rule of thumb 1 :

ζmax ≈ ωe − ωa
2ωa

=
67− 42
2 · 42 = 0.30 = 30% (6.10)

Fig. 6.35 shows a comparison between the measured closed-loop response and a
modelled (single-mode) response, again with pure and leaking IFF. According
to the model, leaking IFF with KIFF = 50 results in a relative damping level of
20%. As Fig. 6.35 reveals that the modelled responses for leaking IFF closely
approximates the measured closed-loop response, we may conclude that the
obtained relative damping in practice indeed is about 20%. Note once again that
the difference here between the predicted damping level and the true damping
level is due to the conservative choice for the IFF-pole.

6.2.7 Crosstalk-compensation applied to modal responses

In order to evaluate the influence of crosstalk-compensation in terms of ‘ap-
proximate’ modal responses, consider Fig. 6.36 which shows the ‘half’ and ‘full’
crosstalk-compensation levels for the decoupled response for joystick-rotation
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Figure 6.35: Comparison of the measured response and the model (KIFF = 50)

around the y-axis. It can be seen that ‘half’ crosstalk-compensation is expected
to yield an anti-resonance frequency at about 18 [Hz], whereas ‘full’ crosstalk-
compensation is expected to yield an anti-resonance frequency close to 0 [Hz].
A measurement of the compensated open-loop responses confirms these expec-
tation (see Fig. 6.37). Once again, the zeros for the compensated responses
appear to be in the right-half plane. For the ‘fully’ compensated response, the
zeros appear rather close to the origin, i.e., not alarmingly far in the right-half
plane.

The effect of modal crosstalk-compensation in terms of the cumulative PSD
(for comparable feedback gains) is shown in Fig. 6.38. Here it should be noted
that for ‘half’ crosstalk-compensation, the open-loop gain for maximum relative
damping in theory is given by (with rule of thumb 1 ):

Kζmax
ol = 2π · 67

√
67/28 = 651 (6.11)

From Fig. 6.37, we observe that the high-frequency gain of the decoupled re-
sponse (i.e., without controller) is about 10 (= 20 [dB]). This implies that the
theoretical IFF-gain yielding maximum relative damping is given by:

Kζmax
IFF = 650/10 = 65 (6.12)

For that reason, we compare the situations for KIFF = 50 (without crosstalk-
compensation) and KIFF = 60 (with crosstalk-compensation; accidentally the
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experiments have not been performed for a fixed value of the gain). From
Fig. 6.38 we clearly observe, similarly as in the case of locally applied IFF, the
beneficial effect of crosstalk-compensation.

In Fig. 6.39 we have shown the influence of an increasing gain for ‘full’ crosstalk-
compensation. As for this situation the anti-resonance is close to 0 [Hz], the
fraction of modal strain energy is about equal to 1. The calculation of the
theoretical open-loop gain that is needed to end up with relative damping 100%
(for pure IFF) may then be based on (5.20):

ζ =
Kolν

2ωe
⇒ Kol =

2ωeζ
ν

=
2 · 2π 67 · 1

1
= 842 (6.13)

As a consequence, the IFF-gain needed to achieve this, is given by KIFF =
842/10 ≈ 84. In order to have a more realistic prediction, based on leaking IFF
instead of pure IFF, we have constructed a model that closely approximates
the ‘fully’ compensated open-loop response for KIFF = 80 (model parameters:
resonance at 67 [Hz], relative damping 0.5%; two real zeros at 3 [Hz]: s = +2π·3;
IFF-pole at 20% of 67 [Hz] ≈ 13 [Hz]: s ≈ −2π · 13 ≈ 85; low-pass filter
resembling the time-delay, second-order filter with real poles at 800 [Hz]). The
comparison of the measured and the modelled response, for both open-loop and
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Figure 6.39: Performance joystick around y for ‘full’ crosstalk-compensation
level and varying IFF-gain
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closed-loop, is shown in Fig. 6.40. For the model thus constructed, the root-
locus is shown in Fig. 6.41, together with the closed-loop poles for the four gain
values that were considered in the cumulative PSD plot (Fig. 6.39).

The root-locus for the model and the cumulative PSD results in Fig. 6.39 appear
to be somewhat contradictory. From the measured cumulative PSD, it appears
that the higher the feedback gain, the better the joystick-mode is damped. Root-
locus analysis indicates that this can not be the case. Here we encounter the
problem of how to unambiguously interpret the cumulative PSD: a low level may
either indicate high damping, but it may also indicate low stiffness (effectively
isolation). Based on the root-locus analysis, we conclude that maximum relative
damping is obtained for a gain somewhere between 60 and 80. For relative
damping values that are that high (above 80%), we conclude that analysis of the
cumulative PSD based on absolute acceleration measurement is not appropriate
anymore.

6.2.8 Active damping for all decoupled modes

The PALM experiments have been concluded with a set of measurements in
which we performed active damping for all individual targeted modes, with
‘full’ crosstalk-compensation. Similarly as described in the previous sections for
the y-joystick mode, for each mode the IFF-gain for maximum damping has
been determined. For each mode then, the gain was subsequently set at 25%,
50% and 100% of this value. The results are shown in Fig. 6.42. During these
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Figure 6.41: Root-locus for leaking IFF applied to the model based on the open-
loop response for ‘fully’ compensated joystick-rotation around the y-axis
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Figure 6.42: Examination of IFF applied to the ‘fully’ compensated responses
for all suspension modes of the lens for various gain settings

measurements, the IFF-poles and high-pass filters were set at the maximum
values according to rules of thumb 4and 6.

Comparison of these final results with the results for local IFF applied to (‘half’)
compensated responses, leads to the following conclusions.

• For each mode the gain could be tuned individually; this implies that the
gains for the higher-modes can be further increased than in the local case.
In the PSD plots this can be seen as a decreased contribution of the modes
between 100 and 200 Hz (among which the pendulum modes).

• For modal control, it was possible to appropriately match the IFF pole to
each modal frequency; as a consequence, the low-frequency behaviour can
be better than for local control.

• The improvement in performance of decoupling with respect to local damp-
ing however is marginal; the main benefit of modal decoupling is in the
gained insight with respect to the attainable damping, and the fact that
the straightforward rules of thumb may be readily applied
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6.3 Review

In the present chapter we have shown that active damping based on the Smart
Disc concept, as described in sections 5.2 to 5.7, can readily be implemented in
a straightforward manner.

The Smart Lens Support experiments have served more or less as ‘proof-of-
concept’ experiments, demonstrating the feasibility of Smart Disc-based active
damping. These experiments also revealed that the gained damping in a high-
precision machine may well outweigh the loss of overall stiffness that is inherent
in the Smart Disc concept.

The Piezo Active Lens Mount experiments have been used to examine the IFF-
controller design procedure that was developed in chapter 5 (a summary of
which can be found in appendix D). The rules of thumb have proven to be
convenient tools in designing for a specific damping level. In addition, the
benefits of crosstalk-compensation were pointed out. Decoupling has proven to
yield gained insight in the controller design problem, and it enabled tuning of
independent SISO-like controllers for individual vibration modes. Care has to
be taken, however, that the effective transduction ratios of all actuators and all
sensors are equal.

The main problem in the experiments has appeared to be, rather than the tuning
procedure itself, evaluation (and correct measurement) of the true response
quantity of interest. Tuning has been performed continuously in the awareness
of the ‘stiffness-versus-damping trade-off’ that is inherent in IFF-control. The
true optimal controller settings, for the case of the wafer stepper, should be
examined from the final imaging performance. Such experiments, however, have
not been performed.
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Chapter 7

Review and conclusions

In this thesis we have investigated the design and use of active structural
elements for vibration control of high-precision machines. We have considered
active structural elements consisting of a piezoelectric position actuator and
a piezoelectric force sensor, and referred to these as ‘Smart Discs’. The idea
of using a position actuator and a force sensor for improving the dynamic be-
haviour of a high-precision machine, has been referred to in this thesis as the
‘Smart Disc concept’.

We have dealt with three main questions.

1. When to use a Smart Disc?

2. How to design a Smart Disc?

3. How to use a Smart Disc?

The answers to these questions will be reviewed in section 7.1 to 7.3. Through-
out the thesis, a wafer stepper has served as an example of a high-precision
machine. The experiments that have been performed, with Smart Discs in the
lens suspension of the wafer stepper, will be reviewed in section 7.4. In section
7.5 and 7.6 we will finally present some comments on the entire Smart Disc
project, and summarise the main conclusions.

7.1 When to use a Smart Disc?

Chapter 1

In the introduction of this thesis, we have pointed out that optimisation of the
dynamic behaviour of high-precision machines should be aimed at:

233



234 CHAPTER 7. REVIEW AND CONCLUSIONS

1. maximisation of the dominant resonance frequencies;

2. realisation of sufficient damping.

The first goal can be achieved along the well-known design principle concern-
ing stiffness management : the stiffness should be maximised, whereas the mass
should be kept as low as possible. The second goal is often not explicitly aimed
for in the design of high-precision machines. Due to the difficulties in designing
passive damping mechanisms that do not endanger accuracy, damping manage-
ment is not yet a mature design principle. As a consequence, high-precision
machines are typically badly damped.

Chapter 2

The lack of damping within high-precision machines has two consequences for
active vibration control.

1. As passive means have proven inadequate, active vibration control may
be used to increase the damping.

2. Active vibration control that is not explicitly aimed at an increase of the
damping, has a large risk of destabilisation of unmodelled vibration modes.

Active damping in lightly damped structures can be achieved robustly by closing
feedback loops between collocated actuator-sensor-pairs. Active damping, im-
plemented as such, can in theory not destabilise unmodelled vibration modes.
As the position actuator and the force sensor in a Smart Disc happen to be
collocated, the Smart Disc concept is suitable for implementing active damping.

Active damping based on collocated actuator-sensor-pairs is a special case of
Intrinsically Passive Control (IPC). By means of IPC it is possible to actively
implement the behaviour of a passive mechanical structure, which may be one of
the basic passive elements (a damper, a stiffness, or a mass), or any combination
of these elements.

In the Smart Disc concept, the actively implemented passive mechanical struc-
ture appears in series with the stiffness associated with the actuator and the
sensor. IPC applied to a Smart Disc thus effectively results in a loss of stiffness.
The Smart Disc concept thus is suitable not only for active damping, but also
for active vibration isolation.

Active stiffness enhancement (section 5.8) by means of the Smart Disc concept
may in theory be realised by implementing a negative stiffness, which is exactly
the opposite of IPC. Active control that is aimed at dynamic stiffness enhance-
ment in practice results in closed-loop instability (destabilisation of unmodelled
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vibration modes), because of the phase lag due to bandwidth limitations of the
electronics. In practice, only quasi-static active stiffness enhancement can be
realised, i.e., up to frequencies below 10% of the first vibration mode. The
practical value of active stiffness enhancement based on the Smart Disc concept
therefore is limited.

The answer to the first question (When to use a Smart Disc?) thus may be
summarised as follows.

In case conventional vibration control methods (like reduction at the
source, passive damping, or passive isolation) have proven inappro-
priate, the Smart Disc concept is an excellent means to implement
active damping or active vibration isolation within a mechanical
structure.

In this thesis we have concentrated on active damping based on the Smart Disc
concept.

7.2 How to design a Smart Disc?

Chapter 3

The kinematically correct design of a Smart Disc for a particular application
depends to a large extent on the requirements for the overall mechanical struc-
ture of the high-precision machine. For that reason it is not possible to come
up with an ‘ultimate’, general applicable Smart Disc design. In this thesis, we
have rather provided some design guidelines with respect to the general require-
ments for enabling proper Smart Disc control. In addition, we have described
the mechanical design of two Smart Disc-prototypes that have been used for the
wafer stepper experiments: the Smart Lens Support (SLS), and its successor,
the Piezo Active Lens Mount (PALM).

The position actuator and the force sensor in the SLS and the PALM have been
based on piezoelectric material used in so-called d33-operation, which has proven
appropriate. The sensor has been placed on top (in the direction of operation)
of the actuator. The resulting structural element has been referred to in this
thesis as an actuator-sensor-stack. In order to ensure kinematically correct
mechanical loading of an actuator-sensor-stack, for the SLS and the PALM use
has been made of flexure hinges in the mechanical interface around the actuator-
sensor-stack. The structural elements in which the actuator-sensor-stacks are
incorporated, have therefore been referred to in this thesis as flexure blocks.

In order to answer the second question (How to design a Smart Disc?), in chapter
3 we have formulated six requirements and accompanying design guidelines.



236 CHAPTER 7. REVIEW AND CONCLUSIONS

1. The overall stiffness should be maximised and the overall strength should
be sufficient.

As the use of flexure hinges negatively affects the overall stiffness, this
requirement implies a trade-off: correct mechanical loading versus overall
stiffness. This trade-off has turned out to be the main problem in the
mechanical design of the SLS and the PALM.

2. The actuator-sensor-stack needs a compressive mechanical preload.

As a rule of thumb, the stiffness of the preload element should be kept
lower than 10% of the stiffness of the actuator-sensor stack.

3. The actuator-sensor-stack and the flexure block should be joined together
in an appropriate manner.

In order to prevent incorrect loading of an actuator-sensor-stack, it may
be necessary to compensate for a lack of parallelism, or other inequalities,
in the surfaces that need to be joined together. For that reason, for the
SLS and the PALM, use has been made of adhesive joints. Once again
we observe a trade-off: a soft glue layer prevents high local stresses, but
negatively affects the overall stiffness.

4. The position actuator should have sufficient stroke and should be accom-
panied by appropriate electronics.

With respect to the stroke of the actuator: the larger the required stroke,
the larger the required actuator height, which negatively affects the overall
stiffness.
With respect to the electronics: whereas charge control is advantageous
for positioning accuracy, voltage control has proven appropriate for active
damping purposes.

5. The force sensor should be sufficiently sensitive and should be accompanied
by appropriate electronics.

The dimensions of a force sensor do not affect the sensitivity. The thickness
of the sensor should just be chosen as small as possible, both from a
mechanical point of view (high stiffness) and from an electrical point of
view (high capacitance).
With respect to the electronics: in order not to have the cables influencing
the measurement, use should be made of a charge amplifier instead of a
voltage amplifier.

6. The overall crosstalk (from the input for the actuator electronics to the
output from the sensor electronics) should be minimised.

The overall crosstalk consists of three terms:

• internal mechanical crosstalk, due to lateral deformation of the actu-
ator-sensor-stack;

• external mechanical crosstalk, due to an elastic preload element;
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• electrical crosstalk, due to bad electronic design.
Electrical crosstalk should be ruled out by proper electronic design. The
design of the mechanical preload and the actuator-sensor-stack should
then be aimed at minimisation of the mechanical crosstalk.

7.3 How to use a Smart Disc?

Chapter 4

Before performing Smart Disc control, it is important to understand the inter-
action between a Smart Disc and the individual vibration modes of the overall
mechanical structure. The interaction is reflected in the Smart Disc frequency
response, i.e., the response from a position actuator to a collocated force sen-
sor. It is built up of (dynamic) contributions of all vibration modes and a
(static) crosstalk term. Each modal contribution is characterised by a reso-
nance frequency (determined by the modal mass and the modal stiffness) and
a high-frequency level (determined by the modal stiffness and a certain weight,
which has been referred to in this thesis as the ‘influence factor’).

Due to the collocation in the Smart Disc concept, all modal contributions add up
in such a way that the resulting frequency response exhibits an alternating pole-
zero pattern: in-between two resonance frequencies, exactly one anti-resonance
appears. The static crosstalk term has large influence on the location of the
anti-resonances of the Smart Disc response: for increasing crosstalk, the zeros
migrate towards the poles.

In order to visualise the contribution of each individual mode to the Smart
Disc frequency response, in chapter 4 we have put forward the so-called Smart
Disc lever as a convenient graphical representation, based on the Ideal Physical
Model notation. It relates the Smart Disc, as a local concept, to the vibration
modes, in terms of the modal mass, the modal stiffness and the influence factor.

Instead of using two separate piezoelectric elements to obtain Smart Disc-
functionality, it is also possible to use a single piezoelectric element for position
actuation as well as for force sensing (a so-called ‘self-sensing actuator’; SSA).
An SSA, however, suffers from a large amount of (electrical) crosstalk, stem-
ming from the capacitance of the piezoelectric element. As a consequence, the
anti-resonance frequencies of the frequency response for an SSA are nearly the
same as the resonance frequencies.

Chapter 5

Active damping based on the Smart Disc concept can be robustly implemented
by means of a (leaking) integrator in the feedback loop. This is referred to
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as (leaking) Integral Force Feedback (IFF). Upon an increase of the IFF-gain,
the damping initially increases, up to a certain point after which the damping
decreases again. The initial damping increase holds for all vibration modes
(robust stability), due to the alternating pole-zero pattern of the Smart Disc
response.

The amount of damping that can be achieved for a particular mode is determined
by the location of the nearest anti-resonance frequency. In terms of the root-
locus: the further away the nearest zero from a pole, the better that particular
mode can be damped.

The IFF-gain for which a vibration mode is damped maximally, is different for
each vibration mode. The main practical limitation of IFF stems from phase
lag due to the limited bandwidth of the Smart Disc electronics, and may cause
high-frequency vibration modes to turn unstable for high values of the IFF-gain.

A negative side-effect of an increasing IFF-gain is the decrease of the effec-
tive stiffness. As within a high-precision machine we aim for maximum stiff-
ness in combination with sufficient damping, the application of IFF results in
a stiffness-versus-damping trade-off. Appropriate balancing of this trade-off
depends on the particular situation at hand (vibration source characteristics,
performance requirements), and is the most difficult task in realising IFF-based
active damping.

Leaking IFF in its simplest form requires only two parameters to be tuned:
the gain, and the location of the pole of the leaking integrator. Similar as for
the gain, choosing an appropriate pole implies balancing between stiffness and
damping: a large value for the pole is beneficial for the stiffness, but nega-
tively affects the achievable damping. As an additional requirement, the pole
should be chosen sufficiently large in order to prevent saturation of the actuator
(electronics).

In order to answer the third question (How to use a Smart Disc?), in chapter
5 we have provided nine rules of thumb for tuning an IFF-controller (appendix
D). These rules of thumb apply if the Smart Disc response is dominated by a
single vibration mode. The only information that is required is the dominant
resonance frequency, the dominant anti-resonance frequency, and the magnitude
of the Smart Disc response.

Before applying leaking IFF, it may be necessary to perform crosstalk-compen-
sation. This is an active means to shift the zeros away from the poles, so as to
improve the controllability, and thus the achievable damping. Perfect crosstalk-
compensation is in practice impossible, due to hysteresis and non-linearity in
the piezoelectric behaviour.

An appropriate measure for the controllability of a particular mode from a
specific Smart Disc location, is the so-called normalised fraction of modal strain
energy (5.22). It can be used to compare the controllability of a vibration mode
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from various possible Smart Disc locations, and it can be used to compare the
controllability of various vibration modes from one and the same Smart Disc
location. For relatively small values of the IFF-gain, the normalised fraction of
modal strain energy can be used to predict the relative damping for a particular
vibration mode.

In case multiple Smart Discs are used to damp multiple vibration modes, the
rules of thumb that have been developed for a single Smart Disc, can be applied
after decoupling. IFF applied to decoupled control loops is robustly stable;
its stability does not depend on the accuracy of the model (with respect to
the structural dynamics). The main advantage of decoupled IFF-control is not
that much in the improved performance, but rather in the gained insight in
the control problem (achievable damping levels, required feedback gains). An
important requirement for robustly stable decoupled IFF is that all actuators
and all sensors should have the same gains (from voltage to position, respectively
from force to voltage).

For the sake of completeness, in chapter 5 we have compared active damping,
based on the Smart Disc concept, with passive damping based on piezoelectric
elements. We have shown that resistive shunting of a piezoelectric element is
comparable with applying IFF to a self-sensing actuator (SSA). As an SSA is
known to suffer from a huge amount of crosstalk, the damping that can be
realised by resistive shunting is rather poor (at most 0.5%). By means of ac-
tive control, the crosstalk can be compensated for (at least to a large extent),
and achievable damping values may be increased considerably. However, as
crosstalk-compensation is never perfect, the use of a separate actuator and sen-
sor is preferred above a self-sensing actuator.

7.4 Experiments

Chapter 6

In order to evaluate active damping based on the Smart Disc concept in practice,
the frame of an ASML PAS5500 wafer stepper has been modified, so as to enable
experiments with the prototype Smart Discs that have been developed. Two
sets of active damping experiments have been performed on the lens suspension
of the test set-up.

SLS-experiments
The first set of experiments has been performed with the so-called Smart Lens
Supports (SLS’s). The main purpose of the SLS-experiments has been to eval-
uate the feasibility of active damping based on the Smart Disc concept. Focus
has been on the difference between the conventional lens suspension and the
active lens suspension.
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The design of the SLS has been aimed at damping of the joystick modes of the
lens of the wafer stepper. After insertion of the SLS’s, the resonance frequencies
of the joystick modes decreased to 87% of the original level, from which it can be
deduced that the effective stiffness associated with these modes had decreased
to 76% of the original level. The relative damping had increased from 0.2% to
0.5% (for the passive SLS’s).

As the Smart Disc response for the SLS’s suffered from a large amount of (nega-
tive) crosstalk, it was necessary to perform crosstalk-compensation. By applying
leaking IFF to each compensated Smart Disc response, the damping for the vi-
bration modes could be increased to 16%. The maximum achievable damping
was limited by instability of high-frequency vibration modes, due to the phase
lag that was induced by the anti-aliasing filter.

Experiments with a (band-limited) white-noise disturbance source revealed that
the joystick-motion of the lens, upon application of IFF, had decreased to 14%
of the original level. The main conclusion that can be drawn from the SLS-
experiments is that, despite the fact that the effective stiffness had decreased,
active damping based on the Smart Disc concept indeed can improve the dy-
namic behaviour, and in turn the accuracy of a high-precision machine.

In the design of the SLS, the pendulum modes of the lens had not been taken
into account. The resonance frequencies of the pendulum modes decreased to
67% of the original level, which corresponds with an effective stiffness decrease
to 45%. Similar as for the joystick modes, the relative damping increased from
0.2% to 0.5% (for the passive SLS). However, the active damping performance
for the pendulum modes was rather low (only 1%), as a consequence of the poor
controllability of these modes.

PALM-experiments
The Piezo Active Lens Mount (PALM) is the successor of the SLS. In the PALM
design, the two main shortcomings of the SLS have been addressed: the mechan-
ical crosstalk has been minimised, and a second active degree of freedom (DOF)
has been added, such that the pendulum modes could be damped as well. The
PALM design has proven appropriate for controlling all (six) suspension modes
of the lens.

The second active DOF in the PALM has been enabled by the use of additional
flexure hinges in the flexure block. A negative consequence of this has been that
the stiffness of the PALM turned out to be disappointingly low. In comparison
with the SLS-supported lens, the resonance frequencies of the joystick modes
had lowered from 87% to 64% of the original level, corresponding to an effective
stiffness decrease from 76% to 41%. The resonance frequencies of the pendulum
modes were similar as for the SLS.

The PALM-experiments have been used to develop and evaluate guidelines for
Smart Disc controller design, with respect to the rules of thumb for tuning the
IFF-parameters, and with respect to crosstalk-compensation and decoupling.
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The main conclusions that can be drawn from the PALM-experiments are as
follows.

1. The rules of thumb of chapter 5 indeed enable straightforward tuning of
an IFF-controller.

2. Crosstalk-compensation indeed enables an increase of the achievable damp-
ing.

3. Decoupling indeed yields better insight into the control problem, and in
the achievable performance. Stability of decoupled IFF can readily be
ensured by equalising all actuator gains and all sensor gains.

For evaluation of the performance, during the PALM-experiments use has been
made of a single accelerometer. Though this measurement method provides
sufficient information for small damping values, it has not been adequate for
determining the maximum amount of damping that has been achieved. Nev-
ertheless, comparison of measured Smart Disc frequency responses with theory
(both open-loop and closed-loop), has shown that the relative damping that has
been achieved, has been as high as 80%. The expected improvement of the final
machine accuracy, i.e., the imaging performance of the wafer stepper, has not
been measured.

7.5 Smart Disc project considerations

In the introduction of this thesis, it was stated that, at the start of the research
project, a Smart Disc was envisioned as a fully integrated structural element.
In this thesis, however, we did not address spatial integration of the electronics.
In order to achieve full integration, two problems have to be solved:

1. miniaturisation of the electronics, as there is always a lack of space;

2. minimisation of the heat generated by the electronics.

However, even if these problems have been solved, the question remains whether
it is desirable to put the electronics close to the actuator-sensor-stack. Because
of the thermal management design principle within high-precision machines,
in general any source of heat should be kept away from sensitive parts of the
machine.

In the introduction of this thesis, we also touched upon the concept of smart-
ness. Having emphasised, in chapters 5 and 6, the simplicity of an IFF-based
control law, one might suggest that a Smart Disc could be easily programmed
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to expose some smartness, in the sense of a self-tuning procedure. Nevertheless,
we feel that, after having put a lot of effort (especially) in the mechanical de-
sign of a Smart Disc, one would not be satisfied with a controller that performs
‘rather well’. In the context of high-precision machines, it is more likely that
additional performance measurements would be used, in order to determine the
exact optimal Smart Disc controller settings. In terms of the wafer stepper,
optimal Smart Disc tuning would require imaging performance measurements.

7.6 Conclusions

The main conclusions from the research described in this thesis, are as follows.

• Maximisation of the stiffness within high-precision machines is no longer
a sufficient design principle; the stiffness should be maximised under the
condition of sufficient damping.

• The Smart Disc concept serves as an appropriate tool for performing
damping management, so as to improve the accuracy of high-precision ma-
chines. From the viewpoint of stiffness management, the loss of stiffness
of the mechanical structure, which is inherent in the Smart Disc concept,
should be kept minimal.

• Active control that is aimed at dynamic stiffness enhancement in practice
results in closed-loop instability (destabilisation of unmodelled vibration
modes), because of the phase lag that is due to the bandwidth limitations
of the electronics. In practice, only quasi-static active stiffness enhance-
ment can be realised by means of the Smart Disc concept.

• There is no such thing as an ‘ultimate’, generally applicable Smart Disc
design, because the incorporation of Smart Disc-functionality is closely
related to the kinematic design principle that should be obeyed for the
overall mechanical structure of a high-precision machine. As such, the
design of a Smart Disc for a particular application needs to be considered
in relation to all other principles that are used in the design of a high-
precision machine.

• The performance of Smart Disc-based active damping depends on the
quality of the model of the mechanical structure to be controlled (in terms
of the resonance frequencies, the corresponding mode shapes, and the in-
teraction with the Smart Discs). The main virtue of active damping based
on so-called Intrisically Passive Control (in particular: Integral Force Feed-
back) is stability robustness: stability does not depend on the accuracy of
the model parameters.
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• When incorporating Smart Disc-functionality in a high-precision machine,
the following issues need to be addressed. First an appropriate location
has to be chosen for the Smart Disc(s). At this stage, the Smart Disc
lever representation together with the concept of the normalised fraction
of strain energy may serve as a convenient analysis tools. Secondly, the
mechanical structure around the actuator and the sensor should be de-
signed kinematically correct. Thirdly, the amount of crosstalk from the
actuator to the sensor within the Smart Disc should be minimised.

Once these design steps have been taken successfully, the implementation
of active damping is a relatively straightforward task, because the purpose
of all controller design steps (decoupling, crosstalk-compensation, using
the rules of thumb) can easily be understood. In this thesis we have shown
that, in case the hardware has been designed correctly, relative damping
levels as high as 80% may be realised.
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Appendix A

Smart structures and
materials

In chapter 1 of this thesis, a Smart Disc is introduced as a stand-alone active
structural element that should perform vibration control within high-precision
machines. A Smart Disc, described as such, may be considered a ‘smart struc-
ture’. Furthermore, the Smart Disc-prototypes presented in this thesis comprise
piezoelectric actuators and sensors. Piezoelectric materials (see appendix B) are
sometimes referred to as ‘smart materials’.

We will not attempt to give a definition of a ‘smart’ structure, but rather state
that the term ‘smart’ is often used to indicate some learning, adaptive, or self-
tuning mechanism. A structure can not be truly smart (Culshaw 1996):

The ‘smartness’ ascribed to a structure is not a property of the struc-
ture itself; it rather reflects the intelligence of the designer.

The use of the term ‘smart material’ may also be doubted. We would rather
like to refer to piezoelectric material as a special kind of structural material,
enabling the use as a transducer: piezoelectrics can be used both as actuator
and as sensor, i.e., enabling to change the behaviour of mechanical structure in
which the material is embedded, and enabling to monitor the behaviour. The
combined use of a piezoelectric actuator and sensor, coupled by a controller,
may lead to a mechanical structure with certain desired properties, that could
not (or difficult) have been realised by conventional structural materials.

An actuator based on piezoelectric material is often referred to as a solid-state
actuator. Other materials with similar functionality are electrostrictives, mag-
netostrictives, and shape-memory alloys. An other material that can be utilised
smartly, is viscoelastic material.
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Electrostrictives are materials exhibiting a huge amount of electrostiction. Elec-
trostriction is a phenomenon which is present very weakly in any material. All
materials, whether amorphous or crystalline, become strained upon application
of an electric field. The strain varies quadratically with the applied field and
is in general rather small. In materials of high dielectric constant, especially
in ferroelectrics, electrostriction can be of sufficient magnitude in order to be
used as actuator (Anderson, Moore, Fanson & Ealey 1990, PI Tutorial 2000).
While piezoelectric elements can be used as sensors and as actuators, the use
of electrostrictives is often restricted to the actuation function. However, an
applied electric field (non-zero bias) may induce piezoelectric behaviour in elec-
trostrictives, enabling use as sensors (Jaffe, Cook & Jaffe 1971).

Magnetostriction is a phenomenon which is present in most crystalline ferromag-
netic materials. Analog to electrostrictives, magnetostrictives become strained
upon application of a magnetic field, the strain varying quadratically with the
applied field. Magnetostrictives are most often used as actuators (Schäfer 1995).
However, again analog to electrostrictives, an applied magnetic field (non-zero
bias) may induce so-called ‘piezomagnetic’ behaviour in magnetostrictives, en-
abling use as sensors. Contrary to piezoelectricity, which may but does not
necessarily need to be induced, piezomagnetic phenomena do need to be in-
duced (Ikeda 1990).

Shape memory alloys (SMA) are metals that may be easily deformed below
a certain critical temperature, but not at higher temperatures. Consequently
when such an alloy is heated, after having been deformed at low temperature,
it will revert back to its original shape. In the process of returning to the
‘memorised’ shape, the alloy can generate a large force. Shape memory alloys
are used for actuation only (Schmidt-Mende 1995). Besides alloys, also shape
memory polymeric composites are known. Because of the need for a thermal
drive, the use of shape memory materials is restricted to low frequencies (below
5 Hz) and low precision applications (Shakeri, Noori & Hou 1995, Bent 1997).

Viscoelastic materials are usually not referred to as ‘smart’ materials. Vis-
coelastic materials differ from the above-mentioned materials in the sense that
there is nothing ‘active’ about viscoelastic materials. Nevertheless, viscoelastic
materials posses properties that may be utilised ‘smartly’. The stress-strain
behaviour of viscoelastic materials is not entirely elastic. It is also partly vis-
cous or ‘liquid-like’: in response to an applied stress, part of the deformation is
delayed or dependent on time. The viscous part of the stress-strain behaviour
introduces a reasonable amount of damping in the material, and as such vis-
coelastic materials may be used to add damping to lightly damped structures
(Callister Jr. 1994, Maly, Pendleton, Salmanoff, Blount & Matthews 1999).

The latter example has been included in this appendix mainly to illustrate the
fact that ‘smart’ does not necessarily coincide with ‘active’.
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Piezoelectricity

Piezoelectricity is the ability of certain crystalline materials to convert mechan-
ical energy into electric energy and vice versa. The direct piezoelectric effect
is that these materials, when subjected to mechanical stress, generate an elec-
tric charge proportional to that stress. The inverse piezoelectric effect is that
the same materials become strained when an electric field is applied, the strain
again being proportional to the applied field. Piezoelectric sensors exploit the
direct effect, whereas piezoelectric actuators rely on the inverse effect.

The purpose of this appendix is to present the basic equations for modelling
piezoelectric materials and piezoelectric elements (sections B.1 and B.2), and to
explain the nature of the non-linearity in the behaviour of piezoelectric ceramics
(section B.3).

B.1 Piezoelectric material parameters

In this section we will introduce various parameters that are used to describe
the (linear) behaviour of piezoelectric materials (Waanders 1991). To that end,
we first consider the relation between the electric displacement �D [C/m2] (the
electric charge per unit area) and the electric field �E [V/m] in free space:

�D = ε0 �E (B.1)

where ε0 [F/m] is the (absolute) permittivity (or dielectric constant) of free
space. For a so-called linear dielectric medium, the application of an electric field
causes the generation of electric dipoles within the material. This redistribution
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of bound charges within the material, on a macroscopic level, is referred to as
polarisation:

�P = ε0χe �E [C/m2] (B.2)

where χe [–] is called the electric susceptibility (Cheng 1989).

The electric displacement (corresponding to the free charges) for such a material
is given by:

�D = ε0 �E + �P = ε0 �E + ε0χe �E = ε0εr �E (B.3)

where εr = 1 + χe [–] is the relative permittivity of the material.

In section B.3 we will come back to the issue of polarisation. In the present sec-
tion, we will merely use the following relation to describe the electric behaviour
of an unstressed dielectric material:

�D = ε �E (B.4)

where ε = ε0εr is the absolute permittivity of the material.

The mechanical, elastic behaviour of a dielectric material, placed in a zero elec-
tric field, is given by the following relation between the strain �S [–] and the
stress �T [N/m2]:

�S = s�T (B.5)

where s[m2/N] is the compliance of the material (its inverse E = s−1 is referred
to as the modulus of elasticity or the Young’s modulus).

For piezoelectric materials, the electrical and mechanical constitutive equations,
(B.4) and (B.5), are coupled:

(
�S
�D

)
=

[
sE dT

d εT

] (
�T
�E

)
(B.6)

with:

• d [C/N] (= [m/V]): the piezoelectric charge constant, which relates

- the strain �S to the electric field �E, in the absence of mechanical stress
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- the electric displacement �D to the stress �T , in a zero electric field

• sE : the compliance for constant electric field �E

• εT : the permittivity under constant stress �T

In order to correctly describe the behaviour of a three-dimensional piezoelectric
body, the above parameters should be regarded as tensor quantities. The strain
�S and the stress �T are vectors consisting of six elements, the first three elements
denoting the normal deformation along the x-, y-, and z-axis, and the second
three elements denoting the shear deformation around the x-, y-, and z-axis
(Fig. B.1). The electric displacement �D and electric field �E are vectors consisting
of three elements, associated with the (normal) x-, y-, and z-axis. The complete
description of the electric, elastic, and piezoelectric behaviour then reads:
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(B.7)

For the Smart Disc-prototypes described in this thesis, we use the piezoelectric
material in d33-operation (for piezoelectric ceramics, the ‘3’-direction refers to
the direction of polarisation; see section B.3), which implies that:

• for both the actuator and the sensor, the electrodes are perpendicular to
the poling axis;

• for the position actuator we are interested in the expansion along the
poling axis;

• for the force sensor we are interested in the stress along the poling axis.

z
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6

poling axis

Figure B.1: Designation of the axes and directions of deformation
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We will therefore restrict the analysis of (B.7) to the elements S3, T3, D3, and
E3.

For the piezoelectric materials used, the coupling between the normal and the
shear directions is assumed to be negligible. Furthermore rotational symmetry
around the poling axis is assumed, which implies for the piezoelectricity tensor:

d31 = d32 (B.8)

The influence of this parameter is not negligible, since deformation along the
poling axis inherently results, via Poisson’s ratio ν,in a lateral deformation:

d31 = d32 = −ν d33 (B.9)

For piezoelectric ceramics, Poisson’s ratio typically is 0.45 (PI Ceramics 2000).

Restriction of the analysis to the ‘3’-direction yields, in comparison with (B.7),
a significant simplification:

(
S3
D3

) [
sE33 d33
d33 εT33

](
T3
E3

)
(B.10)

In case the electric displacement D3, rather than the electric field E3, is used
as an independent variable, the above equation may be rewritten to:

(
S3
E3

)[
sD33 g33
−g33 (εT33)

−1

](
T3
D3

)
(B.11)

with:

• g33 [Vm/N] (= [m2/C]): the piezoelectric voltage constant:

g33 =
d33
εT33

(B.12)

• sD33 [m
2/N]: the compliance under conditions of constant electric displace-

ment:

sD33 = sE33 −
d233
εT33

= sE33

(
1− d233

sE33ε
T
33

)
(B.13)
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In (B.13) we observe the expression for the coupling coefficient k33 of the piezo-
electric material (in d33-operation):

k233 =
d233

sE33ε
T
33

(B.14)

Similarly as for the compliance, which should be defined for either constant
electric field (sE33) or constant electric displacement (s

D
33), the permittivity can

be defined for either constant stress (εT33) or constant strain (ε
S
33). The relation

between εS33 and ε
T
33 is once again determined by the coupling coefficient:

εS33 = εT33(1− k233) (B.15)

From the above relations, we can derive the following expressions for the cou-
pling coefficient:

k233 =
εT33 − εS33

εT33
(B.16)

k233 =
sE33 − sD33

sE33
(B.17)

Energy-based interpretation of the coupling coefficient

Multiplication of (B.16) by 1
2E

2
3 demonstrates that the square of the coupling

coefficient can be expressed as a quotient of energy densities:

k233 =
1
2ε

T
33E

2
3 − 1

2ε
S
33E

2
3

1
2ε

T
33E

2
3

(B.18)

Here 1
2ε

T
33E

2
3 represents the stored energy density upon electric charging, for

an unstressed piezoelectric material (�T = 0). The term 1
2ε

S
33E

2
3 represents the

energy density that is recovered upon electric discharging when the body is
constrained (�S = 0). The difference between these two terms (the numerator)
equals the stored, converted, mechanical energy.

Similarly, multiplication of (B.17) by 1
2T

2
3 also yields an expression for the cou-

pling coefficient in terms of energy densities:

k233 =
1
2s

E
33T

2
3 − 1

2s
D
33T

2
3

1
2s

E
33T

2
3

(B.19)
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Here 1
2s

E
33T

2
3 represents the stored energy density upon mechanical loading,

for a piezoelectric material in zero electric field ( �E = 0). The term 1
2s

D
33T

2
3

represents the energy density that is recovered upon mechanical unloading of
the piezoelectric material under conditions of constant electric displacement
( �D = 0). The difference between these two terms (the numerator) equals the
stored, converted, electrical energy.

Though a high value of k33 is desirable for efficient transduction, k233 should not
be regarded as an ‘ordinary’ measure of efficiency, since the unconverted energy
may be reused upon recovery, and is not necessarily dissipated (Waanders 1991).

B.2 Modelling a piezoelectric element

Whereas in the former section we dealt with a linear description for piezoelectric
material in general, in this section we will describe a piezoelectric element with
thickness h [m] and cross-section A [m2]. The piezoelectric behaviour may then
be written in terms of:

• the tensional force applied to the element, along the poling axis: F = AT3;

• the expansion of the element, along the poling axis: x = hS3;

• the voltage applied to the electrodes: U = hE3;

• the charge at the electrodes: q = AD3.

We may then rewrite (B.10) and (B.11) to:

(
x
q

)[
(kU )−1 d

d CF
el

](
F
U

)
(B.20)

respectively:

(
x
U

)
=

[
(kq)−1 g
−g (CF

el )
−1

](
F
q

)
(B.21)

with:

• kU [N/m]: the stiffness of the element, for constant voltage:

kU =
A

hsE33
(B.22)
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• kq [N/m]: stiffness at constant charge:

kq =
A

hsD33
=

kU

1− k233
(B.23)

• CF
el [F] (= [C/V]): the capacitance of the element, for constant force:

CF
el =

AεT33
h

(B.24)

• d [C/N] (= [m/V]): the piezoelectric charge constant for the element:

d = d33 (B.25)

• g [V/N] (= [m/C]): the piezoelectric voltage constant for the element:

g =
h g33
A

=
d

CF
el

(B.26)

Note that, in contrast to the piezoelectric charge constant d, the piezoelectric
voltage constant g is not a material parameter, as its value does depend on the
geometric dimensions of the piezoelectric element.

The coupling coefficient can be determined directly from the physical parameters
describing the piezoelectric element:

k233 =
d2

(kU )−1CF
el

=
d2kU

CF
el

(B.27)

k233 =
kq − kU

kq
(B.28)

k233 =
CF
el − Cx

el

CF
el

(B.29)

with Cx
el the capacitance of the blocked, or constrained, piezoelectric element:

Cx
el =

AεS33
h

= CF
el (1− k233) (B.30)

In this respect, it is interesting to touch upon the similarity between (B.28) and
the fraction of modal strain energy, as introduced in section 5.4.2 of this thesis
(5.20) (see also (C.6)).
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Voltage control, charge measurement

Of the above equations, (B.20) may be used to describe both a voltage-controlled
position actuator (Fig. B.2a) and a charge-generating force sensor (Fig. B.2b).

Fig. B.2a illustrates that the ‘true’ elongation x of a piezoelectric element is
built up of a piezoelectric component xp = dU and a component related to
the ‘ordinary’ mechanical behaviour, depending on the force acting upon the
actuator (reflected by the spring). Only in case the element is unloaded (F = 0),
the external elongation is equal to the desired piezoelectric displacement.

Fig. B.2b illustrates the use of the same element as a charge-generating force
sensor. In order to illustrate the fact that the voltage across the element serves
as the independent electric variable, it is kept at zero, which is symbolised by
short-circuiting of the electrodes. The mechanical part of Fig. B.2b illustrates
that the application of a force to a piezoelectric element results in both a me-
chanical displacement (reflected by the spring) and a displacement of the charge
within the piezoelectric element: qp. Measurement of the generated charge is
symbolised by the combination of the integrator and the ampere-meter, which
measures the current through the short-circuit:

i =
d
dt
qp (B.31)

In section 3.6.2 it is shown how charge measurement is implemented in practice.

Charge control, voltage measurement

Of the previously derived equations, (B.21) may be used to describe both a
charge-controlled position actuator (Fig. B.3a) and a voltage-generating force
sensor (Fig. B.3b).
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Figure B.2: Piezoelectric element used as (a) voltage-controlled position actu-
ator (b) charge-generating force sensor (the + at the piezoelectric capacitance
indicates the positive electrode)
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In comparison with Fig. B.2a, the voltage source in the actuator model has
been replaced by a current source in Fig. B.3a, by which the charge upon the
electrodes

q =
∫
idt (B.32)

can be controlled. Via the piezoelectric voltage constant g, this results in a
desired piezoelectric displacement xp.

In comparison with Fig. B.2b, the piezoelectric element in Fig. B.3b has open
electrodes, such that the charge that is generated by the force F can not flow
away (i = 0⇒ q = 0). Via the capacitance CF

el , the piezoelectrically generated
charge results in a voltage across the electrodes:

U = − 1
CF
el

qp = − d

CF
el

F = −g F (B.33)

Here the minus sign stems from the fact that the charge at the electrodes is not
due to a voltage that is applied, but due to a mechanical action.

Multi-layer actuators

In the descriptions so far, we have considered the behaviour of piezoelectric
elements consisting of a single layer. From (B.20) it can be seen that, for
a single-layer element, the relation between the elongation x and the applied
voltage U only depends on the piezoelectric charge constant d. The absolute
stroke of a single-layer piezoelectric element for a certain applied voltage thus
does not depend on the thickness or the cross-section of the layer.
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Figure B.3: Piezoelectric element used as (a) charge-controlled position actu-
ator (b) voltage-generating force sensor (the + at the piezoelectric capacitance
indicates the positive electrode)
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In order to obtain a reasonable stroke out of a piezoelectric element (several
micrometres) for ordinary operating voltages (up to 100 [V]), use is often made
of so-called Ceramic Multi-layer Actuators (CMA; see Fig. 3.5 in section 3.5.2).
The parameters for a CMA of height h, consisting of nCMA layers of thickness
h/nCMA are related to the parameters for a single-layer piezoelectric element
(also of height h) as follows:

k•CMA = k•sl (B.34)

dCMA = nCMA dsl (B.35)

C•
el,CMA = n2CMA C

•
el,sl (B.36)

Here the subscript ‘sl’ denotes the single-layer element and the ‘•’ represents the
mechanical or electrical variable that is kept constant. Note that the straight-
forward ‘artificial’ increase of the piezoelectric charge constant (B.35), is accom-
panied by an increase of the capacitance (B.36): in order to obtain the same
mechanical behaviour for a lower voltage, the required charge increases (such
that the supplied electrical energy remains the same).

B.3 Piezoelectric ceramics

Thus far in this appendix, we have described the linear behaviour of piezoelectric
materials. The behaviour of piezoelectric ceramics, however, is known to suffer
from non-linearities, due to the so-called ‘ferroelectric’ nature. The purpose
of the present section is to give an overview of various piezoelectric materials,
and to take a closer look at ferroelectricity and the consequences thereof: non-
linearity, hysteresis, and creep.

Materials exhibiting piezoelectricity can be grouped into three classes of solids:
ceramics, polymers and composites (Culshaw 1996). Within the class of piezo-
electric ceramics we can distinguish single crystals and polycrystalline ceramics,
the latter being composed of a collection of many small crystals, called crystal-
lites or grains. The term ‘piezoelectric ceramics’ usually refers to polycrystalline
ceramics only. Single crystal piezoelectric ceramics are simply referred to as
‘piezoelectric crystals’.

Piezoelectricity is anisotropic; it can only be exhibited by materials the crystal
structure of which does not have a centre of symmetry (Jaffe et al. 1971). Before
regarding piezoelectric ceramics (i.e. polycrystalline ceramics) in this respect, we
will first discuss single crystals.
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B.3.1 Piezoelectric crystals

According to their rotational symmetry, all crystalline materials can be divided
into 32 crystal classes, 21 of which lack a centre of symmetry. In turn, 20 of
these non-centrosymmetric crystal classes show piezoelectricity.

Half of the piezoelectric crystal classes exhibit spontaneous polarisation: even in
the absence of mechanical stress or an electric field, the centres of positive and
negative charge do not coincide, giving rise to a built-in electric dipole in each
unit cell. This implies that, the simple linear relation (B.2) no longer holds. The
ten crystal classes with spontaneous polarisation are said to be pyroelectric. The
pyroelectric effect, i.e., the generation of charge due to a change in temperature,
is nothing but a manifestation of the temperature coefficient of the polarisation
(Cady 1946, Jaffe et al. 1971, Ikeda 1990).

Ferroelectricity

The direction of polarisation of some pyroelectric materials can be changed by
applying a sufficiently large electric field. If this is the case, the material is also
said to be ferroelectric. Ferroelectricity implies pyroelectricity, but the converse
does not hold. In analogy to ferromagnetic materials, ferroelectric materials
are inherently hysteretic, i.e., the polarisation not only depends on the current
value of the electric field, but also on its history.

Unlike piezoelectricity and pyroelectricity, knowledge of the crystal class is not
sufficient to establish ferroelectricity. To that end dielectric measurements are
required. Quartz, tourmaline and Rochelle salt are examples of natural single
crystals exhibiting piezoelectricity; the crystal classes they belong to are non-
centrosymmetric. Contrary to quartz, tourmaline and Rochelle salt are also
pyroelectric. Of the latter two only Rochelle salt exhibits ferroelectricity.

Ferroelectrics have a transition temperature, called the Curie point (typically
between 150◦C and 300◦C (PI Ceramics 2000)), above which the unit cell is
centrosymmetric and does not exhibit ferroelectricity. The material is then said
to be in a paraelectric phase. When a ferroelectric crystal cools through its Curie
point, it undergoes a so-called ferroelectric distortion. The unit cell loses part
of its symmetry and an electric dipole arises, the possible directions of the polar
axis within the unit cell depending on the particular ferroelectric distortion.

Upon cooling through the Curie point, throughout the crystal several ferroelec-
tric domains originate. These are regions with a uniform polarisation, separated
by domain walls. The particular domain pattern formed is a result of the stresses
created at the Curie point, uncompensated surface charges, and physical imper-
fections. Crystals which are spontaneously single-domain are rare. Thus, in
general, a ferroelectric crystal does not show a macroscopic polarisation. Nev-
ertheless, even without macroscopic polarisation, a ferroelectric single crystal
does exhibit piezoelectricity (Cady 1946, Jaffe et al. 1971).



258 APPENDIX B. PIEZOELECTRICITY

B.3.2 Piezoelectric polycrystalline ceramics

Since the piezoelectric effect in natural single crystals is rather small, poly-
crystalline ceramic materials such as Lead Zirconate Titanate (PZT) have been
developed with improved piezoelectric properties. An additional benefit of poly-
crystalline ceramics is the fact that during their preparation they can be molded
into nearly any shape (Culshaw 1996).

With respect to piezoelectricity and the inherent need for anisotropy, polycrys-
talline ceramics differ significantly from single crystals. Polycrystalline ceramics,
on a macroscopic level, are in general isotropic, even in case the single crystals
they consist of are non-centrosymmetric. As a consequence, a polycrystalline
ceramic body in general does not exhibit piezoelectricity. However, only in case
the crystals in the ceramic are of the ferroelectric type, the polycrystalline body
can be given an artificial anisotropy, and thus piezoelectricity, on a macroscopic
level. The anisotropy results from a treatment called poling, i.e., the application
of a large electric field (Jaffe et al. 1971).

Poling treatment

In practice, poling usually involves subsequent heating above the Curie point,
application of the electric field, cooling below the Curie point, and finally re-
moval of the electric field. As we know, upon heating the material above the
Curie point, the crystal structure becomes centrosymmetric, and all electric
dipoles vanish. When the material is cooled in the presence of a sufficiently
large electric field, the dipoles tend to align with the applied field, all together
giving rise to a nonzero net polarisation. After cooling and removal of the elec-
tric field, not all dipoles can return to their original direction. The result is
a remnant polarisation throughout the ceramic as well as a permanent defor-
mation. The polycrystalline ceramic now does exhibit an artificial anisotropy,
enabling piezoelectric behaviour. The piezoelectricity is maintained as long as
the material is not depoled, due to for example a temperature above the Curie
point, or extreme electric or mechanical conditions (Jaffe et al. 1971).

B.3.3 Non-linearity, hysteresis, and creep

The relationship between the polarisation in ferroelectrics and an applied electric
field

�P = �P ( �E) (B.37)

is shown in Fig. B.4. For an unpoled, “fresh” ferroelectric the initial polarisation
can be seen to be zero. Application of an electric field causes the individual
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Figure B.4: Typical ferroelectric hysteresis loop

dipoles to tend to align to this field, macroscopically observed as domain-wall
motion. This process, causing a nonlinear increase of the overall polarisation,
may continue up to a certain point at which maximum dipole alignment has
been obtained. An even further increase of the polarisation then only stems
from the increase of all individual dipole moments, known to vary linear with
an increase of the electric field (Jaffe et al. 1971, Culshaw 1996, Strukov &
Levanyuk 1998).

Removal of the electric field will leave a net remnant polarisation: the ferroelec-
tric is said to be ‘poled’. A poled single crystal is referred to as ‘single-domain’.
Apart from the remnant polarisation, Pr, of interest to us is also the sponta-
neous polarisation Ps obtained by extrapolating the polarisation at high electric
field back to zero along a tangent. Ps is somewhat higher than Pr in ceram-
ics, but is virtually equal to Pr in crystals. The difference can be explained by
intergranular stresses present in ceramics, which cause part of the dipoles to
revert to their original directions once the electric field has been removed. From
Fig. B.4 we observe that exposure to subsequent highly positive and highly neg-
ative electric fields causes polarisation reversal, leading to the typical dielectric
hysteresis loop shown by ferroelectrics (Jaffe et al. 1971).

Three kinds of strain occur in a “fresh” ferroelectric ceramic sample during
poling (curve a in Fig. B.5: the so-called ‘virginal’ curve). At low electric
field strength, 180◦ domain switching occurs, which does not involve strain.
Domain realignment by angles other than 180◦, depending on the allowed dipole
axes within a unit cell, is responsible for the first, large magnitude, kind of
strain. Accompanying this, as orientation proceeds, is a second kind of strain:
a piezoelectric effect within the aligned domains. Contrary to the piezoelectric
strain, being truly linear, the third kind of strain varies quadratically with the
applied electric field. The latter phenomenon, termed electrostriction, is present
in any dielectric material and is often considered to be of negligible magnitude
(Jaffe et al. 1971).
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Figure B.5: (a) Strain during poling; (b) typical piezoelectric hysteresis loop
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Figure B.6: Typical ‘butterfly’ loop of piezoelectric strain for large electric field
variations

Once saturated, a somewhat non-linear and hysteretic, but reversible path is
followed in subsequent field excursions in the same direction (loop b in Fig. B.5:
the typical hysteresis loop shown by piezoelectric ceramic actuators). Strains
here involve piezoelectric deflection plus some residual dipole reorientation ef-
fects that come and go during each excursion. The latter effects cause the
difference between the maximum polarisation at saturation Ps and the remnant
polarisation Pr. For fields in the opposite direction, behaviour is considerably
different and more complex, because depoling starts to take effect. In this con-
text, it should be remembered that large excursions in both directions generate
the “butterfly” loop of strain versus field (see Fig.B.6) (Jaffe et al. 1971). In
practice this implies that piezoelectric ceramics may not be exposed to highly
negative electric fields (Jendritza 1995, Culshaw 1996).

In order to obtain reasonable expansion out of a piezoelectric ceramic actuator,
the material is exercised through a significant fraction of the hysteresis loop
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(loop b in Figure B.5) (Culshaw 1996). Piezoelectric actuators, when controlled
by application of a voltage to the electrodes, therefore suffer from a considerable
amount of hysteresis, which may be as large as 15% of the commanded motion.

Just like the non-linear and hysteretic behaviour indicated above, creep in piezo-
electric ceramics is related to the effect of the applied voltage on the remnant
polarisation. Creep is the expression of the slow realignment of the crystal do-
mains in a constant electric field over time. If the operating voltage of a PZT
is changed, after the voltage change is complete, the remnant polarisation con-
tinues to change, manifesting itself in a slow creep. The rate of creep decreases
logarithmically with time (PI Tutorial 2000).
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Appendix C

Fraction of modal strain
energy

An important notion in the analysis of the controllability associated with Smart
Disc based vibration control is the fraction of modal strain energy. It is defined
as “the ratio of the strain energy in the j-th active stiffness element and the
total strain energy in the mechanical structure, when the mechanical structure
vibrates according to mode i” (Preumont et al. 1992, Preumont 1997):

νASE,ji =
φTi bjk

xact
ASE,jb

T
j φi

φTi Kxφi
=
kxact

ASE,j

(
bTj φi

)2
km,i

(C.1)

with:

• kxact
ASE,j : the stiffness of the j-th ASE for zero (or constant) actuation xact
(4.3);

• bj : the so-called ‘influence vector’ for the j-th ASE, relating the relative
displacement xASE to the generalised coordinates x (see section 2.3.2); this
vector is implicit in the j-th column of Kact (see section 4.4): kact,j =
bj kc

• φi: the i-th mode-shape vector (see (2.9) in section 2.3.2);

• Kx: the stiffness matrix of the mechanical structure with respect to the
generalised coordinates x;

• km,i: the modal stiffness for mode i.

263
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In (C.1) the numerator represent twice the strain energy in the active stiffness
element, and the denominator represents twice the strain energy in the entire
mechanical structure, if it vibrates according to mode i. According to Preumont
(1997), for more complex mechanical structures, νASE

ji “is readily available from
commercial finite element programs.”

In the analysis of Preumont & Achkire (1997), an active stiffness element was
considered that was not subjected to a preload element as shown in Fig. 4.1.
As within the Smart Disc concept, it is not allowed to disregard the preload
stiffness kp in the analysis, we will in this appendix derive an expression that
relates the fraction of modal strain energy for the actuator-sensor-stack to that
of the active stiffness element (section C.1). Furthermore, we will derive an
expression for the fraction of modal strain energy in terms of the Smart Disc
lever representation that was introduced in section 4.8 (section C.2).

C.1 Actuator-sensor-stack

In this section we will relate the fraction of modal strain energy for an active
stiffness element to that of an actuator-sensor-stack. As an example we consider
a single active stiffness element supporting a single mass m. In that case, the
active stiffness element is the entire mechanical structure, such that, with (C.1):
νASE = 1. The fraction of modal strain energy associated with the actuator-
sensor-stack, however is may be smaller, due to the presence of the preload
stiffness kp. In order to show the difference, we consider the simple case of a
single active stiffness element that supports a mass m, and start with (5.20),
which is a result due to Preumont & Achkire (1997):

ν =
ω2e − ω2a
ω2e

(C.2)

For the simple structure we consider, the resonance frequency of the structure
is simply given by:

ωe =

√
kxact

ASE

m
(C.3)

with (4.3):

kxact
ASE =

(ks+kp)kf
ks+kp+kf

≡ (ks + kp)//kf



C.1. ACTUATOR-SENSOR-STACK 265

The anti-resonance frequency of the structure is given by the natural frequency
of the structure without the actuator-sensor-stack :

ωa =

√
kFsens

ASE

m
(C.4)

with:

kFsens
ASE =

kfkp
kf + kp

≡ kf//kp (C.5)

which represents the stiffness of the active stiffness element for zero (or constant)
Fsens, i.e., the stiffness for infinitely high gain of the Smart Disc control loop.

We may now rewrite (C.2) to:

ω2e − ω2a
ω2e

=
k

xact
ASE
m − kFsens

ASE
m

k
xact
ASE
m

=
kxact

ASE − kFsens
ASE

kxact
ASE

(C.6)

and subsequently, using the definitions of kxact
ASE and k

Fsens
ASE , to:

kf(kp+ks)
kf+kp+ks

− kfkp
kf+kp

kf(kp+ks)
kf+kp+ks

=
kf(kp + ks)(kf + kp)− kfkp(kf + kp + ks)

kf(kp + ks)(kf + ks)
(C.7)

The latter expression can even more be simplified to:

ks
ks + kp

kf
kf + kp

= ηunlASEη
bl
ASE (C.8)

with ηunlASE the ‘position actuator efficiency’ and η
bl
ASE the ‘force actuator efficiency’

of an active stiffness element, as defined in section 4.2.2.

Remark C.1 The quantity ηunlASEη
bl
ASE is equal to the square of the coupling

coefficient of the active stiffness element, when it is regarded as a two-port, like
in (4.4):

(
FASE

Fsens

)
=

[
kxact

ASE −kc
−kc kblint

] (
xASE

xact

)
(C.9)
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the coupling coefficient of which is given by the product of the off-diagonal
terms, divided by the diagonal terms:

k2η =
k2c

kxact
ASE kblint

=
kskf

ks+kp+kf
· kskf
ks+kp+kf

(ks+kp)kf
ks+kp+kf

· ks(kp+kf)
ks+kp+kf

=
kskf · kskf

(ks + kp)kf · ks(kp + kf)
(C.10)

which can indeed be simplified to (C.8).

From the above analysis for the case of a structure consisting of a single active
stiffness element, we may deduce that the fraction of modal strain energy for
the active stiffness element and the actuator-sensor-stack are related by the
following expression:

νji = k2η,jνASE,ji (C.11)

In the absence of an elastic preload element, (C.1) and (C.11) are equal.

C.2 Smart Disc lever

The fraction of modal strain energy may also be expressed in terms of the Smart
Disc lever representation. In order to illustrate this, we start with (C.11), using
(C.8) and (C.1):
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bl
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(C.12)

Multiplying the numerator and the denominator with ηblASE,jk
xact
ASE,j , and subse-

quently realising that the following relation holds (with kc as in (4.6), and kTact,j
denoting the j-th column of Kact as in (4.24)):

ηblASE,jk
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T
j = kc,jbTj = kTact,j (C.13)

yields the following expression:
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Subsequently realising that the following relation holds (with kblint =
ks(kp+kf)
ks+kp+kf

≡
ks//(kp + kf) (4.5)):

ηunlASE,jk
xact
ASE,j = ηblASE,jk

bl
int,j (C.15)

the above expression can be simplified to:

νji =

(
kTact,jφi

)2
kblint,jkm,i

(C.16)

Furthermore using the fact that (4.43):

lji = k−1m,iφ
T
i kact,j ⇒ kTact,jφi = ljikm,i (C.17)

we finally obtain the following result:

νji =
l2jikm,i

kblint,j
=
kSD
eff,i,j

kblint,j
(C.18)

in which the numerator term may be recognised as the effective modal stiffness
of the i-th mode as experienced at the location of the j-th active stiffness element
(compare (4.79)), and the denominator denotes the stiffness as experienced at
the ‘internal’ active port, in case the active stiffness element is blocked (zero or
constant xASE).

When we zoom in at a part of the collocated frequency response that is dom-
inated by a resonance frequency ωe,i and its corresponding anti-resonance fre-
quency ωa,i < ωe,i, then, if the level (of the straight-line approximation) of the
frequency response below ωa,i is given by klow, and the level of the frequency
response beyond ωe,i is given by khigh, the following relation holds:

khigh
klow

=
ω2e,
ω2a,

(C.19)

Furthermore, the high- and low-frequency level are related by the effective modal
stiffness keff,i associated with this mode (as it appears from the Smart Disc lever
representation):

khigh = klow + kSD
eff,i (C.20)
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khigh
klow

= 1 +
kSD
eff,i

klow
(C.21)

kSD
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khigh
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− 1 = ω2e,i
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− 1 = ω2e,i − ω2a,i
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(C.22)

We also have from (C.20):

1 =
klow
khigh

+
kSD
eff,i

khigh
(C.23)

kSD
eff,i

khigh
= 1− klow

khigh
= 1− ω2a,i

ω2e,i
− 1 = ω2e,i − ω2a,i

ω2e,i
(C.24)

Here at the left hand side we observe the expression for the fraction of modal
strain energy in terms of the Smart Disc lever representation (C.18) and at the
right hand side we observe the expression (C.2) we started with in section C.1.



Appendix D

IFF-controller design

In this thesis, it has been illustrated that active damping based on the Smart
Disc concept is robustly stable, and hence well feasible in practice. From the
sections 5.2 to 5.7, we summarise the main steps towards successful active damp-
ing by means of the Smart Disc concept. Here we focus on the design of the
control law C(s), assuming that the crucial steps in the modelling process and
the choice of actuator and sensor location and hardware have been correctly
taken.

1. In case it is allowed and seems appropriate: perform decoupling (section
5.6), as this enables SISO controller design for individual targeted modes.

Here it is important to ensure equal transduction ratios for all actuators
and all sensors (statement 6.1 in section 6.2.5).

2. For each targeted mode: determine whether the achievable damping is
sufficient. The maximum achievable damping may be determined from
the (measured) collocated response with rule of thumb 1.

Note that, in general, maximum damping does not correspond to optimal
balancing of the ‘damping-versus-stiffness trade-off’ (section 5.3).

In case the pole-zero pattern of the frequency response of the loops to be
closed is not convenient (zeros close to or at the wrong side of the poles)
perform crosstalk-compensation (section 5.5.2).

3. For each targeted mode: take the cut-off frequency of the low-pass filter
(leaking IFF) smaller than 20% of the frequency of the targeted mode
(rule of the thumb 4 ).

4. For each targeted mode: tune the IFF gain so as to appropriately balance
the ‘damping-versus-stiffness trade-off’. The optimal balance depends to
a large extent on the particular vibration problem at hand (characteristics
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of the vibration source (section 2.2.2) and the response quantity of interest
(section 2.2.1)).

In general it is worthwhile to aim at a minimum relative damping of 20%
(rule of thumb 5 ).

The expected closed-loop damping can be determined with rules of thumb
7 and 8, or rule of thumb 9.

Furthermore it is wise to to stay sufficiently far (below 80%) from the
settings for maximum damping (rule of thumb 3 ).

Note that the setting for maximum damping can easily be determined
from the open-loop collocated response (rule of thumb 2 ).

Note furthermore that the maximum feedback gain is in practice limited
by destabilisation of higher-order modes, due to the increasing phase lag
for higher frequencies. A gain margin of at least 6 [dB] is advisable.

5. Apply a high-pass filter with a cut-off frequency smaller than 20% of the
(leaking) IFF pole (rule of the thumb 6 ).

Remark D.1 With respect to the ‘rules of thumb’ as presented in this thesis
(and collected on the next page), it should be noted that rules of thumb 3, 4, 5,
and 6 serve as design guidelines, whereas the other rules of thumb hold exactly
for the case of single-mode vibration.
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Figure D.1: Illustration of important parameters in IFF-tuning
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Rule of thumb 1 (Maximum single-mode damping)
The maximum achievable single-mode damping (for ωa > 1

3ωe) is given by:

ζmax =
ωe − ωa
2ωa

which is obtained for: Kζmax
ol = ωe

√
ωe/ωa

Rule of thumb 2 (Maximum damping from the open-loop response)
In order to obtain maximum single-mode damping, the gain of the open-loop
frequency response (5.5) should be such that the upward-crossing of the 0 dB-
level occurs exactly halfway ωa and ωe (on a logarithmic scale) (5.9).

Rule of thumb 3 (Maximum open-loop gain)
The open-loop gain Kol should not exceed 80% of Kζmax

ol .

Rule of thumb 4 (IFF-pole location)
The cut-off frequency of the low-pass filter (5.14) should be chosen smaller
than 20% of the frequency of the lowest vibration mode to be damped : pIFF ≤
0.2 ωe,min.

Rule of thumb 5 (Lower bound for the relative damping objective)
Active damping should be aimed at a relative damping of at least 20% for the
dominant vibration mode.

Rule of thumb 6 (High-pass filter cut-off frequency)
The cut-off frequency of the additional high-pass filter in (5.17) should be chosen
smaller than 20% of the leaking IFF-pole: php ≤ 0.2 pIFF.

Rule of thumb 7 (Fraction of modal strain energy)

The fraction of modal strain energy can be calculated from: ν = ω2e − ω2a
ω2e

Rule of thumb 8 (Relative damping for small feedback gain; part 1)
The relative damping that is obtained upon application of Integral Force Feedback
is given by (for small gain values; Kol < ωe):

ζ = Kolν
2ωe

Rule of thumb 9 (Relative damping for small feedback gain; part 2)
The relative damping may also be expressed in terms of the Smart Disc lever rep-
resentation (with keff the effective modal stiffness as experiences at the location
of the Smart Disc under consideration):

ζ = KIFFk
SD
eff

2ωe
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tronics ’98”, Skövde, Sweden, pp. 217–222.

Hong, J. & Bernstein, D. S. (1998), ‘Bode Integral Constraints, Colocation, and
Spillover in Active Noise and Vibration Control’, IEEE Transactions on
Control Systems Technology 6, 111–120.

Ikeda, T. (1990), Fundamentals of Piezoelectricity, Oxford Universiy Press, Ox-
ford, USA.

IRDAC (1986), Opinion on R&D Needs in the Field of Mechatronics, Industry
R&D Advisory Committee of the Comm. of the EC, Brussels, Belgium.

Jaffe, B., Cook, W. R. & Jaffe, H. (1971), Piezoelectric Ceramics, Academic
Press, London, UK.

Janocha, H. & Stiebel, C. (1998), New Approach to a Switching Amplifier for
Piezoelectric Actuators, in ‘Proc. 6th International Conference on New
Actuators’, Bremen, Germany.

Jansen, B. S. H. (2000), Smart Disc Tuning and Application in an ASML Wafer
Stepper, Master’s thesis, Control Laboratory, Faculty of Electrical Engi-
neering, University of Twente, Enschede, The Netherlands.

Jendritza, D. J. (1995), Design und Anwendung Von Piezoaktoren, in D. J.
Jendritza, ed., ‘Technischer Einsatz Neuer Aktoren’, Expert-Verlag,
Renningen-Malmsheim, Germany, chapter 7.

Joshi, S. M. (1989), Control of Large Flexible Space Structures, Springer-Verlag,
Berlin, Germany.

Kalman, R. E. (1960a), ‘Contributions to the Theory of Optimal Control’, Bo-
letin de la Sociedad Matematica Mexicana 5, 102–119.

Kalman, R. E. (1960b), On the General Theory of Control Systems, in ‘Proc.
First International Congress on Automatic Control’, Moscow, Russia,
pp. 481–491.

Karnopp, D. C., Margolis, D. L. & Rosenberg, R. C. (2000), System Dynamics
– Modeling and Simulation of Mechatronic Systems, 3rd edn, John Wiley
& Sons, New York, USA.

Koster, M. P. (1973), Vibration of Cam Mechanisms and their Consequences on
the Design, PhD thesis, N.V. Philips’ Gloeilampenfabrieken, Eindhoven,
The Netherlands.

Koster, M. P. (2000), Constructieprincipes voor het Nauwkeurig Bewegen en
Positioneren, Twente University Press, Enschede, The Netherlands.



BIBLIOGRAPHY 277

Koster, M. P., Van Luenen, W. T. C. & De Vries, T. J. A. (1998), Mechatronica,
Lecture Notes, Univeristy of Twente, Enschede, The Netherlands.

Kuhnen, K. & Janocha, H. (1998), Compensation of the Creep and Hystere-
sis Effects of Piezoelectric Actuators with Inverse Systems, in ‘Proc. 6th
International Conference on New Actuators’, Bremen, Germany.

Kuhnen, K. & Janocha, H. (2000), Operator-based Compensation of Hysteresis,
Creep and Force-dependence of Piezoelectric Stack Actuators, in R. Iser-
mann, ed., ‘Proc. 1st IFAC Conference on Mechatronic Systems’, Darm-
stadt, Germany, pp. 421–426.

Main, J. A. (1997), Charge-Recovery Power Amplifier for Piezoelectric Applica-
tions, in M. Regelbrugge, ed., ‘Smart Structures and Integrated Systems,
Proc. SPIE Conference on Smart Structures and Materials’, Vol. 3041,
pp. 741–746.

Main, J. A., Garcia, E. & Newton, D. V. (1995), ‘Precision Position Control
of Piezoelectric Actuators using Charge Feedback’, Journal of Guidance,
Control and Dynamics 18(5), 1068–1073.

Maly, J. R., Pendleton, S. C., Salmanoff, J., Blount, G. J. & Matthews, K.
(1999), Hubble Space Telescope Solar Array Damper, in T. Tupper Hyde,
ed., ‘Passive Damping and Isolation: Proc. SPIE Smart Structures and
Materials 1999’, Vol. 3672.

Mead, D. J. (1998), Passive Vibration Control, John Wiley & Sons, Chichester,
UK.

Meirovitch, L. (1986), Elements of Vibration Analysis, 2nd edn, McGraw-Hill,
New York, USA.

Miles, J. W. & Thomson, W. T. (1987), Statistical Concepts in Vibration, in
C. M. Harris, ed., ‘Shock and Vibration Handbook’, 3rd edn, McGraw-Hill,
New York, USA, chapter 11.

Miu, D. K. (1992), Mechatronics, Electromechanics and Contromechanics,
Springer-Verlag, New York, USA.

Nakazawa, H. (1994), Principles of Precision Engineering, Oxford Science Pub-
lications, Oxford, UK.

Nexus (2001), Technical Documentation, The Nexus Range of Conditioning Am-
plifiers Types 2690, 2691, 2692 and 2693, Brüel & Kjær, Nærum, Denmark.
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Summary

High-precision machines are usually designed according to a limited number
of well-known design principles. Optimisation of the dynamic behaviour of
high-precision machines often boils down to proper stiffness management : the
design of the mechanical structure is aimed at minimisation of the mass, and
maximisation of the stiffness. Damping management is not yet a mature design
principle. The reason for this is that most passive damping mechanisms, like
friction, are notorious sources of inaccuracy. As a consequence, damping in
high-precision machines is typically very low, giving rise to small but persistent
vibrations. These vibrations may in the end easily appear as an important
factor in limiting the accuracy.

In this thesis, the so-called ‘Smart Disc concept’ is investigated for its use to
improve the dynamic behaviour of high-precision machines. A ‘Smart Disc’ is
defined as a structural element, consisting of a (piezoelectric) position actuator
and a (piezoelectric) force sensor, so as to enable active vibration control. Three
main research questions are addressed:

• When to use Smart Discs?
• How to design Smart Discs?
• How to use Smart Discs?

The first research question is addressed by dealing with the issue of modelling
a vibration problem in its entirety. Three main aspects are considered: the
specifications with respect to a certain ‘response quantity’, the vibration source,
and the mechanical structure. The basis for successful vibration control is a
thorough understanding of the interaction between the vibration source, the
response quantity, and the vibration modes of the mechanical structure. In
order to capture this interaction in a graphical representation, use is made of
the ‘modal lever’ representation (Rankers 1997).

In the context of the first research question, an overview of passive and active
vibration control methods is given. A special kind of active control, based on
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collocation, is explored into detail. Amongst the collocation concepts is the
Smart Disc concept.

The kinematically correct design of a Smart Disc for a particular application
depends to a large extent on the requirements for the overall mechanical struc-
ture of the high-precision machine. For that reason it is not possible to come up
with an ‘ultimate’, generally applicable Smart Disc design. In the light of the
second research question, this thesis therefore rather provides some guidelines
with respect to general requirements for enabling proper Smart Disc control.
The application of these guidelines is shown for two Smart Disc-prototypes that
have been developed: the ‘Smart Lens Support’ (SLS) and the ‘Piezo Active
Lens Mount’ (PALM).

With respect to the third research question, in this thesis it is stressed that the
basis for successful Smart Disc-based vibration control is the understanding of
the interaction between the actuator and the sensor in a Smart Disc and the
vibration modes of the mechanical structure. In order to capture this interaction
in a graphical representation similar as the ‘modal lever’, in this thesis the
‘Smart Disc lever’ is introduced. From this graphical representation, the shape
of the frequency response from the actuator to the sensor within a Smart Disc
can conveniently be understood, in terms of contributions from the various
structural vibration modes. In the analysis of this frequency response, the
influence of ‘crosstalk’ (a frequency independent contribution from actuator
input to sensor output) is explicitly addressed.

Active damping by means of the Smart Disc concept can be realised robustly by
performing Integral Force Feedback (IFF; Preumont et al. 1992). This implies
that in the frequency region in which the vibrations should be damped, the
controller simply acts as an integrator. Tuning of IFF involves balancing of a
trade-off between damping and stiffness. In the context of this trade-off, nine
straightforward rules of thumb are given. These rules of thumb only require
knowledge of the dominant anti-resonance frequency, the dominant resonance
frequency, and the open-loop response level. In addition to these rules of thumb,
two extensions of IFF are considered: crosstalk-compensation, and decoupling
(in case multiple Smart Discs are available).

Active damping based on the Smart Disc concept is evaluated experimentally on
an industrial high-precision machine: the wafer stepper, which is at the heart of
integrated circuit manufacturing. The aim has been to damp various vibration
modes of the lens of the wafer stepper, by equipping the lens suspension with
Smart Disc functionality. The wafer stepper experiments illustrate that the
Smart Disc concept is an appropriate tool for active damping management, in
the context of two other important principles for high-precision machine design,
namely stiffness management and kinematic design. Active damping as such
is shown to improve the dynamic behaviour of high-precision machines, thus
allowing for higher accuracy.



Samenvatting

Aan het ontwerp van nauwkeurige apparatuur ligt een beperkt aantal wel-
bekende constructieprincipes ten grondslag. Construeren op stijfheid heeft tot
doel het dynamisch gedrag van een mechanisme te optimaliseren. Dit wordt
bereikt door de stijfheid te maximaliseren, en het gewicht te minimaliseren.
Construeren op demping komt in het rijtje constructieprincipes nog niet voor.
De meeste passieve dempingsmechanismen, wrijving met name, zijn juist nadelig
voor de nauwkeurigheid. Om die reden is de demping in nauwkeurige apparaten
doorgaans zeer laag. Slecht gedempte trillingen kunnen een belangrijke rol spe-
len als het gaat om de uiteindelijk haalbare nauwkeurigheid.

Dit proefschrift behandelt de vraag of het ‘Smart Disc concept’ kan bijdragen
aan de verbetering van het dynamisch gedrag van nauwkeurige apparatuur, en
daarmee aan het verhogen van de nauwkeurigheid. Onder een ‘Smart Disc’
wordt verstaan: een constructie-element, bestaande uit een (piezoelektrische)
positie-actuator en een (piezoelektrische) krachtsensor, waarmee actieve trillings-
beheersing kan worden gerealiseerd. Drie hoofdvragen komen aan de orde:

• Wanneer kunnen Smart Discs worden gebruikt?
• Hoe moeten Smart Discs worden ontworpen?
• Hoe moeten Smart Discs worden gebruikt?

Met betrekking tot de eerste hoofdvraag legt dit proefschrift de nadruk op het
in zijn totaliteit modelleren van een trillingsprobleem. Hierbij worden drie as-
pecten beschouwd: de nauwkeurigheids-specficaties in termen van een zekere
‘responsie-grootheid’, de trillingsbron, en de mechanische structuur. Voor suc-
cesvolle trillingsbeheersing is het nodig een goed begrip te vormen van de inter-
actie tussen de trillingsbron, de responsie-grootheid en de diverse trillingsmodes
van de mechanische structuur. Om deze interactie grafisch weer te geven,
wordt in dit proefschrift gebruik gemaakt van de ‘modale hefboom’-representatie
(Rankers 1997).

In het kader van de eerste hoofdvraag geeft dit proefschrift bovendien een
overzicht van passieve en actieve trillingsbeheersing. In het bijzonder wordt
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ingegaan op actieve trillingsbeheersing gebaseerd op ‘collocation’. Een van de
collocation-concepten is het Smart Disc concept.

Bij het ontwerpen van een Smart Disc, als onderdeel van een nauwkeurig ap-
paraat, speelt het principe om statisch bepaald te construeren een belangrijke
rol. De eisen aan een Smart Disc voor een specifieke toepassing worden in dit
verband grotendeels bepaald door de eisen aan het gehele apparaat. Om die
reden is het niet mogelijk een ‘ultiem’, algemeen toepasbaar Smart Disc ont-
werp aan te reiken. In plaats daarvan geeft dit proefschrift, als antwoord op
de tweede hoofdvraag, een aantal richtlijnen voor zowel het mechanisch als het
elektrisch ontwerp van een Smart Disc. Als voorbeeld van de toepassing van
deze richtlijnen zijn twee Smart Disc prototypes ontwikkeld: de ‘Smart Lens
Support’ (SLS) en de ‘Piezo Active Lens Mount’ (PALM).

In het kader van de derde hoofdvraag wordt in dit proefschrift benadrukt dat
succesvolle trillingsbeheersing met behulp van Smart Discs slechts mogelijk is op
basis van een goed begrip van de interactie tussen enerzijds de Smart Discs en
anderzijds de trillingsmodes van de mechanische structuur. Om deze interactie
grafisch weer te geven wordt in dit proefschrift gebruik gemaakt van de ‘Smart
Disc hefboom’. Deze representatie maakt inzichtelijk hoe de frequentie-responsie
van de actuator naar de sensor in een Smart Disc is opgebouwd in termen van
de bijdragen van de diverse trillingmodes van de mechanische structuur. In de
analyse van deze frequentie-repsonsie komt de invloed van ‘overspraak’ van de
actuator naar de sensor expliciet aan de orde.

Robuuste actieve demping kan worden verkregen door binnen het Smart Disc
concept Integral Force Feedback (IFF; Preumont et al. 1992) toe te passen. Dit
houdt in dat in de frequentieband waarin de trillingen gedempt moeten worden,
de regelaar zich eenvoudigweg gedraagt als een integrator. Bij het instellen
van een IFF-regelaar moet een afweging worden gemaakt tussen demping en
stijfheid. Voor het maken van een juiste afweging geeft dit proefschrift negen
eenvoudige vuistregels. Om deze toe te kunnen passen is slechts kennis nodig
van de dominante resonatie-frequentie, de dominante anti-resonantie-frequentie,
en het niveau van de open lus responsie van een Smart Disc. Als aanvulling op
standaard IFF, is gekeken naar de mogelijkheden van overspraak-compensatie
en ontkoppeling (voor het geval meerdere Smart Discs worden ingezet).

Het Smart Disc concept is in de praktijk geëvalueerd voor een industriële toepas-
sing: de wafer stepper, een uiterst nauwkeurige machine voor de productie
van IC’s (integrated circuits). Het doel hierbij was het dempen van diverse
trillingsmodes van de lens van de wafer stepper, door Smart Disc functionaliteit
in te bouwen in de ophanging van de lens. De beschreven experimenten illu-
streren dat, binnen de context van het construeren op stijfheid en het statisch
bepaald construeren, het Smart Disc concept een geschikt gereedschap vormt
om te construeren op demping. Aldus gerealiseerde actieve demping blijkt in-
derdaad te leiden tot verbetering van het dynamisch gedrag van nauwkeurige
apparatuur, en daarmee tot verhoging van de nauwkeurigheid.


